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Chapter 1

Introduction

1.1 Background

Design of experiments (DoE) investigates the optimal experimental methods to perform a given

measurement. It aims to extract the greatest amount of information with the least uncertainty

possible about the target quantity with constraints on the available resources like measurement

time. As experimentation is a central part of science, DoE is an important consideration for many

researchers and has been widely discussed in literature [8–12].

In some situations, DoE can be hugely beneficial. A popular example is the weighing problem [11],

which considers the optimal manner of measuring n weights using a chemical balance. The balance

shows the difference in weights between objects in the left and the right pans and each measurement

has an independent normally distributed error ε ∼ N(0, σ2). The simplest method would be to

weight each object successively. Denoting yi and xi to be the observations and the actual weights

respectively, the observations yi would be ∼ N(xi, σ
2). Another less apparent way would be to weigh

such that information from all weights can be obtained at every measurement. One way to do so is

to configure the measurements such that the configuration vectors, where an entry of 1 (-1) means

the weight is on the left (right) pan, form the rows of a Hadamard matrix. A Hadamard matrix is

1
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a square matrix composed of 1 and -1 with mutually orthogonal rows and each pair of rows have

matching (mismatched) entities in half (the other half) of their columns; interested readers may

refer to [13]. The estimations yi would then ∼ N(xi, σ
2/n) with the same amount of observations.

To achieve the same precision with the first method, n observations for each object will be required,

leading to n2 observations in total.

Another illustration of the importance of experimental design is exhibited in machine learning.

Experiments which test the performance of a machine learning model trained with a specific set of

hyperparameters can be very costly in terms of computational power and time. An example was

the famous convolutional neural network AlexNet taking five to six days to train with two state-of-

the-art GPUs in 2012 [14]. Techniques like Bayesian Optimization [15] were therefore developed to

inform the best next experimental location to probe in the hyperparameter phase space, and have

been applied in different real world experiments [16,17].

These examples illustrate how DoE can improve the measurement accuracy with the same re-

sources. This is of particular importance under low-signal conditions, for instance, in the case of

spectroscopy of weak emitters and particle localization experiments.

1.2 Motivation

Our interest in investigating experimental design grew after challenging experiments with vanadium

dioxide (VO2). Our aim was to find a fabrication recipe to grow stoichiometric VO2 on a conductive

thin film for electrically switching the phase-change material. VO2 is an interesting phase-change

material as it exhibits the metal-insulator transition when excited thermally, optically or electrically.

The structural change is accompanied by a considerable change in refractive index, rendering the

material a great candidate for optical switching. VO2 can be fabricated with many methods. Sput-

tering is one of the most common techniques used to grow stoichiometric VO2. Within sputtering,
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there are also options of reactive sputtering of vanadium metal in oxygen and RF sputtering of ox-

ide targets (commonly with V2O5, V2O3). For both avenues, the growth condition for VO2 is very

critical and requires precise proportions of oxygen and argon gases in the sputtering chamber, as

vanadium exhibits many other different oxidation states including V2O5, V2O3, V3O7 and V6O13.

The presence of other phases weakens the contrast brought about by the metal-insulator transition

in the thin film and has to be avoided.

It turned out that two important considerations about the experiment were not taken into ac-

count, making the goal of fabricating stoichiometric VO2 very difficult to achieve.

1. The control of oxygen flow was not precise enough for the deposition of pure VO2

After an extensive search over the fabrication condition, it was found that the optimal window for

fabricating stoichiometric VO2 was between 4.7 and 5 sccm (standard cubic centimeters) of O2 flow.

The quality of VO2 was quantified by measuring the order of magnitude of resistance change of the

heat induced metal insulator transition. As shown in Fig 1.1, both oxygen rich and oxygen deficient

samples were obtained in that particular range. It was subsequently found that the accuracy of the

oxygen mass flow control in the system was only 0.2 sccm. That explained the variations in quality of

VO2 observed even though the designated oxygen flow rate was kept the same. It severely restricted

the precise control of the process conditions, rendering fabrication of pure VO2 very difficult.

2. Choice of sputtering target and substrate was not optimal

Reactive sputtering of vanadium metal was chosen, because it was the common choice in older

literature. It was not realized that relatively newer papers use mostly V2O5 as the sputtering

target because the sputtering condition can be much more stable. The former method suffers from

the target poisoning effect, which is due to the oxidation of the surface of the vanadium metal

sputtering target. As the surface is oxidized, sputtering yield and deposition rate decrease, which

in turn further reduce the use of oxygen gas in the chamber, leading to even greater oxidation on

the surface. This makes the plasma content and the degree of sputtering target oxidation dynamic

and unstable. Fig 1.2 shows the target poisoning effect. As the oxygen gas flow increases, the
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Figure 1.1: Effect of oxygen flow rate on stiochiometry of VO2 fabricated by reactive sputtering of

vanadium

deposition rate initially increases as there is more plasma sputtering the material. But it soon drops

significantly as the surface of the target is oxidized. As the oxygen flow rate decreases from the

maximum, the deposition rate only slightly increases, as the surface of the sputtering target is still

highly oxidized, leading to a low sputtering yield. This leads to the observed hysteresis. As the

oxygen flow rate further decreases, the degree of oxidation further decreases and deposition rate

increases, using up more oxygen gas in the chamber and eventually inducing a runaway effect which

returns the target to the highly metallic state. This shows that the deposition condition is sensitive

to changes in the oxygen content in the plasma and is unstable. This makes reactive sputtering of

vanadium particularly challenging.

As the ultimate goal was to fabricate stoichiometric VO2 on a conductive substrate, testing

fabrication on borosilicate glass was not effective. It was subsequently found that the ideal fabrication
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condition of VO2 also depends on the substrate. Optimizing on borosilicate glass only gives a very

rough estimate of the ideal fabrication condition on other substrates. This showed that a researcher

should be knowledgeable of the properties of the material he works with and has a well informed

plan before conducting experiments.

In view of these, several changes have been made to the experiments. (1) A more advanced mass

flow controller (Alicat MCE) with an accuracy of better than 0.02 sccm was installed, providing an

order of magnitude improvement in control accuracy. (2) V2O5 sputtering target was used instead

of the vanadium metal sputtering target, making the oxygen content in the chamber much more

stable. (3) Changing the deposition substrates to be silicon, which is much closer to the final

substrate choice doped poly-silicon. After these changes, stoichiometric VO2 was optimized and

successfully fabricated on silicon. The results of the subsequent experiments with VO2 do not align

with the central theme of the thesis and are therefore not discussed. However, it proved to be an

experiment that could have benefited from a better DoE by intentionally taking into account the

constraints of resources as well as the uncertainties brought about by experimental apparatus and
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measurements.

1.3 Outline

In this thesis, DoE under low-signal conditions is discussed in three different contexts. In particular,

the thesis is structured as follows:

In the second chapter, we present a demonstration of enhancement in photoluminescence from

weak silicon defects emitters by high contrast gratings. We then show the characterization of an

array of photonic devices with a variety of geometrical parameters which enhances light emission

into particular wavelengths and directions by modifying the local density of states. We discuss the

measurement of the engineered dispersions, including Dirac cone, bound state in the continuum, and

flat bands and PL lifetime measurements. It was originally thought that due to the inherent noisy

nature of InGaAs detectors and the weak emission from silicon, intelligent experimental designs

would be required. However, it turned out that long measurement time was sufficient to achieve the

desired signal-to-noise ratio.

The low-signal experimental conditions encountered promoted us to investigate the optimal de-

sign of experiments. Therefore, in the third chapter, we scrutinize the way spectroscopy and imaging

are done. After reviewing the essentials of CCDs, we illustrate the characterization of a CCD camera

to obtain its noise statistics. We then apply the EM algorithm to denoising and use the Cramér-Rao

lower bound to investigate the optimal measurement scheme. After that, we analyze spectra where

there is significant spatial correlation between neighbouring pixels, and illustrate that improvements

in localization accuracy can be achieved with hardware binning.

In the fourth chapter, we apply the concept of experimental design to tackle a broader scientific

challenge. Graduate admission is a process complicated with inherently large variances and limited

data. With a usually long completion time of graduate studies, feedback information acquisition

is very slow. In this work, we therefore strive to improve the data acquisition process for a more
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thorough analysis. We report a method and present software tools for obtaining and analyzing

academic outcome data for graduate students. We then apply the software to the NSF Graduate

Research Fellowships data set as an illustration, hoping that it can encourage and facilitate a more

data-driven approach to examining graduate admission as well as other related decisions in hiring

and recruitment.



Chapter 2

Engineering of LDOS and

Directionality of Light Emission

2.1 Background

Ever since Purcell’s work in the 1940s [18], engineering of optical environment has been an active

topic of research. It was shown that spontaneous emission is not only affected by the underlying

intrinsic electronic levels of the system, but is also significantly influenced by the density of opti-

cal states. The Purcell effect asserts that the enhancement in spontaneous emission rates scales

with the quality factor Q and the inverse of the mode volume V . A few select examples of the

many ways by which to modify the local electromagnetic environment include Drexhage’s work on

modifying the fluorescence decay time of europium molecules by placing them in close proximity

to mirrors [19]; Björk’s work on modifying the spontaneous emission rate and radiation pattern of

quantum wells with one-dimensional dielectric microcavities [20]; and Englund’s work on controlling

the spontaneous emission rate of single quantum dots with a single-defect cavity in a 2D photonic

crystal [21]. Such work opened the exciting window of allowing researchers to manipulate local

8
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optical environment to control emission of light.

Traditionally, efforts to modify spontaneous emission have been relatively more successful in two

kinds of resonators: photonic crystals and metal nano-particles [22]. For metal nano-particles there

is the advantage of being able to modify the cavity volume below the diffraction limit by confinement

through plasmon oscillations, and with cavities formed between two metal nano-particles there have

been reports of confinement on the order of 10−6(λ0/n)3 (where λ0 is the free space wavelength of

the transition and n the refractive index of the medium inside the cavity). However, they have the

disadvantage that coupling to electron oscillations in metals unavoidably brings about significant

energy loss [23].

In photonic crystals there is the advantage that their dielectric structures can incur in very low

loss, while there is the drawback that the minimum mode volume is generally restricted by the

diffraction limit. Efforts to manipulate the spontaneous emission rates with photonic crystals are

still ongoing with novel concepts like heterostructure photonic nanocavities achieving quality factors

as high as 2.5x106 [24].

The advancement of sub-wavelength lithography has made possible the fabrication of photonic

crystals made with high-contrast gratings that have length scales small enough to eliminate the

presence of higher order diffraction modes. High contrast gratings are usually composed of high-

index sub-wavelength gratings in low-index media [25], and enable the control of light emission in

manners as will be shown in this thesis.

2.2 Theoretical Background

An intuitive approach for designing high-index contrast sub-wavelength gratings with broken sym-

metry was recently proposed by our collaborators Nguyen et al. [1]. This allows both the local

density of optical states and directionality of light to be manipulated by varying the geometrical

parameters of high contrast gratings.
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a1+ a1-
U1

a2+ a2-U2eiΦ

Vf

a
δa

Figure 2.1: Notation for the phenomenological analysis of HCG and two examples of them. Figure

adapted from Nguyen et al. [1].

This approach is based on the introduction of slight geometrical perturbations to the structure

of regular gratings so as to produce structures with corrugations as shown in Figure 2.1. These

structures can be analysed either with numerical methods such as rigorous coupled wave analysis

(RCWA) or with phenomenological models. In this section, we quickly review the phenomenological

model as proposed by Nguyen et al. [1] which offers a useful construct to understand the relevant

interactions that allow the method to work. This guided the design of structures that enhance the

emission from silicon defects which are studied later in this chapter.

The model consists of two interacting grating structures of the same periodicity as shown in

Fig 2.1a. Both layers have backward- and forward-propagating fundamental zero-order modes and

their amplitudes are described by (a1+, a2+) and (a1−, a2−) as sketched in that same figure. Under

the coupled mode theory formalism, the interaction of the electromagnetic waves in the two layers

can be described by a Hermitian 4x4 Hamiltonian as described in eq. 2.1 and which is represented
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in the ordered basis formed by [a1+, a1−, a2+, a2−]. In this model U1 and U2 are the diffractive

coupling rates between the forward and backward waves in the two layers, which describe the effects

of reflection due to the refractive index oscillations; the factors β1 and β2 are diffractive coupling

rates resulting from the evanescent part of the guided modes of the other layer; the phase e±iφ is

due to the first-order diffraction phase shift at the X point between the two layers due to the lateral

offset; ω1, ω2 and v1, v2 are the energies and the group velocities of the propagating waves in the

two layers respectively; finally, Vf is the evanescent coupling rate between waves of different layers

travelling in the same direction.

H =



ω1 + v1kx U1 + β1U2e
iφ Vf 0

U1 + β1U2e
−iφ ω1 − v1kx 0 Vf

Vf 0 ω2 + v2kx U2e
iφ + β2U1

0 Vf U2e
−iφ + β2U1 ω2 − v2kx


(2.1)

By diagonalization of the Hamiltonian, the eigenmodes of the high contrast grating can be ob-

tained. By breaking the vertical mirror symmetry, the even and odd eigenmodes are hybridized,

resulting in exotic dispersion characteristics. Note that this hybridization requires spectral overlap-

ping of even and odd modes, which occurs when the diffractive coupling rates U1 and U2 exceed the

evanescent coupling rate Vf , a condition usually satisfied in high index contrast structures [1].

Note that guided modes cannot be detected in the far field if they are below the light-line. The

designs of the dispersion have been all below the light line to avoid radiative losses. To bring these

modes above the light-line while minimizing radiative loss, an approach is to use a double-period

perturbation, as illustrated in the Fig 2.1 by the parameter α. This technique is commonly known

as “Brillouin-zone folding” [26]. This small double-period perturbation can change the period of the

structure to be two times larger, making the first Brillouin zone two times smaller. This effectively

folds the first Brillouin zone and brings the dispersion previously at the edge of the first Brillouin

zone to the Γ point, as illustrated in Fig 2.2.
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Figure 2.2: Effect of the double-period design on dispersion. Figure reprinted from Nguyen et al. [1].

Of particular interest is the comb structure shown in Fig 2.1c because of its relatively standard

fabrication process. In this case one of the layers is a grating, and the other a homogeneous layer

of equal index of refraction so that both U2 and β1 equal zero. In this structure the geometrical

parameters a and α can be modified so as to obtain Dirac cones and flat band dispersions [1].

We applied this concept and experimentally demonstrated this engineering of dispersion on weak

silicon emitters, showing how all-dielectric symmetry-broken high contrast gratings can be designed

to simultaneously control the directionality of light emission and the local density of optical states,

and enhance weak light emission from silicon into specific directions.
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2.3 Numerical Simulations

2.3.1 Coupling of Modes

The dispersion engineering enabled by high contrast gratings depends on the coupling of photonic

eigenmodes. By varying the various parameters of the gratings, including height, fill factor, and

period, the mixing of the photonic modes can be controlled and their dispersion can be tweaked into

particularly desired shapes.

The physics behind coupling modes in high contrast gratings can be understood with the following

illustration. Consider an amorphous silicon grating as in Fig 2.3a. The photonic eigenmodes can

be obtained by rigorous coupled wave analysis. Setting the horizontal direction to be x and the

out-of-plane direction to be y, plane waves with a y polarization are sent in at different incident

angles. A small absorption in the silicon is configured (k = 10−6) and the intensities of plane waves

reflected by and transmitted through the structure are measured to calculate the absorption. By

repeating this simulation for plane waves with different energy and incident angle, the absorption

spectrum as a function of energy and momentum in x direction can be obtained.

Note that by reciprocity theorem, the source and the detector can be inverted without affecting

the physical phenomenon. More specifically, the Green dyadic is symmetric in source and detector

[27]. Therefore, the absorption spectrum can also yield information about the far-field radiation of

emitters in the fabricated structure.

In the absorption spectrum in Fig 2.3a, the two modes are the even and odd waveguided eigen-

modes in the gratings. Note that they are orthogonal to each other and they cross without mixing.

An interesting phenomenon happens when the vertical symmetry is broken - when the high contrast

grating is not fully etched, leaving 50 nm of silicon at the bottom of the grating. As seen in the

absorption spectrum in Fig 2.3b, the two originally orthogonal modes now couple to each other,

resulting in a gap in the photonic band.

By tuning the geometric parameters of the structure, including etch depth, period of the grating
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Figure 2.3: Energy momentum spectrum of two high contrast gratings. The arrows above the grating

drawings symbolize the incoming y-polarized plane wave. One with vertical mirror symmetry and

another with symmetry breaking due to the partial etch. One can see the symmetry breaking mixes

the two previously orthogonal modes. The intensity profile of the Ey at four different points are also

shown on the right.
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and fill factor, the dispersion of the structure can be manipulated to produce varying dispersion

relationships. This method therefore offers the possibility to engineer the directionality of light at

specific wavelengths.

Note that a double period perturbation, as discussed before, is also used in the subsequently

investigated structures so that the unit cell is doubled in size, effectively folding the modes from

the edge to the center of the first Brillouin zone. This allows the waveguide modes to be above

the light-line and be accessible through free space illumination and detection without introducing

significant loss mechanisms.

2.3.2 Effects on the Local Density of Optical States

As the local density of optical states is directly dependent on the group velocity of light, which

in turn depends on the curvature of the energy momentum dispersion, the emission rate of nearby

emitters can also be controlled and directed into desired modes.

To investigate this effect, our collaborator Dr. Sébastien Cueff calculated the band structure with

a commercial software implementation of the plane wave expansion method (Bandsolve, RSoft), and

the 1D LDOS in kx direction computed by summing the number of modes with the dispersion data

at ω over a range dω for the two structures. The results are shown in Fig 2.4.

At momentum close to the band gap opening due to the coupling of the two modes, the dis-

persion has a near zero group velocity (as Vg = dω
dk ) which results in a very large local density of

states, strongly enhancing emission into this particular momentum and wavelength. This strong

enhancement is verified in the measurement of the energy momentum spectrum in the subsequent

sections.

This example illustrates how LDOS can be specifically enhanced at particular wavelength and

angle by modifying the various parameters of a high contrast grating. By designing structures with

flat dispersion at desired wavelength / angle, emission can be strongly enhanced into that particular

mode. This can be particularly useful in cases in which emitters are very weak (like single photon
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Figure 2.4: Band diagrams and 1D LDOS for a) vertically symmetric HCG and b) symmetry-broken

HCG.
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emitters: NV centers in diamond) and it is desired to couple light from the emitters into useful

optical modes (like coupling into an optical fiber for quantum communication purposes).

2.3.3 Designing Dispersion

Simulations for various different parameters were carried out by our collaborator Dr. Sébastien Cueff

to achieve a range of specific dispersions. Rigorous coupled-wave analysis (RCWA) is used to find

the modes of the structures. TE polarized light at different angles and wavelengths were used as the

incident light and reflectivities were measured. The parameters of the structure including period,

fill factor, and thicknesses of the amorphous silicon layer, are varied to achieve specifically desired

dispersions. Note that RCWA could not directly obtain information of the waveguide optical modes

below the light line as they do not interact with fields from the far-field. Only modes which couple

to the far-fields (modes above the light line) can be found. These modes can be folded from the

boundary to the center by the double period design approach discussed in the previous text.

Initial efforts have been trying to focus on a simple illustration of enhancement of light emission

at the flat regions. Silicon was chosen because it is an indirect bandgap material and is a very poor

emitter at room temperature. Previous literature reported that defects in crystalline and amorphous

silicon produce weak light emission below the bandgap between 1.3 µm and 1.6 µm [28]. Therefore,

a wavelength range in this region was investigated. Fig 2.5 shows the photoluminescence of these

emitters pumped by 532 nm laser.

To experimentally demonstrate the coupling of light and the enhancement of emission into specif-

ically desired modes, a high contrast grating structure with different types of dispersion features was

chosen for detailed experimentation and analysis. The design is illustrated as in Fig 2.6a. It consists

of several layers of thin films: 100 nm of crystalline silicon on 2 µm of SiO2 on a silicon substrate,

followed by 100 nm of Y2O3 as an etch stop layer (which in subsequent experiments serves as the

host of erbium ions), and finally the 350 nm thick amorphous silicon grating. The period of the

structure is 335 nm, fill factor is 0.375, and the perturbation factor is 0.1.
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Figure 2.5: Photoluminescence of the silicon emitters - note that the huge drop in intensity at long

wavelength is due to the sharp decrease in quantum efficiency of the InGaAs camera.

Figure 2.6: a) Schematic of the investigated structure. The nominal values in fabrication are as

follows: a = 335 nm, FF = 0.375, α = 0.1. b) Scanning electron microscope image of the fabricated

sample.
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2.4 Experimental Realization

2.4.1 Fabrication

The fabrication starts with a commercial silicon on insulator substrate. Using electron beam evapo-

ration, 100 nm of Y2O3 is then deposited by electron beam evaporation. Because the deposition was

done in vacuum, the deposited thin film was oxygen deficient. The Y2O3 layer was then annealed

at 900oC under a flux of 0.5 lpm of O2 for 1 hour in order to achieve the desired stoichiometry and

crystallinity. A layer of amorphous silicon of 350 nm thick was then deposited by plasma enhanced

chemical vapor deposition (PECVD) using SiH4 as precursor and helium as the plasma gas. The

power of the RF driver was fixed at 25W and the pressure used was 2 Torr, with a substrate heating

of 300oC. A 100 nm layer of hydrogen silsesquioxane (HSQ) was then spun and baked at 80oC for 4

minutes on the sample acting as the electron beam resist. For patterning, electron beam lithography

was used to expose the resist to create a pattern for etching the amorphous silicon with inductively

coupled reactive ion etching (ICP-RIE) using Cl2 and Ar. The scanning electron microscope image

of the fabricated sample is shown in Fig 2.6b.

2.4.2 Energy Momentum Spectroscopy

The experimental setup we built to do energy momentum spectroscopy is illustrated in Fig 2.7. To

excite the weak emitters in silicon, a diode pumped, frequency-doubled Nd:YVO4 laser at 532 nm

(Verdi Coherent) was used to optically pump the emitters. An inverted microscope (Nikon Eclipse

Ti) was used to measure the photoluminescence (PL) of the emitters. An air objective (Nikon Plan

Apo, 60x, 0.95 NA) was used to focus the pump light and collect the emitted light. The resulting

NIR emission was then dispersed by an aberration-corrected Schmidt-Czerny-Turner spectrometer

(Princeton Instruments, IsoPlane SCT-320), and subsequently measured by a high-resolution 2D

InGaAs focal plane array (Princeton Instruments, PIoNIR 640).

To measure the dispersion relation of the structure, energy momentum spectra were measured
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using a 250 mm focal length Bertrand lens to image the back focal plane of the objective onto

the camera. As discussed in [29], positioning the Bertrand lens between the objective and tube

lens simplifies the optical alignment process and significantly improves Fourier imaging quality. A

polarizer was placed between the Bertrand lens and the objective to only collect TE-polarized light.

The gratings were aligned perpendicular to the slits of the spectrograph, imaging the dispersion

along kx while ky=0. All measurements were done at room temperature.

sample

Obj

DM

SP
532 nm

Laser
LP

TL

FM

Polarizer

BL

Spectrograph camera

Figure 2.7: Setup for conducting energy momentum spectroscopy. Obj: Objective, DM: Dichroic

mirror, SP: Short pass filter, LP: Long pass filter, BL: Bertrand lens, TL: Tube lens, FM: Flip mirror

Two samples with the same deposition layers, one of them patterned and the other one unpat-

terned, were then compared. Their energy momentum spectra were measured under equal experi-

mental conditions of pump power and exposure time and the results are illustrated in the left and

middle graphs in Fig 2.8. It was observed that the PL of the unpatterned sample was very weak

with wide fringes that resembled signals from a poor Fabry-Perot cavity formed by the silicon lay-

ers, this was probably due to the absorption and roughness of the layers. For the patterned sample,

however, the PL signals were much stronger and very pronounced in shape as bands similar to that
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Figure 2.8: Left: Energy momentum spectrum of the unpatterned sample. Middle: Energy mo-

mentum spectrum of the patterned grating sample. Right: Energy momentum spectrum of the

patterned sample normalized by the unpatterened sample in log scale.

of the absorption spectra obtained from the RCWA simulations. The right figure in Fig 2.8 shows

the logarithm of the ratio between the two measurements with a difference that could be up to two

orders of magnitude. It was also observed that the intensity along the same band also varied, with

the maxima being close to the flat regions of the bands in agreement with the increased LDOS at

regions with small group velocity.

Note that the actual enhancement in PL was smaller, as the intensity of the pumping laser

reaching the emitters was not strictly the same in both cases. The extinction coefficient of the

amorphous silicon layer deposited was 0.38 (as measured by ellipsometry), leading to an attenuation

coefficient of 8.98 µm−1. With a thickness of 350 nm, that would correspond to an absorption

of 95.7%. However, there was also the complication of the reflection of the pumping laser by the

grating. Fig 2.9 and Fig 2.10 show the reflectivities of the patterened and unpatterened sample

calculated at 532 nm. The patterned sample had a much higher reflectivity that the unpatterened

sample. A full quantitative comparison would require integrating over all angles of the pump laser,

taking into the consideration that part of the amorphous silicon is replaced by air in the patterened

sample (defined by the fill factor). Another experiment which involves modifying the incident laser
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power so as to result in the same amount of optical power at the location of the emitters would

allow a better quantitative comparison between the magnitude of the PL intensities and arriving

at a more accurate enhancement factor. However, since this project focuses on the engineering of

dispersion, this complication was not considered.

Figure 2.9: Reflectivity of the patterned sample at 532 nm calculated from RCWA.

2.4.3 Comparison with Simulation and Discussion

Energy Momentum Spectrum

Fig 2.11a shows the experimental data (in the red dotted box) together with the simulated absorption

spectrum and Fig 2.11b shows the field distribution intensity Ey for the four bands at kx = 0.

The emission from the four measured bands are very similar to the simulated spectrum, with no

significant PL outside of the bands. There is a good agreement between the experimental and

simulated data. Note that, however, this agreement is obtained with slightly modified parameters

(period a = 329.5nm instead of the nominal value 335nm, fill factor FF = 0.355 instead of the

nominal value 0.375 and perturbation α = 0.125 instead of the nominal value 0.1). This is expected

to be due to the small fabrication mismatch with respect to the design and inaccuracy in refractive

indices measured by ellipsometry.
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Figure 2.10: Reflectivity of the unpatterned sample at 532 nm calculated from RCWA.

LDOS

To obtain an experimental estimation of the 1D LDOS as a function of wavelength, one can sum

up the angular contributions at each specific wavelength. Fig 2.12 compares the experimentally

estimated and the simulated 1D LDOS (obtained by summing up all the modes located at ω over a

dω window). It can be observed that there is a good qualitative agreement between the simulated

and experimental results. As the LDOS is strongly enhanced as the group velocity Vg (which

corresponds to the slope dω
dk ) of the dispersion approaches zero, emission is strongly enhanced at the

extrema of the photonic bands, as observed in the right graph Fig 2.8. This illustrates a method

to selectively enhance emission into specific wavelengths. By carefully tuning the parameters of the

grating, one can couple emitters to a grating with strong LDOS at a desired wavelength to strongly

enhance emission into that particular wavelength / mode.

In both experiment and simulation, the ky = 0 contribution was selected. Experimentally this

was achieved by closing the slit, while theoretically only the modes around ky = 0 were summed.

Since the periodicity in refractive indices was only in the x direction, the density of states was
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Figure 2.11: a) Experimental and simulated energy momentum spectrum of the device. b) Field

(Ey) distribution in the grating for the four different bands at kx=0

only significantly affected in kx direction. To modify the density of states in both kx and ky, the

structures could be designed in 2 dimensions. An example would be a 2-dimensional pillar array.

Directionality

Fig 2.13a shows a 3D plot of the energy momentum spectrum. One can clearly differentiate the

different angular distribution of emission for each photonic band. As seen in graphs showing the

intensity summed for each band in Fig 2.13b, different modes have significantly different direction-

ality because of their differences in dispersion. For example, the flat-band has relatively similar

contribution from kx = −1µm−1 to kx = 1µm−1, while the M-band channels most of the energy to
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Figure 2.12: Center: experimental and simulated energy momentum spectra. Left and right: exper-

imental and calculated 1D LDOS.

high angles (around kx = 2µm−1 and kx = −2µm−1), and the parabolic band tightly concentrates

emission into very small angles (around kx = 0). This again illustrates the freedom allowed by

this grating manipulation in channeling energy into specific directions, in addition to the discussed

wavelength.

One should however note that this ability to engineer emission of light into particular wavelengths

and directions is not without limitation. As the origin of this dispersion engineering is from coupling

of the modes in the high contrast gratings, not any kind of arbitrarily shaped dispersion can be

achieved. For example, isolated point-like dispersions would be very difficult to achieve, as it requires

engineering all other points (kx) of the dispersion band inaccessible to the far field (creating a point

at the Γ point kx = 0 is relatively easier because of the possibility of creating a symmetry protected

mode).
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In any case, in additional to the freedom in engineering the structures, there is also the freedom

in choosing an emitter. By choosing directional emitters at particular wavelengths, there is a very

exciting opportunity in achieving emission in a desired wavelength and direction.

As a small change in geometrical parameters / refractive indices can induce a huge change in

dispersion, another interesting avenue of research would be to incorporate tunable materials like

phase change materials or liquid crystals into this design, achieving light emission with electrically

controlled emission wavelength and direction.

Figure 2.13: a) Energy momentum spectrum plotted in 3D as a function of intensity, momentum,

and energy. b) Normalized PL intensity as a function of kx summed over each whole band.
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2.5 Investigation of HCG with Other Dispersions

Recently, several types of exotic photonic dispersions have been extensively studied: bound state

in the continuum [30], Dirac cone [31, 32] and flat band [33, 34]. To investigate the dispersion

engineering enabled by parameter tuning, simulations were done to obtain the reflectivity spectrum

under different geometrical parameters of the structure. We then fabricated and investigated the

devices that lead to these interesting dispersions.

Due to the low loss of optical fiber at 1.5µm, near infrared emission of erbium is of great tech-

nological importance. It is therefore interesting to investigate the enhancement of emission from

erbium with these exotic dispersions. In the subsequent experiments, the samples have undergone

similar fabrication and experimental conditions, except that erbium doped yttrium oxide is used as

the etch stop instead of just yttrium oxide.

2.5.1 Dirac Cone

Fig 2.14 shows the structure of the devices that exhibit Dirac cone dispersions. Note that the

thickness of the amorphous silicon was modified to be 300 nm instead of 350 nm in our previous

device. By simulating the structures with RCWA with the same fill factor (0.38) as the previously

discussed device and changing the period, dispersions resembling Dirac cones at around 1.26 um are

observed. Fig 2.16 shows a panel of RCWA result for devices with period = 260 nm and varying

fill factor. It can be observed that the two bands are initially slightly separated at FF = 0.38.

As FF increases, the two bands slowly merge. The two bands also slightly shift towards shorter

wavelengths, with the center being at 1270 nm at FF=0.38 to being at 1264.5 nm at FF=0.43. At

around FF=0.42 or FF=0.43, the two bands completely merge to form Dirac cones.

Fig 2.15 shows the measured energy momentum dispersion of the five devices, with red and yellow

lines plotted at 1264nm and 1270nm respectively for visual aid. There are two observations that

warrant discussion: (1.) The separation of the bands according to the RCWA simulations is at most
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Figure 2.14: Structure of the devices that exhibit Dirac dispersions and bound state in the continuum

dispersion

1.5 nm. Since the slit width used was 200 µm and the pixel size is 20 µm, the spectral resolution is

worse than 3 nm [35], so the gap cannot be distinguished. (2.) The centers of all the Dirac cones

are shorter than 1264 nm (above the red line). This can be due to fabrication imperfections with

respect to the designed parameters. It was indeed observed that the centers slightly blue-shifts as

FF increases, agreeing with the prediction in the simulation.
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Figure 2.15: Measured energy momentum spectrum of the devices designed to exhibit Dirac cone

dispersion, with period = 260 nm, FF from 0.38 to 0.42. The red and yellow lines at 1264 nm and

1270 nm respectively are plotted for visual aid.
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Figure 2.16: Simulated reflectivity spectrum of the devices designed to exhibit Dirac cone dispersion,

with period = 260 nm, FF from 0.38 to 0.42.
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2.5.2 Bound State in the Continuum

Interestingly, simply by changing the fill factor to 0.50, the dispersion can be converted to that of

a bound state in the continuum. Fig 2.17 shows the reflectivity simulation graphs as the period

is changed from 580 nm to 760 nm. It can be observed that the bands red-shift as the period

is increased. Fig 2.18 shows the measured energy momentum spectra of these devices. It can be

observed that the photonic bands have vanishing PL intensity at the tip of the bands, even when

they coincide with the erbium emission lines at around 1545 nm, verifying that the designed bound

states in the continuum do not couple to the far field.
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Figure 2.17: Simulated reflectivity spectrum of the devices at FF = 0.50, period from 580 nm to

760 nm, designed to exhibit bound state in the continuum dispersion.
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Figure 2.18: Measured energy momentum spectra of the devices at FF = 0.50, period from 580 nm

to 760 nm, designed to exhibit bound state in the continuum dispersion.

2.5.3 Flat Band with Bound State in the Continuum

Fig 2.19 and Fig 2.20 shows the simulated reflectivity and experimental energy momentum spectra

of devices with FF = 0.42, P = 310 nm to 370 nm. It can be observed that as P increases, the bands

red-shift. P = 340 nm corresponds to the dispersion with flat band closest to the 1.5 µm erbium

line. So additional simulation at P=340nm is done, varying the FF from 0.38 to 0.50. Fig 2.21 and

Fig 2.22 show the simulated and experimental energy momentum spectra of the devices respectively.
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It can be observed that as FF increases, the band gets flatter. The FF = 0.50 energy momentum

spectrum also exhibits strongest enhancement due to the flatness of the band and its alignment with

an erbium line.
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Figure 2.19: Simulated reflectivity spectrum of the devices at FF = 0.42, P varying from 310 nm to

370 nm, designed to exhibit flat BIC dispersion.
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Figure 2.20: Measured energy momentum spectrum of the devices at FF = 0.42, P varying from

310 nm to 370 nm, designed to exhibit flat BIC dispersion.
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Figure 2.21: Simulated reflectivity spectrum of the devices at P = 340nm, FF varying from 0.38 to

0.50, designed to exhibit flat BIC dispersion.
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Figure 2.22: Measured energy momentum spectrum of the devices at P = 340 nm, FF varying from

0.38 to 0.50, designed to exhibit flat BIC dispersion.

2.6 Lifetime measurement of emitters in HCG

Due to the modification of the LDOS, it is expected that the excited state lifetimes of emitters

should also be significantly affected. We therefore built a lifetime measurement setup to do time-

correlated single photon counting measurements to investigate the change of emitters’ lifetime by

the structures.

The setup we built to measure lifetime of the emitters is illustrated in Fig 2.23. The sample

was again excited by 532 nm laser illumination. The photoluminescence was fiber-coupled into an

InGaAs single photon avalanche diode (SPAD, Micro Photon Devices), which generates a TTL pulse

whenever a photon is detected. The TTL signals are then sent to a multi-channel analyzer (Stanford

Research System SR430) which bins the TTL pulses with respect to the trigger. The optical chopper

was operated at 40 Hz and acts as the source of the trigger. The trigger signal is sent to a pulse

generator which creates a delay to best position the time bins with respect to the onset of the decay
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signal, and is then sent to the multi-channel analyzer for triggering the start of the bins.

As the SPAD is sensitive to near infrared emission, there is high background noise when the

bias voltage is applied. It therefore has to be gated periodically only for a short duration at a high

frequency to achieve a high signal to noise ratio. After each trigger event due to the detection of a

photon, the SPAD has a hold off time before it can be ready for the detection of the next photon. It

is important to have a low probability of detecting a photon during this recovery time, as the arrival

of a photon at this time would not be detected. This is known as the photon pile-up effect and must

be avoided, as it would distort the shape of a decay curve and make the average measured lifetime

appear shorter. Generally, a rule of thumb for time correlated single photon counting experiment is

to have the count rate no more than 1 - 10 % of the gate frequency [36], imposing a constraint on

the signal intensity.

On the other hand, as the lifetime of Er3+ at near infrared wavelength is on the order of ms,

there is another constraint on the frequency of laser repetition rate. The optical chopper frequency

is therefore set at 40 Hz. To acquire enough data points for sufficient signal to noise ratio, a decay

experiment for a device therefore takes up to 8 hours.

We measured the lifetime of emitters on a region unpatterened to act as the control. Three

devices were selected for the lifetime measurements. They are, respectively, devices designed for:

1. Bound state in continuum, with period = 620 nm, fill factor = 0.50.

2. Bound state in continuum, with period = 640 nm, fill factor = 0.50.

3. Dirac cone at 1300 nm, with period = 260 nm, fill factor = 0.40.

The binned PL decay curves are fitted to exponential decays to reveal the lifetime of the excited

emitters. Mono-exponential fits were first conducted by fitting the decay to BG+Be−t/τ , where t is

the time between the decay event and the onset of the laser (40Hz due to the optical chopping) and

BG is the background found by taking the median of the binned intensity at long time (>18ms).

However, it can be observed that the decay curves are not well fitted, by noting that in all decays
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Figure 2.23: Setup for conducting lifetime measurement. Obj: Objective, DM: Dichroic mirror, SP:

Short pass filter, OC: Optical chopper, LP: Long pass filter, TL: Tube lens, FM: Flip mirror, FC:

Fiber coupler

the actual data decays faster than the fit at short time, and decays slower than the fit at long time.

This reveals that the decay dynamics cannot be simply described by a single exponential.

We then attempted to try bi-exponential fits, by fitting the decay intensity to A + Be−t/τ1 +

Ce−t/τ2 . The fits are more satisfactory and follow closely the trend of the decay curves. Table

2.1 summarizes the results of the fits. The lifetimes measured fall within the range of lifetimes of

erbium doped yttrium in literature [37, 38]. The lifetime variations are all within 23% from the

control device’s lifetime. The bi-exponential decay behavior may be caused by photoluminescence

not only from erbium but also from crystalline silicon. It is also possible that the bi-exponential

decay is due solely to the erbium from the yttrium oxide layer as it has been previously observed in

cases without the presence of silicon [38], in this case the bi-exponential decay may be explained by

the meta-stable energy levels in erbium. To avoid this possible effect, in-band pumping of erbium at

1480 nm can be used to directly excite the electrons to the 4I13/2 level. Also note that the emitters

would experience different LDOS in the different parts of the structure.
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To fully make sense of the measured lifetimes, one could carry out finite difference time domain

simulations to approximate the local density of states experienced by the emitters proximal to the

gratings. This can be done by placing unit dipoles at different locations of the emitter layer (yttrium

oxide) and measuring the power radiated by the dipoles. As the emitters are isotropic in the thin

film with no preferred directions, the simulations would have to be done for dipoles in all three

directions and then summed.

Mono-exponential fit: B (ms) Bi-exponential fits: B, C (ms)

Device

Control 3.47 ± 0.02 4.03±0.06, 1.28±0.03

BIC P620 FF0.50 4.00 ± 0.01 4.93±0.04, 1.41±0.02

BIC P640 FF0.50 3.27 ± 0.01 3.89±0.05, 1.34±0.03

Dirac P260 FF0.40 3.48 ± 0.01 4.91±0.04, 1.45±0.02

Table 2.1: Table summarizing the lifetime fits results

Figure 2.24: Control device PL decay fitted to mono-exponential
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Figure 2.25: Control device PL decay fitted to bi-exponential

Figure 2.26: BIC P 620 device PL decay fitted to mono-exponential
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Figure 2.27: BIC P 620 device PL decay fitted to bi-exponential

Figure 2.28: BIC P 640 device PL decay fitted to mono-exponential
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Figure 2.29: BIC P 640 device PL decay fitted to bi-exponential

Figure 2.30: Dirac 1300 P 260 device PL decay fitted to mono-exponential
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Figure 2.31: Dirac 1300 P 260 device PL decay fitted to bi-exponential
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2.7 Conclusion

In this part of the thesis, we discussed the work on engineering the dispersion to enhance emission into

particularly desired wavelength and direction. We then proceeded to investigate devices designed to

exhibit exotic dispersions including Dirac dispersion, bound state in the continuum, and flat bands.

These were experimentally realized and characterized, both by energy momentum spectroscopy and

photoluminescence lifetime measurements. A clearer understanding of the measured lifetimes could

come from FDTD simulations of the devices and the corresponding LDOS calculation.

Originally, it was anticipated that coupled with the strong background noise associated with

the InGaAs detectors, the low intensity of the weak emitters would pose an experiment challenge,

requiring special experimental design. In the end, it was found that simply having a long measure-

ment time was sufficient. Due to this long measurement time, we partially automated the energy

momentum spectrum measurement such that data could be continuously collected to efficiently char-

acterize the devices. Unfortunately, the presence of the Bertrand lens complicates the auto-focus

procedure. With the introduction of a lens flipper, it is believed that the whole measurement can

be fully automated.

The weak signals and long measurement times we encountered in these experiments prompted

us to re-evaluate the experimental design choices under low signal conditions in spectroscopy and

more generally in imaging, which we will examine in the next chapter.
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Chapter 3

Hardware Binning Applied to

Image Denoising and Spectroscopy

3.1 Introduction

The low-signal experimental conditions encountered in the previous work prompted us to think about

the question: Are we designing our experiments in the optimal way? Did we make a conscious choice

in conducting each part of the experiment?

As the most common experiments that we conduct are spectroscopy and imaging, we proceeded

to scrutinize the way spectroscopy and imaging are done. To inform the optimal way of measurement,

one must understand the experimental equipment and the noise sources involved. In the subsequent

parts of the chapter, we focus on a very common photodetector, a charge-coupled device (CCD).

After understanding the characteristics of different noise sources in CCDs, we investigate the use

of hardware binning in spectroscopy and localization experiments under low signal conditions. The

use of standard single pixel measurement scheme is challenged with statistical tools. We also discuss

the use of numerical techniques in pixel intensity reconstruction and peak localization.

45



46

3.2 Common Photon Detectors

3.2.1 Charge-Coupled Device

Charge-coupled devices, commonly abbreviated as CCDs, are one of the most commonly used tools

to measure light. It is effectively an array of silicon photo-diodes, each operating as an isolated

photon detector. When a photon is absorbed by the detector, an electron-hole pair is generated.

The various levels of doping and voltages applied to electrodes in the CCD create potential wells

that attract and store electrons generated by photons. Electrons therefore accumulate throughout

the exposure time in these potential wells. During this period, the shutter of the camera is open

and allows photons to reach the detector. After this duration, the shutter is then closed to stop

additional photons from reaching the detector. During read-out, the charges from each element are

shifted to a read-out register by a series of clock voltages applied to the electrodes. They are then

sensed as voltages, amplified, and fed to other electronics for storage or further analysis.

3.2.2 Complementary Metal-Oxide Semiconductor Imager

Similar to a CCD, a Complementary Metal-Oxide Semiconductor (CMOS) imager is composed of

arrays of pixels. However, each one of them has its own electron to voltage converter and amplifier.

The voltage is then fed into a multiplexer and transmitted off-chip for storage or further analysis.

The presence of individual converters and amplifiers eliminates the need of ancillary circuitry as in

the case of CCD. However, the trade-off is that the optical characteristics are usually not as good

as CCDs; in particular, the dark current is generally higher, and both linearity and accuracy are

worse. The fact that electrons are sensed and amplified by different amplifiers also introduces more

significant fixed pattern noise in CMOS, compared to the case of one or two converters / amplifiers in

the case of CCD. Also, CMOS imagers usually are more susceptible to fringing, leading to erroneous

fringes / oscillations observed in the image / spectrum, because of the reflections between the dense

metal wiring layers and the silicon surface.
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3.2.3 CCD vs CMOS

CCD cameras have been the standard for scientific research imaging for decades, but, they suffer

from a major drawback, that is, the speed of read-out. As the number of read-out amplifiers on a

CCD is traditionally very small (mostly just one or two), the rate of charge-to-voltage conversion

poses a significant bottleneck to its speed and noise characteristics. CMOS, on the other hand, has

an amplifier for each pixel. This four to six order of magnitude difference in number of converters

and amplifiers between CCD and CMOS therefore makes high-end CMOS cameras less noisy and

faster than high-end CCDs [39].

That being said, CCDs have been the dominant scientific imaging cameras for spectroscopy,

because of the far superior images with the available fabrication technology. Higher uniformity

and smaller features are required for high-end scientific CMOS image sensors. Only recently did

lithography technology advance to a stage that allows high-end scientific CMOS at reasonable costs

to become better than high-end scientific CCDs in terms of noise and speed [39]. As a result, many

labs still use CCDs or other variants like EMCCD or ICCD. Also, in the case of spectroscopy of

homogeneous samples, the ability to hardware bin a thousand of pixels gives CCD a clear advantage

over CMOS, as hardware binning is not possible in CMOS. Therefore, it is still very valuable to

investigate the noise sources in a CCD and build a noise model to design well-informed ways of

using CCD cameras to take measurements.

3.3 Noises and Configurations in CCD

Measurement is always a battle between signal and noise. One must therefore understand the sources

and characteristics of noise in the equipment in order to investigate ways to obtain measurements

with high signal-to-noise ratios.

The quantities that are of particular interest for a CCD are briefly discussed below:

1. Dark Current and Deepest Cooling Temperature
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Dark current is due to the thermal generation of electron-hole pairs. Even when there is no light

reaching the camera, there are still accumulated electrons in the pixels due to this dark current,

giving it this name. As it is a thermal process, the generation rate is highly dependent on the

temperature. The magnitude of dark current roughly follows Arrhenius law [2] as shown in Fig.

3.1. Due to this exponential inverse dependence, a good way to mitigate this thermal generation

is to cool the camera. That is why scientific CCDs are usually deeply cooled to below -20 oC. In

most cases, dark currents are orders of magnitude smaller than other noise sources. For typical

scientific grade CCD camera, the dark current per second is two to four orders of magnitude smaller

than the system read noise. So in most cases they can be safely neglected. In cameras that are

less cooled or having very long exposures (e.g. astronomical observations), the obtained image is

usually subtracted by the expected rate of dark current multiplied by the exposure time to remove

the contribution of dark current. The expected rate of dark current is pixel dependent but is usually

relatively stable. The values can be determined beforehand by having a long and dark exposure.

Since the thermal generation of carriers is a Poisson process, even after subtracting this number,

there is still a component of Poisson shot noise that has a variance equal to the magnitude of carriers

generated by the dark current.

2. CCD Format

The number of pixels, together with the magnification, determines the field of view. The size of

pixels determines the upper bound of resolution (but for optical wavelengths, usually the diffraction

limit is the limiting bound). Fill factor is the proportion of area that is sensitive to light versus the

total area of the chip. Presence of electronics on the chip can reduce the fill factor, but the use of

micro-lenses can help restore this loss.

3. Full Well

Full well describes the maximum number of electrons that can be stored in a pixel (potential

well). When the number of electrons in a pixel exceed the full well, it can spill over into the readout

circuitry or the substrate, resulting in spurious lines or leakage of charge into surrounding pixels.
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Figure 3.1: Dependence of dark current on temperature. Adapted from [2].

This is called blooming, and is particularly common in images which have both very bright and very

dim parts.

4. ADC Speed / Bits

This describes the analog-to-digital conversion speed, in other words, how fast the voltages from

a pixel (derived from number of electrons) can be converted into digital signal for further processing.

This is the bottleneck in the speed of CCD cameras. Typical conversion speeds are in the order

of 100kHz to 10MHz. For 100kHz and a 1024 x 1024 camera, a full read-out requires around 10 s.

The number of bits determines the maximum number allowed by the ADC. An n-bit ADC is able

to represent 2n states.

5. System Read Noise

This is the noise introduced when the electrons stored in a pixel are read out. It is highly

dependent on the architecture of the CCD and is an inherent property of the camera. It is a result

of different noise sources which originate from amplifying and converting the electrons into voltages

and digitizing them. It is usually inversely proportional to the read out speed - the faster the read

out, the higher this noise is. It is typically considered to be Gaussian distributed [40–42]. A relevant
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concept regarding read noise is hardware binning, which effectively turns a group of pixels into

“super-pixels”. This can be done by modifying the usual clock voltages such that the electrons from

these pixels are shifted into a same group when read out. As the number of read-out operations is

decreased, the effective read noise also decreases.

6. Vertical Shift Speed

This refers to how fast charges in a pixel can be shifted vertically to the read-out register. This

directly affects how fast each image can be read out.

7. Non-linearity

Linearity refers to whether the number of detected photons (usually referred to as Analog Digital

Unit (ADU) or counts) scale linearly with the number of incident photons onto the CCD camera.

CCDs are usually extremely linear unless there are specific anti-blooming electronics in the chip [43].

8. Photon Shot Noise

Photon shot noise is due to the intrinsic particle nature of light. It follows a Poisson distribution,

so the variance equals to the mean of the distribution. The only way to combat this noise is to

increase the photon flux as the signal-to-noise ratio scales with the square root of the signal.

9. Fixed Pattern Noise

This is sometimes considered to be a noise when considering all the pixels as a whole. This is

due to the slight difference in sensitivities in pixels of the sensor. It can be combated with proper

calibration technique including flat fielding and wavelength intensity calibration when a camera is

coupled to a spectrometer.

As an example, Fig. 3.2 shows a specification sheet from Princeton Instruments, a well-known

vendor of scientific instruments. Relevant values for the discussed parameters can be referenced

from it.

For scientific CCD cameras, the noise sources that dominate are read noise and photon shot noise

in most cases [44–48]. One can therefore build a model that incorporates these two noise sources and

devise ways to more intelligently take measurements with CCD cameras to gain more information
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IMAGING GROUP

Page 2 of 7
PIXIS: 1024 eXcelon Rev. N3.1

@ 2 MHz @ 100 kHz

1 x 1 0.58 sec 10.0 sec
2 x 2 0.28 sec 2.8 sec
8 x 8 0.14 sec 0.85 sec

Readout Time

Bi
nn

in
g

FRAME RATE

SPECIFICATIONS

CCD UV coating Optional UV coating (not needed for BUV version)
CCD format 1024 x 1024 imaging pixels; 13 x 13 mm pixels; 100% fill factor

Imaging area 13.3 x 13.3 mm (optically centered)
Lens mount Adjustable C-mount with integral 25mm shutter; spectrometer adapter available
Deepest cooling temperature -90°C typical; -70°C guaranteed, specified at ambient temperature of +20°C
Thermostating precision ±0.05°C
Cooling method Thermoelectric air or liquid cooling (CoolCUBE II liquid circulator available)
Full well:           Single pixel	                   
                       Output node

100 ke- (typical), 60 ke- (min)
250 ke- (typical), 220 ke- (min)

ADC speed/bits 100kHz/16-bit and 2MHz/16-bit
System read noise   @100 kHz	
	                 @2 MHz

3.0 e- rms (typical), 5 e- rms (max)
9.0 e- rms (typical), 15 e- rms (max)

Vertical shift speed < 3.2 msec/row to18 msec/row (programmable)

Non-linearity <1% @ 100 kHz
Software selectable gains 1, 2, 4 e-/ADU (typical); available at all speeds
Operating systems supported Windows 8/7 (64-bit) and Linux (64-bit), Windows 8/7/XP (32-bit)

Data interface USB2.0 (5m interface cable provided); Optional Fiberoptic interface is available for remote operation
I/O signals Two MCX connectors for programmable frame readout, shutter, trigger in
Operating environment +5 to +30°C non-condensing
Certification CE
Dimensions / Weight 16.59 cm (6.53") x 11.81 cm (4.65") x 11.38 cm (4.48") (L x W x H)  /  2.27 kg (5 lbs)

PIXIS: 1024BR_eXcelon PIXIS: 1024BR PIXIS: 1024B_eXcelon PIXIS: 1024B/BUV PIXIS: 1024F

Features Back-illuminated, deep 
depletion CCD with 
eXcelon technology.  
Highest QE in the UV 

and the NIR.
No etaloning.

Back-illuminated, 
deep depletion CCD. 
High QE in the NIR 
and no etaloning.

Back-illuminated CCD 
with eXcelon technology.
Highest QE in the visible 
and high QE in the NIR.  
Extremely low etaloning.  
5x - 100x lower dark 
charge than the BR.

Back-illuminated CCD.
Highest sensitivity in 
the visible region. 

Special BUV version 
offers the highest 
sensivity in the UV 

region.

Front-illuminated 
CCD. Affordable 
technology for 

moderate light level 
applications. No 

etaloning.

CCD Image Sensor Princeton Instruments’ 
proprietary CCD with 
eXcelon technology, 

grade 1, NIMO

e2v CCD47-10 
back-illuminated 
deep depletion, 
grade 1, NIMO

Princeton Instruments’ 
proprietary CCD with 
eXcelon technology., 

grade 1, AIMO

e2v CCD47-10 
back-illuminated, 
grade 1, AIMO

e2v CCD47-10 
front-illuminated, 
grade 1, AIMO

Dark current @ 
-70°C (e-/p/sec)

0.02 (typical)
0.07 (max)

0.02 (typical)
0.07 (max)

0.0004 (typical)
0.001 (max)

0.0004 (typical)
0.001 (max)

0.0002 (typical)
0.0007 (max)

All specifications subject to change

Figure 3.2: A standard specification sheet of a scientific CCD from Princeton Instruments. Adapted

from [3].
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within a shorter time.

3.3.1 CCD Subtypes

There have been efforts trying to combat the long readout time drawback of CCDs, creating variants

from the traditional simple full frame camera, such as inter-line and frame transfer camera.

Full Frame Camera

The simplest configuration is the full frame camera. The whole pixel array is used to receive photons

and convert them to electrons. There is usually either a mechanical shutter to block light when charge

is being read out or the experiment is done with pulsed light source such that no light is incident on

the sensor when charges are being read out. Otherwise, smearing will occur, meaning that photons

still hit the sensor when the charges are being read out. There will therefore be ghost images of

objects at positions that they should not be. For high speed and dim applications, this can be a

problem as the read-out time can be in the order of second to tens of seconds, meaning that the

image can be severely corrupted while it is being read out.

The major problem of full frame camera is that it requires a long read-out time. Due to this

long overhead, unless an intelligent de-smearing algorithm is applied, the duty cycle of the camera is

strongly restricted, leading to challenges in its usage in high speed and low-light applications. The

advantage, however, is that it is simple in the hardware sense and fully utilizes the whole pixel array.

Inter-line Camera

Interline cameras were designed to help solve the problem of long readout time overhead. They

consist of an array of masked pixels immediately next to an array of unmasked pixels. After the

exposure, charges are shifted into the masked pixels right away. The vertical shift to the readout

register and readout is then done in the masked pixels. This allows the next exposure to be done in

parallel to the shifting and readout, greatly increasing the maximum duty cycle to near 100%.
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The problem of interline cameras is that the fill factor of the pixel array is seriously lowered,

since approximately half of the CCD is now masked and unable to detect photons. There have been

attempts to combat this issue by introducing micro-lenses that direct light originally hitting the

masked area to the unmasked area, and the effective fill factor can be restored to be close to 100%.

However, this also suffers from several drawbacks. Firstly, micro-lenses are most effective when the

light is incident in the normal direction onto the pixels. The relatively low NA of these micro-lenses

restricts the collection of light from larger entrance angles. Secondly, micro-lenses are commonly

made with a polymer that has a poor UV transmission, leading to a low quantum efficiency of the

sensor at short wavelengths.

Frame Transfer camera

Frame transfer cameras are another popular option in CCD. They are similar to interline cameras in

that there is also a masked area which is not sensitive to incoming photons in them. However, the

masked area is not immediately next to the light-sensitive pixels. Instead, it is located between the

readout register and the unmasked pixels. This means that the fill factor of the sensor is unaffected

and remains 100% without the use of micro-lenses. After each exposure, charges are quickly shifted

to the masked area, serving as a charge storage region. This duration is usually short (in the order

of millisecond, depending on the camera [49]). After shifting the charges to storage, exposure can

be continued and readout can be carried out in parallel, so the exposure duty cycle can still be close

to 100%

The drawback of frame transfer cameras, is that only half of the camera is light-sensitive. This

raises the cost of the whole sensor as a much larger chip is required to make a CCD with the same

light sensitive area.
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3.4 Characterizing a CCD camera

To investigate the optimal way to measure with CCDs, one must have a good understanding of the

noise sources of the sensor. As an illustrative example, we carried out characterization measurements

on a Princeton Instruments camera PIXIS 1024B.

3.4.1 Background Count and Read Noise

To begin with, one should take many dark frames (with shutter closed or with no light incident on

the sensor) to understand the behavior of pixel background and readout noise.

At an ADC speed of 2 MHz 30000 frames were taken, and 9000 frames were taken with the ADC

at speed of 100 kHz. The mean and standard deviation of every single pixel over all the frames was

then calculated and plotted. Histograms showing the occurrences of each pixel intensity are also

plotted in Fig 3.3. Note that the readout time is of the order of seconds to ten seconds (<0.6 s for 2

MHz and <10 s for 100 kHz), so the dark current effect is minimal (it is on the order of 0.002 ADU

/ pixel / s, see subsequent section).

Fig. 3.3 and Fig. 3.4 show the mean of the measurements for 100 kHz and 2 MHz ADC speed

respectively. They are the baselines of 1024 x 1024 pixels of the camera. The variations in baseline

are ≈ 3 counts and within 60 counts respectively. Even though the variation in baseline for 2 MHz

is relatively large, there is not much temporal variation in baseline for individual pixels, as shown

in Fig. 3.7 which shows the temporal variation in baseline for 8 select pixels at 2 MHz. This means

that the counts detected can be safely subtracted by its background values to obtain the actual

signal incident on the pixel.

Fig. 3.5 and Fig. 3.6 show the standard deviations of the measurements for 100 kHz and 2

MHz ADC speed respectively. They can be regarded as the read noise of 1024 x 1024 pixels of

the camera. There appears to be some well defined structures in the density plots for the sensor,

probably corresponding either to electronics on the chip or uneven cooling of the sensor.
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Figure 3.3: Baseline of PIXIS at 100 kHz

To investigate the normality of readout noise, which is a common assumption in literature [42,

44–48], we took 30000 frames for 4 different pixels at high gain and 2 MHz ADC speed. Their

resulting histograms are shown in Fig. 3.8, together with Gaussian fits to the occurrences. The

graphs can be seen to be pretty close to Gaussian, though there are higher occurrences at certain

intensities.

3.4.2 Dark Current

To measure the dark current of the CCDs, a long exposure time is needed due to its usual low value.

We conducted an experiment on the PIXIS camera by hardware binning 1024 pixels together and

taking spectrum for 3 hours at -70oC. The resultant measurements are illustrated as a histogram

in Fig 3.9. The median dark current is 1.99 ADU per 1024 pixels per second, corresponding to

approximately 0.002 ADU per pixel per second.

3.4.3 Photon Transfer Curve

A photon transfer curve is a graph of noise vs signal which shows the dominance of different noise

sources at different photon flux levels [50]. The most accurate way to characterize the camera
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Figure 3.4: Baseline of PIXIS at 2 MHz

Figure 3.5: Baseline SD of PIXIS at 100 kHz
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Figure 3.6: Baseline SD of PIXIS at 2 MHz

Figure 3.7: Temporal variation in baseline for 2 MHz. 8 pixels are selected and 30000 frames are

taken. The average of 1000 frames is plotted as a function of time.
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Figure 3.8: Histogram of baseline for four different pixels on PIXIS, overlaid with Gaussian fits

Histogram of Dark Current (ADU per (bin or pixel) per s)
Median is 1.99

O
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Dark Current (ADU per (bin or pixel) per s)

Figure 3.9: Histogram of dark current for PIXIS
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would be to construct a photon transfer curve for every single pixel by measuring the variance of

each pixel at different illumination levels. However, by having similar pixels and the same readouts

by construct, CCDs have relatively uniform noise statistics and sensitivity across all pixels. For

efficiency, a simplification that is usually adopted is to construct one single photon transfer curve for

the whole CCD, and treat different pixels equally so that they act as different experiments. Under a

uniform illumination, the noise at a certain illumination can then be easily estimated just with two

exposures, as illustrated in the following discussion.

Following the treatment in [50], the total noise in CCDs can be obtained by the quadrature sum

of read noise σR, shot noise S
KADC(e−/DN) (where KADC(e−/DN) is the electron to digital number

sensitivity at the ADC and S is the signal level) and PNS is the fixed pattern noise (which originates

from the difference in sensitivity of pixels, therefore scales linearly with the signal).

σTotal =

√
σ2
R +

S

KADC(e−/DN)
+ PNS (3.1)

By taking the difference between two frames, therefore, the sum of read noise and shot noise can

be obtained:

σ∆ =

√∑NPix

i=1 (DN1i −DN2i)2

NPix

= (σ2
R +

S

KADC(e−/DN)
)×
√

2

(3.2)

By varying either the exposure time or the illumination strength, plotting the noise as a function

of signal gives us the photon transfer curve. Fig. 3.10 shows an example photon transfer curve

from [4]. There are roughly four regimes that can be distinguished: (1.) When the signal is very

weak, the noise is dominated by read noise. This is called the read noise floor as the noise does

not actually go to zero as signal goes to zero, leading to a horizontal line in noise versus signal.

(2.) When signal is further increased, it is then dominated by the signal shot noise, which has a

standard deviation proportional to the square root of the signal and the sensitivity. That is why the

slope of the shot noise dominated part is approximately half on a log-log plot. (3.) When signal is

further increased, fixed pattern noise dominates. Note that fixed pattern noise originates from the
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Figure 3.10: Example Photon Transfer Curve, by Janesick et al. [4].

difference in sensitivities of the pixels, and therefore its standard deviation scales with the signal

itself, leading to a slope close to one. (4.) When signal is further increased, some pixels start to

saturate, meaning that the number of electrons in each pixel reaches the full well. The detected

count therefore clips at the maximum number (defined by the well capacity of the physical pixel or

the output node), making the standard deviation across pixels decrease. The noise (variance) will

eventually go to zero as all pixels become saturated.

Note that in practical applications when we consider values in each pixel, fixed pattern noise is

not actually a noise. It is simply a slight difference in gain of individual pixels that can be usually

ignored for CCD when proper calibration, like flat field or wavelength calibration when coupled to

a spectrometer, is carried out.
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3.5 Hardware binning and its application

3.5.1 Introduction

For low signals, read noise becomes comparable to the intrinsic shot noise in magnitude and becomes

an important noise source. From the previous discussion, we understood that it arises due to the

read out process of values in a pixel. One way to mitigate such read noise is to minimize the number

of read outs. This can be done by the technique of hardware binning.

Hardware binning is a technique to combine the reading of pixels into reading operations on

super-pixels. This involves a modification of the charge transfer clock voltages so that carriers from

several (or more) pixels are grouped to a physical pixel before read out. As a result of grouping of k

pixels, the number of times of read out is decreased k-fold, thereby avoiding the addition of readout

noise by k-fold.

The readout noise during hardware binning is more or less similar, because the same read out

process is involved. It is generally considered (and experimentally verified [51]) to be independent

of the signal and binning condition [4, 52,53].

One should be aware of the difference between hardware binning and software binning. Hardware

binning (also known as analog summation) is done by physically grouping the charges of one or more

pixels together before reading out and digitizing. It decreases the number of read outs required.

Software binning (also known as digital summation), on the other hand, involves reading out and

digitizing each pixel one by one, then storing and summing the digitized intensities. It therefore

requires the same number of read outs as single pixel measurements. As a result, only hardware

binning can actually reduce the readout noise and enhance read out speed. Note that in the case of

a CMOS camera, each pixel has its own readout and amplifier, so hardware binning is not possible.

Even though read noise can be reduced through hardware binning, there are two trade-offs:

Spatial resolution is lowered as a result, and if the number of charges exceeds the well-capacity of a

pixel, the additional charges will spill to neighboring pixels (blooming) and lead to data corruption.
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One therefore expects that hardware binning is beneficial under the following scenarios: (1.) When

the signal is weak (comparable to the magnitude of the readout noise); (2.) When the desired spatial

resolution is lower than the constrains due to pixel size.

One natural question to ask is therefore, under low signal conditions, whether we can intelligently

design hardware binning schemes to mitigate the contribution of read noise, enhancing the signal-to-

noise ratio and gaining more information than we would normally do with single pixel measurements.

This shall be the topic of the following sections.

3.5.2 Prerequisite: A noise model for analysis

Before we can examine the optimal use of CCD cameras through hardware binning, a data model is

needed to describe how different noise contributions can be considered together. As discussed in the

previous part, the major noise sources under ordinary operation conditions are read noise and shot

noise. We therefore start with a noise model consisting of additive Poisson shot noise and Gaussian

readout noise, simplified from that introduced by Snyder et al. [42]. This noise model is also used

in several other literature [44–48], to be described in this section.

A condition is further imposed that the baseline / mean of the Gaussian readout noise is set

to be zero. This is often the practical case; the baseline of a pixel can be determined beforehand

by repeatedly taking dark frames and taking the average, because this baseline is in most cases

a constant over time and independent of flux. As the most significant contribution to readout

noise is usually the on-chip amplifier and charge-to-voltage converter [54], minimizing the number

of read outs reduces the amount of readout noise corruption in the measurement. Hardware binning

does exactly that, and therefore can lead to higher signal-to-noise ratio at the expense of spatial

resolution. As discussed previously, the readout noise introduced is approximately independent of

the signal and binning condition [4, 51–53], so this is assumed in the subsequent analysis.

For each measurement i, whether it be a single pixel or an effective super-pixel (a group of

hardware binned pixels), assuming that the flux F (i, t) is a constant from t = 0 to t = T , the count
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on this measurement can be considered to be a sum of two random variables, one representing the

Gaussian readout noise, and the other one representing the signal with a Poissonian shot noise.

So, the detected count C(i) for the measurement i can be modeled as:

C(i) = Q(i) +G(i) (3.3)

where Q(i) ∼ Poisson(F (i) ∗ t) is a Poissonian random variable with mean F (i) ∗ t and variance

F (i)∗t and G(i) ∼ Normal(0, σ2
R) is a Gaussian random variable with mean 0 and variance σ2

R. Since

the read noise component is independent of the signal, these two random variables are independent

of each other, therefore:

E[C(i)] = E[Q(i)] + E[G(i)] = F (i)t+ 0 = F (i)t

V [C(i)] = V [Q(i)] + V [G(i)] = F (i)t+ σ2
R

(3.4)

where E[X] denotes the expectation value of a random variable X over an ensemble measurement

and V [X] denotes the variance of X.

With this noise model, we are now equipped to proceed to analyze the application of hardware

binning to two problems: pixel intensity reconstruction and localization.

3.6 Pixel Intensity Reconstruction

Image pixel intensity reconstruction, also known as denoising, is a popular research topic in many

fields including astrophysics [41, 42, 55], computerized tomography [56, 57], and computer vision

[58, 59]. The problem can be phrased in the following way: Given a set of measurements corrupted

by noise and the knowledge of the underlying noise distribution, how can the actual intensities of

pixels be estimated?

Expectation-Maximization algorithm (EM algorithm), first explained and named by Dempster

et al. [60], is a commonly used algorithm in denoising [41, 42, 55, 56, 61]. It is a numerical method

based on maximum likelihood estimation (MLE), which is one of the most widely used methods in
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statistics to infer hidden parameters from observed data. In particular, the ordinary least square

fitting of data in linear regression is a special case application of maximum likelihood estimation

when the errors are governed by a normal distribution. In essence, MLE is an estimation of the

underlying parameters of a model that maximizes the probability of resulting in the observed data.

It is popular in statistics because it is intuitive and has many desired properties in estimation (e.g.

sufficiency, consistency, and efficiency [62]).

This algorithm is also widely used in other fields like data clustering where it can be used as

a soft-clustering method as an alternative to the k-means algorithm [63], and in natural language

processing where it is part of the Baum-Welch algorithm for hidden Markov models [64].

The details of the EM algorithm applied to more complicated CCD models have been discussed

thoroughly [41,42,65,66]. In this manuscript we simplify these approaches and just focus on recover-

ing the ground truth flux of each pixel with hardware binned data. To the author’s best knowledge,

there has been no application of this widely popular EM algorithm on hardware-binned data, allow-

ing information to be extracted from multiple measurements with varying super-pixel sizes. In the

following sections, we first derive the likelihood function corresponding to the measured counts c(i).

The EM algorithm is then applied to pixel intensity reconstruction.

3.6.1 Derivation of the Likelihood Function

In all that follows, to simplify notations, all probabilities are written assuming that c(i) and σR

are known, and the conditional f(i)t is implied. Starting from equation 3.3, by the law of total

probability, for measurement i, the probability of detecting c(i) is given by:

P (C(i) = c(i)) =

∞∑
q(i)=−∞

P (C(i) = c(i)|Q(i) = q(i)) ∗ P (Q(i) = q(i)) (3.5)

The probability of Q(i) = q(i) is simply the probability mass function for a Poisson distribution

given ground truth flux f(i)× t:

P (Q(i) = q(i)) = e−f(i)×t (f(i)× t)q(i)

q(i)!
(3.6)
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While the other part P (C(i) = c(i)|Q(i) = q(i)) is simply the probability of the random variable

originating from the read noise returning c(i)− q(i), which can be from ∞ to −∞.

P (C(i) = c(i)|Q(i) = q(i)) =
1√

2πσ2
R

e
−(c(i)−q(i))2

2σ2
R (3.7)

So, the probability of measurement i measuring c(i) is (noting that the Poisson random variable

only returns non-negative numbers):

P (C(i) = c(i)) =

∞∑
q(i)=0

1√
2πσ2

R

e
−(c(i)−q(i))2

2σ2
R e−f(i)t (f(i)t)q(i)

q(i)!
(3.8)

The log-likelihood function, corresponding to all measurements i = 0, 1, ...m is therefore:

ln(L(f ;C)) = ln

(
m∏
i=0

P (C(i) = c(i))

)

=

m∑
i=0

ln

 ∞∑
q(i)=0

1√
2πσ2

R

e
−(c(i)−q(i))2

2σ2
R e−f(i)t (f(i)t)q(i)

q(i)!

 (3.9)

Because of its complicated form, there is no analytical closed form solution to the optimization

problem of maximum likelihood. We therefore resort to the EM algorithm which is commonly used

for intricate likelihood functions.

3.6.2 Mathematical Details of the EM Algorithm Applied to Denoising

The EM algorithm consists of two steps: the expectation step and the maximization step. In the

expectation step, the likelihood function is rewritten by assuming that the latent variable (the q(i)

corresponding to the Poisson signal part) is known, and the latent variable is then replaced by its

expectation value using the value of the parameters from previous iteration (or, initialization value

if it’s the first step). In the maximization step, the likelihood function is maximized with respect to

the values of the parameters, giving the values for next iteration.

In our case the expectation step is done in the following way: we rewrite the likelihood function

by assuming that the latent variable is known. So, the equation 3.9 can be simplified by removing
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the sum over q(i):

lnL(f ;C|Q(i) = q(i)) = ln

 m∏
i=0

e−f(i)t(f(i)t)q(i)

q(i)!

e
− (c(i)−q(i))2

2σ2
R√

2πσ2
R


=

m∑
i=0

(
−f(i)t+ q(i) ln f(i)t− ln q(i)!− (c(i)− q(i))2

2σ2
R

− ln
√

2πσ2
R

) (3.10)

Since the goal of the likelihood maximization is to find the flux, all terms that are not dependent

on flux can be neglected. Maximizing the log-likelihood then simplifies to maximizing:

m∑
i=0

(−f(i)t+ E[q(i)] ln (f(i)t)) (3.11)

The log-likelihood function is now in a much simpler form which is very easy to optimize. In the

case where there is no overlapping f(i), direct differentiation of the expression w.r.t. each f(i) gives

q(i) as the solution. When there are overlapping f(i), the solution becomes a bit more complicated.

It is seldom an obstacle as numerical optimization is very efficient.

The q(i) is then replaced by the expectation value of q(i), using the values of c(i) and that of

previous iteration (or initialization value) of f(i)t:

E[q(i)] =

∞∑
q(i)=0

q(i)P (Q(i) = q(i)|C(i) = c(i), f(i)) (3.12)

This is the expectation step. Now, by Bayes’ theorem, the desired probability can be written as:

P (Q(i) = q(i)|C(i) = c(i)) =
P (Q(i) = q(i), C(i) = c(i))

P (C(i) = c(i))

=
P (Q(i) = q(i))P (C(i) = c(i)|Q(i) = q(i)

P (C(i) = c(i))

=

1√
2πσ2

R

e
−(c(i)−q(i))2

2σ2
R e−f(i)t (f(i)t)q(i)

q(i)!∑∞
q′(i)=0

1√
2πσ2

R

e
−(c(i)−q′(i))2

2σ2
R e−f(i)t (f(i)t)q′(i)

q′(i)!

(3.13)

With the numerical value of the expectation value of q(i), the value of f(i) is obtained by

maximizing the simplified expression of the likelihood function. This is the maximization step.

One then iterates between these two steps until a satisfactory convergence is met.

For discussions involving different distribution of exposure time for different measurements, the

same procedure can be applied by setting t to be a function of i, that is, replacing t by t(i).
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We now apply this EM algorithm in pixel intensity reconstruction.

3.6.3 Application of EM algorithm in pixel intensity reconstruction

The most common, default measurement scheme used taking images with a CCD is to take single

pixel images for as long as the experiment time permits, to achieve the best available spatial resolu-

tion, such that the pixels reach the shot noise dominated regime and the signal-to-noise ratio is as

high as possible. This is true when the photon flux is large compared to read noise. However, when

there is a time constraint and the signal is weak, is this still the optimal measurement scheme?

By using hardware binning, the number of readouts can be decreased, in turn decreasing the

readout noise introduced. The effect is particularly prominent when signal level is comparable to

the read noise. Fig 3.11 shows the effect of hardware binning in decreasing the variance when the

read noise is large.

Figure 3.11: Simple illustration showing a Gaussian ground truth spectrum, plotted with single pixel

and two pixel binned measurements. Both are corrupted first with Poisson noise and then readout

noise of SD = 50, implemented with numpy [5].

However, the trade-off is a decreased spatial resolution. In the following sections, we investigate

if the decrease in spatial resolution can be solved by using the EM algorithm on data combining
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single pixel measurements with binned pixel measurements.

Note that in the traditional full frame CCD, having more than one measurement means the

readout time also has to be considered (as measurement and charge shifting cannot be done in

parallel), effectively having an idle time in which the photon flux is wasted. When the photon flux

is low and there is a time constraint in the experiment, having a time where the scarce signal is not

measured is unlikely to improve the signal-to-noise ratio.

Therefore, we restrict our analysis to frame transfer cameras, in which two consecutive full CCD

measurements can be conducted before readout. As the shifting time is often orders of magnitude

lower than the readout time, it is ignored in the subsequent analysis. We investigate whether

combining a single pixel measurement and a binned measurement can give a more accurate prediction

of the underlying single pixel ground truth values than just a single pixel measurement, under the

same measurement time.

Verification of the EM algorithm

After developing a theoretical framework for applying the EM algorithm, it’s time to apply it to prac-

tical use. A Python program is written to implement the EM algorithm, using Scipy’s optimization

package for the maximization step [67].

As a start, we validate whether the EM algorithm predicts the maximum likelihood estimator. In

the two pixel case, the actual calculation of the likelihood for all parameter space is simple enough.

So we can use this scenario to validate the output of the EM algorithm program.

One hundred simulations with different random seeds are conducted, resulting in different ground

truths for each simulation. In each experiment, single pixel measurements and two-pixel binned

measurements are taken. Poisson shot noise and Gaussian readout noise of SD of 30 are applied to

the measurements. Convergence is set to be 0.01 count.

In all 100 experiments, all of the output falls within 5% of the maximum likelihood estimation

within 50 steps. Fig 3.12 shows the results of two random experiments, with the left density plots
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showing the values of the likelihood function as a function of the first and second pixel intensity, and

the right plots showing the convergence of prediction towards the maximum likelihood estimators.

a)

b)

Figure 3.12: Verification that the EM algorithm converges to the maximum likelihood estimation

in the case of two pixel: Left figures show the explicit calculation of the likelihood function for the

measurement. Right figures show the predicted ground truth value for each pixel as a function of

iteration steps of the EM algorithm. Black line indicates the maximum likelihood estimation. a)

and b) show the results for two random experiments.

This validates that the implemented EM algorithm does arrive at the maximum likelihood esti-

mation values after the convergence is met. In the next section, we apply the EM algorithm on data

consisting of single pixel and binned measurements.
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Single Pixel Reconstruction from Duo-Measurement

Under the same measurement time, the predictions based on the EM algorithm on single and binned

pixel, and the predictions based on single pixel measurement only, are compared. As it is expected

that spatial information is lost quickly as the bins get larger, we focus on binned measurements from

2-pixel, 4-pixel, and 8-pixel. And as discussed previously, as maximally two frames can be stored

in a frame transfer CCD before readout, we restrict our analysis to measurements involving two

frames.

Three different scenarios are investigated:

1. Single pixel measurement of time t0 s and 2-pixel binned measurement of time (1− t0) s.

2. Single pixel measurement of time t0 s and 4-pixel binned measurement of time (1− t0) s.

3. Single pixel measurement of time t0 s and 8-pixel binned measurement of time (1− t0) s.

Note that the choice of total measurement time being 1 s is just for convenience. The analysis

could be applied in other values of measurement time by rescaling the photon flux accordingly.

In each scenario, the output from the EM algorithm on these combined measurement is compared

to spending all time (1 s) on single pixel measurement, by calculating the mean squared error of

prediction w.r.t. the underlying ground truth.

The ground truths are set to be random integers from 0 to 100 and the maximum intensity

normalized to 100 subsequently. This is to ensure the intensity across the whole chip is of similar

magnitude, so that the comparison between the read noise SD can be made.

As it is unclear that how much time should be spent on the respective measurements (t0 and

1−t0), it is left as a variable together with the standard deviation of the read noise in the simulation.

5000 different simulations with different random seeds are conducted for each pair of exposure

time distribution and read noise SD. The left graphs in Fig. 3.13, Fig. 3.14, and Fig. 3.15 show

respectively the mean squared error of prediction by the EM algorithm applied to the combined

measurement data with respect to the underlying ground truth for the case of 2 pixels, 4 pixels,
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and 8 pixels. In the figures the right graph shows the mean squared error from the EM algorithm

subtracted by the mean squared error of the single pixel measurement. That is why the last row

has values of zeros, because that is the row where all the time is spent on single pixel measurement,

and the original value is the maximum likelihood estimation when there is only one measurement.

So any negative values in the right graph signify that that particular combination of read noise and

exposure time distribution favors the combined measurement over spending all time on single pixel

measurement in terms of accuracy to the ground truth value.

In the case of two pixels, it can be observed that spending all time on single pixel measurement

is better, as the values in the right graph are never negative and all columns have their minimum

at the bottom.

In the case of four pixels, the scenario is similar, but at high read noise (≈110), a local minimum

appears before a local maximum as the exposure time on single pixel measurement is increased.

In the case of eight pixels, the observation of the local minimum is more prominent. And the

mean square error difference became negative at t0 = 0.4s and read noise SD = 110. The difference

is 7.6, about 7% of the read noise SD. Fig. 3.16 shows two example spectra at that particular

combination, with both the EM and SP predictions being very noisy, but the EM prediction being

slightly more accurate.

In view of the eight pixel result, we also attempted applying the EM algorithm on 16-pixel

case (combining 16 pixel binned measurement with single pixel) and it was compared to spending

all time on single pixel measurement. However, no improvement in accuracy was observed. This

can be explained by 16 pixel bins losing too much spatial information to be useful to single pixel

reconstruction.

From these results, it can be concluded that only under very high read noise (comparable to the

maximum intensity in the signal) and specific exposure time distribution, this combination of single

pixel and binned pixel measurement would defeat spending all time on single pixel measurement.
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This can be loosely explained by the expectation that hardware binning sacrifices spatial resolu-

tion to favor higher signal-to-noise ratio. However, single pixel intensity reconstruction effectively

corresponds to single pixel resolution when there is no spatial correlation between the pixels.

To further understand whether that is the case, we resort to the Cramér-Rao lower bound to

analyze the case for two pixels.

Figure 3.13: Left: RMSE of prediction by the EM algorithm using the combined measurement with

respect to the underlying ground truths for 2 pixels. Right: Mean squared error of prediction for

the EM algorithm using the combined measurement with respect to the underlying ground truth

subtracted by the RMSE of the prediction by spending all time on single pixel measurement for 2

pixels.

Cramér-Rao Lower Bound

In this section, we inspect the conclusion made in the previous section by resorting to estimation

theory. Denoting the ground truth fluxes for first and second pixel by f1 and f2, the associated

Fisher information matrix is:

I(f1, f2) =

〈∂ log(L)
∂f1

∂ log(L)
∂f1

〉 〈∂ log(L)
∂f1

∂ log(L)
∂f2

〉

〈∂ log(L)
∂f2

∂ log(L)
∂f1

〉 〈∂ log(L)
∂f2

∂ log(L)
∂f2

〉

 (3.14)

where log(L) is the log-likelihood function in eq. 3.9, and the expectation value is taken with

respect to the probability density function corresponding to the all possible measured values (from

−∞ to ∞.) In our particular case, since the measurements are independent of each other, the
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Figure 3.14: Left: RMSE of prediction by the EM algorithm using the combined measurement with

respect to the underlying ground truths for 4 pixels. Right: Mean squared error of prediction for

the EM algorithm using the combined measurement with respect to the underlying ground truth

subtracted by the RMSE of the prediction by spending all time on single pixel measurement for 4

pixels.

Figure 3.15: Left: RMSE of prediction by the EM algorithm using the combined measurement with

respect to the underlying ground truths for 8 pixels. Right: Mean squared error of prediction for

the EM algorithm using the combined measurement with respect to the underlying ground truth

subtracted by the RMSE of the prediction by spending all time on single pixel measurement for 8

pixels.
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Figure 3.16: Example spectra at the particular read noise and exposure time distribution that

combined measurement defeats single pixel measurement.

Fisher information matrix can be computed as a sum of three matrices, each of which denoting the

information obtained from each measurement.

The Cramér-Rao lower bound for the covariance matrix of any unbiased estimator T for the

fluxes f1, f2 is given by:

covf1,f2 (T ) ≥ I(f1, f2)−1. (3.15)

This lower bound is numerically calculated as a function of f1, f2, readout noise σ, and t (time

spent on single pixel measurement, again, total measurement time is chosen to be 1s for convenience),

as shown in Fig 3.17. As observed in the figures, the minimum lower bound is always to the right-

most end of the graph for a fixed σ, meaning that most information about the underlying ground

truth can be obtained when all time is spent on single pixel measurements. So adding another

binned measurement actually makes the measurement less informative, if the total measurement

time is fixed.

To validate the calculation, the Cramér-Rao lower bound calculated for a specific f1, f2 and σ

is compared to the variance in the single pixel case. Several comparisons were made at different

combination of values, and they all converge to the variance in the single pixel case as all the time

is spent on single pixel measurement.

This analysis is just for two pixels, but it sheds light on the fact that taking away time from the
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single pixel measurement to conduct binned pixel measurement is not desirable.

In the subsequent section, we therefore direct our attention to the case where there is significant

spatial correlation between neighbouring pixels, that is, localization of spectrum.

Figure 3.17: Cramér-Rao lower bound computed over a range of single-pixel exposure times t, fluxes

f1 and f2, and readout noise σ. The values for f1 are constant along the rows, and the values for f2

are the fractions of f1 shown on the top.
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Figure 3.18: Comparison between the Cramér-Rao lower bound computed and the expected variance

when all time is spent on single pixel measurement. In this particular example, f1 = 10, f2 = 7, and

σ = 2

3.7 Spectrum Localization

Spectral lines seldom have vanishing line widths. There are different mechanisms that broaden

spectral lines into Gaussians and Lorentzians, including lifetime broadening, thermal fluctuations

in crystal host, Doppler broadening, pressure broadening, etc. [68]. The combination of them can

result in complicated line shapes like the Voigt profile.

We turn our investigation to the application of hardware binning to localization of the maxima of

spectral features. With higher spatial correlation between neighbouring pixels, the loss of resolution

due to hardware binning should be less impactful.

3.7.1 Weighted Least-Squares Regression of a Gaussian Spectrum

We first consider the simplest case: having one Gaussian spectrum on the sensor. The ground truth

intensity of the pixels can then be written as a function of the intensity A, peak position µ and

spread σ:

F (x;σ, µ,A) = Ae−(x−µ)2/(2∗σ2) (3.16)
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Figure 3.19: Density plot: Uncertainty in peak localization in binned pixel measurement. Contour

plot: Ratio of the uncertainty in peak localization in binned pixel measurement to that in single

pixel measurement. Number lower than 1 means binned measurement gives lower uncertainty. Red

line: Ratio of uncertainty = 1.

The equation can be converted into a quadratic sum in x by taking logarithms:

lnF (x;σ, µ,A) = (lnA− µ2

2σ2
) +

µ

σ2
x− x2

2σ2
(3.17)

This can then be considered a linear regression problem for the parameters (lnA− µ2

2σ2 ), µ
σ2 and

1
2∗σ2 . The uncertainties in peak localization (the square root of the variance) can be obtained by

propagating the uncertainties in pixel values. The noise in the pixels is assumed to be that of a

a Poisson-Gaussian variable, with parameters σR, and λ corresponding to the photon flux which

varies across the sensor as the Gaussian profile. The scenarios for single pixel and 2-pixel binned

measurements are considered. Fig. 3.19 shows as contour lines the ratio between the uncertainties

for the binned and single-pixel scenarios for different overall amplitude of the Gaussian profile A× t,
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width of the Gaussian spectrum σ, and readout noise σR. The sensor consists of 32 pixels, each of

them being 13µm in size. The same figure has a density plot that shows in color the uncertainty

in peak localization (the uncertainty in the parameter µ of the Gaussian profile) of the binned

measurement case. The red line shows the location where the ratio becomes 1, marking the boundary

where binning would no longer yield a lower uncertainty than the sensor without any hardware-

binning.

At a constant width of the peak, it can be observed that as the readout noise increases, the

binned measurement is more and more advantageous than the single pixel measurement. And for a

constant readout noise, as the width of the peak shrinks below the pixel size (13µm), single pixel

measurement quickly dominates, due to the lack of single pixel resolution in binned measurement.

However, in general, the binned pixel measurement is superior to single pixel measurement. This

is to be expected to be due to the high spatial correlation between neighbouring pixels.

3.7.2 Numerical Fitting of Mixture of two Gaussian Peaks

We now turn to a slightly more complicated case where two Gaussians profiles are superposed on

the linear sensor. In this case, the log linearization cannot be conducted anymore. We therefore

resort to more general regression algorithms to look at the effect of binning.

To look at a case more similar to actual scenarios in spectroscopy where the spectral features to

be identified are more than one and not known beforehand, the two Gaussian peaks are randomly

placed on the sensor, with their peaks being two random numbers between 0 and 31, and spread

of the Gaussian to be a random number from 2 (half of the largest bin) to 16 (half of the sensor

size). The relative intensity is also a random number, with the maximum intensity of the spectrum

normalized to 200.

Three modes of measurement are compared: single pixel measurement, 2-pixel binned measure-

ment, and 4-pixel binned measurement. All of them spend the same amount of measurement time.

Two Gaussians are then fitted on top of the measurement with non-linear least squares using Scipy’s
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optimization module [67] to obtain the peak locations of the two Gaussians.

Fig 3.20a shows the root-mean-squared error in peak location prediction for this simulation. It

can be observed that quadruple pixel bins give the least error in peak localization, but the advantage

decreases as the read noise SD decreases, followed by double pixel bins, and finally single pixel

measurement.

Another simulation which inspects thinner peaks, with random σ being from 1 to 4 (size of

largest bin). The results are shown in fig 3.20b. The advantage of higher pixel bins is less, but the

order still stays the same. Also, the three graphs converge at higher read noise, as a higher spatial

resolution from single pixel measurement benefit more when the peaks are thinner.

The results of these simulations agree with the expectation that hardware binning enhances

signal-to-noise ratio when there is significant spatial correlation between neighbouring pixels. How-

ever, these hinge on a fact that the exact shape and number of peaks are known beforehand. In

practical spectroscopy where there are unknown number of peaks and they are of unknown shape,

more sophisticated algorithms would be necessary.

(a) (b)

Figure 3.20: RMSE for peak localization for single pixel, double pixel, and quadruple pixel binned

measurements. Left: Peak width being a random number from 2 to 16. Right: Peak width being a

random number from 1 to 4.
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3.8 Conclusion

In this chapter, we reviewed the essentials of CCDs, including the different types available, and

most importantly their noise sources and ability to perform hardware-binning. We then showed how

characterization of a CCD camera can be conducted as an illustrative example. Then, with a noise

model composed of Poisson shot noise and Gaussian readout noise, we applied the EM algorithm

on single pixel intensity reconstruction. It was shown that generally combining single pixel and

binned pixel measurements is not beneficial, evidenced by the reconstruction results based on two

pixel and four pixel cases. Subsequent analysis with the Cramér-Rao lower bound also hints at

information content being lost when a given measurement time is shared between two measurements

instead of just a single pixel measurement. Only under a very specific regime where the readout

noise is comparable to the signal and the exposure time distribution is optimal, the EM algorithm

applied to the combination of a hardware binned measurement and single pixel measurement can be

slightly more accurate than a single pixel measurement in rather restricted circumstances. We then

switched to look at cases where there is significant spatial correlation between neighbouring pixels

which is often the case in spectroscopy. We investigated the cases for one and two Gaussian peaks,

and in both cases the binned measurement was superior. This is because the sacrifice in spatial

resolution is no longer a problem when there is strong spatial correlation, while the enhancement in

signal-to-noise ratio improves the localization accuracy.
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Chapter 4

Learning from Our Mistakes -

Expanding Reviews of Graduate

Admission Decisions

4.1 Introduction

Here, we apply these methods to a broader scientific challenge. Graduate school admission is a

process with large variances and further exacerbated by limited data. Given the long duration for

graduate study, feedback information acquisition is very slow. In this work, we report a method and

develop software tools for obtaining and analyzing academic outcome data for graduate students,

resulting in generally an order of magnitude more data for strengthening the feedback mechanism

and enabling a more thorough review of admission practices.

81
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4.2 Background

With the recent heated debates, such as, the Harvard’s admission controversy, the long running

argument on whether GRE scores are a good predictor of success [69–90], and efforts to make

GRE optional in various departments at Brown, the continuous improvement of admission processes

becomes even more important.

Experiment is all about setting hypotheses, changing independent variables, and observing the

subsequent changes in the dependent variables to test the hypothesis. Can the whole admission

process be analyzed like an experiment, and can we bring about insights to what would be ideally

the best admission strategies based on statistics and data? If we want to statistically analyze

academic admission, a feedback mechanism is required. Is there an effective feedback mechanism

available to schools to examine whether they have made good admission decisions?

Traditionally, universities evaluate their graduate school admissions processes based on exam-

ining only matriculated students - the students who are most readily accessible to them. This

limited viewpoint can make visible the challenges of admitted students who may struggle at a given

institution, but has two main problems:

Firstly, it misses the exceptional performance of students who were not admitted or who chose

not to matriculate. From the data pool of admitted students, there is no information about students

that are not matriculated. This limits the number of students for analysis and leaves out important

information that can be revealed when looking at those students.

Secondly, due to selection bias, limiting reviews to students who have already been admitted

can also compound any existing departmental or institutional preferences, leading to overconfidence

in admission decisions. A typical example is that, professors in some universities find that most of

their colleagues pursued PhDs in topic X or school Y. They may as a result conclude that similar

individuals are more capable and suitable for being professors. However, this may also be due to

the fact that there has been existing bias in past recruiting culture. If that is indeed the case,
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such departmental or institutional preference / bias would only continue this situation and create a

vicious cycle.

It is therefore vital that institutions seek access to a more complete and unbiased feedback

mechanism. In the following, we report not only a programmatic way for institutions to obtain

an order of magnitude more students data by including both matriculated and non-matriculated

students, but we also provide toolkits that would allow the schools to acquire a spectrum of post-

matriculation metrics for those students.

4.3 Method

4.3.1 Data Source

Rather than focusing solely on matriculated students, we provide tools to examine the subsequent

enrollment and achievements of all applicants to our doctoral programs as a measure of their success.

This approach has two significant advantages:

First and foremost, it can provide meaningful feedback on our admission criteria. In order

to improve practices, admissions committees must be able to recognize mistakes. However, if we

restrict admissions analysis to matriculated students, the only mistake that we can observe is the

poor performance of a student who matriculates. In the traditional approach of examining students

at our own institution, we cannot observe the stellar performance of students whom we did not admit.

This approach cannot answer questions like, did we let go of students that are potential stars? If so,

why did we make those decisions? Did we admit students because of a certain preference, at the cost

of losing more capable students? These questions can all be examined in part through statistical

analysis with the proposed set of data.

Second, it allows us to examine a larger number of students across a range of institutions. The

size of the applicant pool is typically more than an order of magnitude larger than the pool of

matriculated students. At selective institutions where the selectivity (admissions rate) is ∼ 10% and
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yield (matriculation rate) is ∼ 50%, our approach produces a sample size that is approximate 20

times larger than the conventional approach. As statistical inferences are inherently probabilistic, a

larger sample size enables more confidence in conclusions.

Student enrollment and graduation data can be obtained through the StudentTracker service

provided by the National Student Clearinghouse. More than 3,600 colleges and universities, covering

98% of all students in these schools, report enrollment and graduation data to the Clearinghouse [91].

By querying graduate applicants to Brown, we are able to obtain data of more than 10,000 graduate

applicants, including in which graduate programs and institutions they matriculated in and when

they graduated. This data then allows us to obtain more publicly available data like publications,

awards, and job placement for each individual student.

4.3.2 GradART

To acquire outcome data on awards and publications, we developed a Python package called Grad-

uate Admission Reflection Toolkit (GradART), whose four components are illustrated in Fig 4.1.

In addition to postprocessing the data format obtained from the NSC StudentTracker service, the

toolkit consists of wScholar, Awards Tracker, and Thesis Finder. The wScholar package retrieves

publications and analyses them. Award Tracker queries NIH and NSF databases for awards, and

Thesis Finder interfaces with Proquest to provide titles and DOIs / URLs for the PhD theses of a

given group of doctoral students.

In some disciplines, for instance in the life and physical sciences as well as in engineering, publi-

cation records are used to measure the success of graduate students. However, not all scholars have

unique researcher identifiers such as Open Researcher and Contributor IDs (ORCID), and obtain-

ing accurate and complete publication records can therefore be difficult. Here, we present a search

engine that takes NSC data as input, extracts the publication record of each student in the NSC

dataset from the Web of Science (WOS) using their API, and applies custom algorithmic filters,

consisting of co-author and journal filters, to improve the accuracy of the search results.
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Expanded Admissions Data

NSF Awards Tracker

Publication Search Engine

Thesis Finder

GradART

wScholar

NSC

ProQuest

NSF

Non-matriculated

Matriculated

Successfully
Completed

Struggling

Figure 4.1: The four main components of GradART: a) NSC: Expands admission data by adding

information on non-matriculated students (as discussed in the text, the ratio of applications to

matriculated students is approximately twenty; the ratio of students who struggled vs completed

successfully is based on [6,7]. b) wScholar: Allows programmatic search of publication records for all

students. c) Awards Tracker: Retrieves fellowship and grant records from NIH and NSF. d) Thesis

Finder: Allows quick access to the PhD theses of graduated students for additional analysis.

To accurately attribute publications to a given individual, wScholar uses two different queries

that are then matched. The first query is an exact-name search that retrieves only those publications

whose author data match the full name and the full affiliation of the given individual. The second

partial-name query retrieves publications using an abbreviated form of the name and the most

uncommon word in the affiliation. The exact-name query is often too restrictive, while the partial-

name query may include wrongly attributed publications. For instance, carrying out an exact-name

record using “Rashid Zia” as author with affiliation “Stanford University” returns three papers; using

“R Zia” or “R. Zia” as the name and “Stanford” as the affiliation name returns the complete list of

nine papers published by this author during his graduate studies. In other cases, the partial-name

query may produce false results as many authors may match a given partial name and affiliation.
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We address this ambiguity with two filters.

The coauthor filter uses results of the exact-name search (full name and full affiliation) as the

ground truth and constructs a coauthor list for each given individual. It then filters the partial-name

search results by retaining only those records with at least one known coauthor. The assumption

behind this filter is that students commonly publish consistently with their advisor.

Since not all people can be uniquely resolved with the exact-name search, we also filter for

journals. We use the student’s discipline as given by the NSC data to remove all publications from

the coauthor-filtered partial-name search results that were published in journals outside the student’s

discipline.

Finally, wScholar can also retrieve the citations for each paper as a partial measure for the schol-

arly influence and impact of a student’s research throughout their PhD studies. This information is

supplemented by impact factors of the respective journals.

4.3.3 Additional data acquisition tools

Thesis Finder: Publication records are not always useful. For example, in the humanities and

social sciences, the PhD thesis is often the major outcome of graduate work. To retrieve information

about PhD theses, we provide Thesis Finder, which is a tool to find thesis titles and DOIs/URLs

for each student in a given NSC dataset using ProQuest. ProQuest is a large curated collection

of dissertations and theses, and it provides access to students scholarly work by matching their

names, schools, and years of study. The output from Thesis Finder allows users to locate thesis

information and allows subsequent purchase of the actual thesis through ProQuest. These theses

can then be further analyzed to extract department specific insights or metrics of success as feedback

on admission strategies.

Award Tracker: Fellowships and grants are also important indicators of academic success. Award

Tracker retrieves information about NIH and NSF awardees and matches it with output from NSC
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data. While grants are more suitable for measuring the success of researchers after graduation,

fellowship information is often very relevant for PhD students and postdoctoral fellows.

In conclusion, GradART enables the automated compilation of a dataset that contains both

admission information and multiple proxies of success for applicants over the duration of their

academic careers, thus allowing for a comprehensive reflection on the admission strategies used by

a given graduate program.

Bacc: Rensselaer Polytech (R2)
2006

Grad: UCSB (R1)
2010

None 11 �rst and 800+ citations 4 �rst and 200+ citations

wScholar

Postdoc: UCSB (R1)
2011

Professor: NC State University (R1)
2014

CAREER: 500k USD

2017

MRI: 1.4M USD

Awards Tracker

GradART

Chemistry

Institution Level

Individual Level

Figure 4.2: Showing the actual results from wScholar and Awards Tracker: illustrating the two

extreme levels. The top part shows the academic achievements of an anonymous individual, while

the bottom part shows aggregate statistics for chemistry students from three anonymous schools.

Both individual level and institution level views can be generated, allowing small and large scale

decisions to be scrutinized.
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4.4 Sample application

To illustrate the use of this package, we used a publicly available list of students who were awarded

NSF Graduate Research Fellowships (GRFP) during 2005-2012 [92]: this resulted in over 25,000

students who received GRFP awards or an Honorable Mention. We reformatted these data to

match the format of data provided by the NSC to its member institutions and then used the resulting

dataset as input to wScholar and Award Tracker.

To validate the output of wScholar, we carried out manual checks on 50 randomly chosen NSF

Graduate Research Fellowship awardees. We found that wScholar achieved an accuracy of 82%.

The errors are due to various reasons including overestimating publication counts because of other

students with the exact name within the same institution, students published under a different

name as registered by the NSC or under an organization other than their Ph.D. program hosts.

With wScholar, the performance of students can be measured by four metrics: the number of papers

published, the number of first authored papers, the sum of impact factor of journals that students

publish first authored papers in, and the total citations of all first authored papers of a student.

Table 5.1 shows the performance statistics obtained by running wScholar on the GRFP data

set. One can observe that the number of papers found for social sciences, computer science and

mathematical sciences are fewer compared to other fields. For social sciences, it is often the norm

that the quality of the thesis is the most important measure of graduate success, and students

generally publish less often in journals. For computer science, due to the fast pace of research,

results are generally published in conferences proceedings. As the quality of conference proceedings

can vary drastically due to the less formal peer review process and the fact that web of science does

not support conference proceeding search as well, conference proceedings are not counted as papers

in wScholar, resulting in the lower number of published papers as shown in the table for computer

science students. For mathematics it may be due to two reasons: Firstly, the publication cycle for
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mathematics students is usually much longer and require a lengthy peer review process. Secondly,

mathematics students sometimes publish papers without their advisors, rendering the coauthor filter

inapplicable. In addition to these three majors, there are also variations in number of publications

in each field. It is therefore less convincing to compare students from different fields directly through

the number of publications or citations. In the subsequent analysis, therefore, we mostly restrict to

comparison within the same major.

4.4.1 Comparison between honorable mention and awardees

This data set allows us to compare the performance of students who got honorable mentions in

the GRFP with actual awardees. As a case study, we look at life sciences, the broad field with

the highest number of students. Normalized histograms are plotted and statistical tests including

Mann-Whitney U test and t-test are used to assess whether the populations are statistically different.

From the figures 4.3, 4.4, 4.5 and 4.6, it can be observed that there is no significant difference

in distributions between the two groups. Both tests also reveal that the two populations are not

significantly different, as evidenced by the high p-values.

Figure 4.3: Showing the normalized histogram for number of papers for awardees and honorable

mentions. Mann-Whitney U test and t-test p-values are 0.13 and 0.09 respectively. The mean

values are 3.38 for awardees and 3.23 for honorable mention students.



91

Figure 4.4: Showing the normalized histogram for number of first authored papers for awardees and

honorable mentions. Mann-Whitney U test and t-test p-values are 0.28 and 0.86 respectively.
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Figure 4.5: Showing the normalized histogram for impact factors for first authored paper summed

for awardees and honorable mentions. Mann-Whitney U test and t-test p-values are 0.37 and 0.18

respectively.

Figure 4.6: Showing the normalized histogram for number of citations for first authored papers

summed for awardees and honorable mentions. Mann-Whitney U test and t-test p-values are 0.15

and 0.79 respectively.
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4.4.2 Matching students to the Carnegie Classification

The Carnegie Classification [93] is a well known classification system for describing the universities

and colleges in the United States. This framework has been widely used in the study of higher

education since its start in 1970. We used the Carnegie Classification published in 2015 to classify

the baccalaureate and graduate institutions into different classes and investigate whether there are

interesting differences between schools from different groups.

Matching Undergraduate Institutions to Carnegie Classification

By matching the baccalaureate institutions to Carnegie Classifications, we can see how students

from different types of undergraduate schools perform. Table 5.2 shows the summary statistics for

students from each class. Again, since different schools may have different number of students from

different fields, and the fact that number of papers or citations cannot be directly compared across

majors, it is unfair to compare these metrics directly between classes of schools. As a result, we

focus on comparison between the same major between different schools. Fig.4.7 shows the comparison

between the largest two groups of undergraduate schools: Doctoral Universities (Highest Research

Activity), traditionally known as R1 schools, and Baccalaureate Colleges (Arts & Sciences Focus).

It can be observed that the number of students from R1 is many more than the latter.

To compare the two groups statistically, we again restrict the comparison to the broad field with

the most number of students - life sciences, and see the performances between students from these two

groups are statistically different. As seen in figures 4.8, 4.9, 4.10 and 4.11, there are no statistically

significant differences between the two groups except the number of first authored papers. Perhaps

surprisingly, students whose undergraduate institutions are Baccalaureate Colleges (Arts & Sciences

Focus) have slightly more first authored papers than those from Doctoral Universities (Highest

Research Activity). However, as the number of citations summed have no statistical difference, this
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Figure 4.7: Showing the total number of students, average number of first authored papers and

average number of citations for each major from each category of undergraduate schools.

result should not be overly interpreted. In any case, this shows that there should not be strong bias

in favor of students from universities with more active research activity. It also questions the use of

the type of undergraduate institution as a criterion in admission decisions.
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Figure 4.8: Showing the normalized histogram for number of papers for students from the two

groups of undergraduate universities. Mann-Whitney U test and t-test p-values are 0.48 and 0.63

respectively.

Figure 4.9: Showing the normalized histogram for number of first authored papers for students from

the two groups of undergraduate universities. Mann-Whitney U test and t-test p-values are 0.04

and 0.03 respectively. The respective means for R1 and Baccalaureate Colleges are 1.26 and 1.38

respectively.
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Figure 4.10: Showing the normalized histogram for sum of impact factors of first authored papers

by students from the two groups of undergraduate universities. Mann-Whitney U test and t-test

p-values are 0.46 and 0.69 respectively.

Figure 4.11: Showing the normalized histogram for sum of citations of first authored papers by

students from the two groups of undergraduate universities. Mann-Whitney U test and t-test p-

values are 0.44 and 0.33 respectively.
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Matching Graduate Institutions to Carnegie Classification

The same analysis can be applied to their graduate institutions. Note that this data is noisy in the

sense that only the “Current Institutions” is available, and students can be awarded the GRFP as

undergraduates. As it is the only proxy for the graduate institution, we treat it as the graduate

institution with caution. Table 5.3 shows the summary statistics for each school. It can be seen that

the dataset is highly skewed in the sense that most students belong to R1 schools.

Again, as a case study, we restrict the analysis to the largest broad field - life sciences. Figures

4.13, 4.14, 4.15 and 4.16 show the comparison between the students from doctoral universities:

Highest vs Higher Research Activity. The differences between the two groups are all statistically

significant (with a p-value < 0.05).

The performances of students from R1 schools are all better than R2 schools as measured by the

four metrics. This agrees with the general perception that research at R1 schools is more abundant

and more cited than at R2 schools.



99

T
ab

le
5.

3:
T

ab
le

sh
ow

in
g

su
m

m
ar

y
st

at
is

ti
cs

of
th

e
p

er
fo

rm
a
n

ce
s

o
f

st
u

d
en

ts
fr

o
m

d
iff

er
en

t
cl

a
ss

es
o
f

g
ra

d
u

a
te

in
st

it
u

ti
o
n

fr
o
m

th
e

w
S

ch
o
la

r

re
su

lt
s

ra
n

w
it

h
th

e
G

R
F

P
d

at
a

se
t

N
o
.

o
f

p
a
p

er
s

N
o
.

o
f

1
st

a
u

.
p

a
p

er
s

1
st

a
u

.
p

a
p

er
s

IF
su

m
ci

ta
ti

o
n

s
N

o
.

o
f

st
u

d
en

ts

m
ea

n
st

d
m

ea
n

st
d

m
ea

n
st

d
m

ea
n

st
d

C
at

eg
or

y

D
o
ct

or
al

U
n

iv
er

si
ti

es
:

H
ig

h
es

t
R

es
ea

rc
h

A
ct

iv
it

y
(R

1
)

3
.0

6
3
.7

2
1
.1

6
1
.6

6
6.

0
9

1
1
.1

0
3
8
.5

8
1
1
8
.5

4
1
4
5
7
2

D
o
ct

or
al

U
n

iv
er

si
ti

es
:

H
ig

h
er

R
es

ea
rc

h
A

ct
iv

it
y

(R
2
)

2
.1

1
3
.0

6
0
.9

6
1
.5

6
3.

8
2

8
.2

1
2
5
.9

1
1
3
5
.3

7
9
4
6

S
p

ec
ia

l
F

o
cu

s
F

ou
r-

Y
ea

r:
M

ed
ic

al
S

ch
o
ol

s
&

C
en

te
rs

2
.7

3
2
.6

2
0
.9

7
1
.0

7
7.

6
5

1
0
.5

4
5
0
.3

7
1
1
9
.9

6
5
0
9

B
ac

ca
la

u
re

at
e

C
ol

le
ge

s:
A

rt
s

&
S

ci
en

ce
s

F
o
cu

s
0
.8

0
1
.4

2
0
.2

7
0
.7

1
0.

8
9

2
.7

3
6
.2

3
3
8
.9

4
4
9
7

M
as

te
r’

s
C

ol
le

ge
s

&
U

n
iv

er
si

ti
es

:
L

ar
ge

r
P

ro
gr

a
m

s
1
.1

8
1
.9

9
0
.4

2
0
.8

7
1.

1
6

3
.1

4
8
.4

7
5
2
.9

4
1
9
7

D
o
ct

or
al

U
n

iv
er

si
ti

es
:

M
o
d

er
at

e
R

es
ea

rc
h

A
ct

iv
it

y
1
.1

0
1
.8

7
0
.4

5
1
.0

0
1.

4
9

5
.3

4
9
.8

5
3
6
.2

3
1
3
7

M
as

te
r’

s
C

ol
le

ge
s

&
U

n
iv

er
si

ti
es

:
M

ed
iu

m
P

ro
g
ra

m
s

0
.4

8
0
.7

4
0
.2

1
0
.6

1
0.

7
6

2
.5

8
2
.5

5
1
0
.1

6
4
2

M
as

te
r’

s
C

ol
le

ge
s

&
U

n
iv

er
si

ti
es

:
S

m
al

l
P

ro
gr

am
s

0
.6

6
1
.2

9
0
.2

5
0
.5

1
0.

5
9

1
.2

8
3
.8

1
1
3
.5

3
3
2

B
ac

ca
la

u
re

at
e

C
ol

le
ge

s:
D

iv
er

se
F

ie
ld

s
0
.6

0
0
.8

4
0
.3

0
0
.6

7
1.

4
1

3
.5

6
3
.9

0
8
.6

2
1
0

S
p

ec
ia

l
F

o
cu

s
F

ou
r-

Y
ea

r:
E

n
gi

n
ee

ri
n

g
S

ch
o
ol

s
0
.5

0
0
.7

6
0
.1

2
0
.3

5
0.

5
4

1
.5

3
0
.3

8
1
.0

6
8

T
ri

b
al

C
ol

le
ge

s
0
.0

0
0
.0

0
0
.0

0
0
.0

0
0.

0
0

0
.0

0
0
.0

0
0
.0

0
4



100

Figure 4.12: Showing the total number of students, average number of first authored papers and

average number of citations for each major from each category of graduate schools.
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Figure 4.13: Showing the normalized histogram for number of papers for students from the two

classes of graduate institutions. Mann-Whitney U test and t-test p-values are 2e-6 and 9e-7 respec-

tively. The mean values are 3.3 for R1 and 2.3 for R2 students respectively.

Figure 4.14: Showing the normalized histogram for number of first authored papers for students

from the two classes of graduate institutions. Mann-Whitney U test and t-test p-values are 0.01 and

0.03 respectively. The mean values are 1.3 for R1 and 1.1 for R2 students respectively.
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Figure 4.15: Showing the normalized histogram for impact factors for first authored paper summed

for students from the two classes of graduate institutions. Mann-Whitney U test and t-test p-values

are 1e-4 and 6e-7 respectively. The mean values are 6.7 for R1 and 4.2 for R2 students respectively.

Figure 4.16: Showing the normalized histogram for number of citations for first authored papers

summed for awardees and honorable mentions. Mann-Whitney U test and t-test p-values are 2e-3

and 1e-7 respectively. The mean values are 39 for R1 and 21 for R2 students respectively.
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Interweaving awards information with Carnegie Classification

Next, we discuss the outcomes of wScholar and Award Tracker by breaking down the results by the

type of institution using the Carnegie Classification (2015). Of the 25,000 students used in this study,

∼ 11% were subsequently awarded NSF grants, and ∼2% of students were subsequently awarded

NSF CAREER awards. Students whose graduate institutions are classified as R2 (“Higher Research

Activity Universities”) have a higher probability of obtaining an CAREER award (∼2.5%) than

those with their graduate institutions classified as R1 (“Highest Research Activity Universities”)

(∼1.8%). Even though the p-values of this finding under Fisher's exact test is 0.11 (one-sided),

this outcome is opposite to the usual expectation that students from R1 institutions should perform

better than those from R2 institutions. The sample applications summarized above are written in

Python Jupyter Notebooks and available on GitHub for ease of reproducibility.

4.5 Conclusion

We hope that the availability of the GradART toolkit introduced here will help facilitate further

examinations of different admission strategies. As an illustration, we applied the software to the

NSF Graduate Research Fellowships data set. It was found that there is no statistically significant

difference between students whose undergraduate institutions are Baccalaureate Colleges (Arts &

Sciences Focus) and those from Doctoral Universities (Highest Research Activity) in terms of aca-

demic performances, while the performances of students from R1 graduate schools are all better

academically than those from R2 graduate schools as measured by our metrics. Interestingly, com-

paring in terms of probability of obtaining the CAREER award, R2 graduate schools are better than

R1 graduate schools, though the difference is not statistically significant according to Fisher's exact

test.

With the methodology and toolkits we developed, we have also reviewed outcome data for more

than 20,000 PhD graduates who previously applied to Brown University graduate schools. The
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analysis of this dataset provided us with unique insights into the merits of GRE scores and the

effectiveness of various admission strategies. Unfortunately, due to the confidential nature of this

data set, we are unable to illustrate our findings as a demonstration. However, it is our hope that

sharing these method will allow others to replicate this review at their own institution.

With the recent active debate (e.g. [94]) about the legal and ethical implications of various

criteria used for admissions in higher education, it is our obligation as educators and scientists to

continuously examine our own admission practices. We must ensure that the judgment we use to

accept or reject applicants produces outcomes that are consistent with our goals and values. Based

on the insights from our own internal studies, we strongly encourage other institutions to adopt a

similar data-driven methodology to scrutinize the effectiveness of their admissions decisions.
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Chapter 5

Conclusions

In this thesis, we discussed experimental design under low signal conditions under three different

contexts. We first discussed the demonstration of enhancement in photoluminescence from weak

silicon defects emitters proximal to all-dielectric symmetry-broken high contrast gratings. A set

of photonic devices with a variety of geometrical parameters which enhances light emission into

particular wavelengths and directions by modifying the local density of states was characterized.

The engineered dispersions, including Dirac cone, bound state in the continuum, and flat bands,

were measured both through partially automated energy momentum spectroscopy with an InGaAs

camera, and through PL lifetime measurements with an InGaAs single photon avalanche diode. Even

though the noises in InGaAs detectors are inherently large, no specifically designed experiment was

required besides long measurement times. The experiments were partially automated to efficiently

characterize all devices.

The low-signal experimental conditions encountered prompted us to consider whether the design

of the experiment could be optimized. We then proceeded to scrutinize the way spectroscopy and

imaging are done. After reviewing the essentials of CCDs, we illustrated the characterization of

a CCD camera to obtain its noise statistics. Then, with a noise model composed of Poisson shot

noise and Gaussian readout noise, the EM algorithm was applied to denoising. It was shown that

105
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combining single pixel and binned pixel measurements is generally inferior to spending all time on

single pixel measurements. The Cramér-Rao lower bound applied to the two pixel case also suggests

that information content is lost when a given measurement time is shared between two measurements

instead of just a single pixel measurement. We then looked at cases where there is significant spatial

correlation between neighbouring pixels, which is usually the case in spectroscopy. In both the cases

for one and two Gaussian peaks, the binned measurement was superior. We expected that was

because the sacrifice in spatial resolution was no longer a problem when there was strong spatial

correlation, while the enhancement in signal-to-noise ratio enhanced the localization accuracy.

Finally, we looked at a broader scientific challenge. As graduate school admission is a process

complicated with inherently large variances and restricted by limited data, we reported a method and

developed software tools for obtaining and analyzing academic outcome data for graduate students,

resulting in generally an order of magnitude more data for strengthening the feedback mechanism and

enabling a more thorough review of admission practices. As an illustration, we applied the software

to the NSF Graduate Research Fellowships data set. It was found that there is no statistically

significant difference between students whose undergraduate institutions are Baccalaureate Colleges

(Arts & Sciences Focus) and those from Doctoral Universities (Highest Research Activity) in terms

of academic performances, while the research output of students from R1 graduate schools generally

exceeded those from R2 graduate schools as measured by our metrics. Interestingly, comparing

in terms of probability of obtaining the CAREER award, R2 graduate schools are better than R1

graduate schools, though the difference is not statistically significant according to Fisher's exact

test. We hope the developed tools and the illustration will encourage other institutions to adopt a

similar data-driven methodology to scrutinize the effectiveness of their admissions decisions.
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