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Chapter One

Introduction



2

Mathematical models are vital to the study of complex systems such as those in

systems biology, including systems pathophysiology (1, 2, 3), epidemics (4, 5, 6),

molecular biology (7, 8, 9), and cell mechanics (10, 11, 12). The ground truth

is often unknown, and the sheer number of components may prove computational

and analytic approaches to be infeasible, even when the underlying mechanics are

well understood. In these scenarios, the comparative simplicity of models affords

tractability at the cost of introducing uncertainty.

The most basic question that can be asked of a model is the forward problem:

given a particular input, what output will be produced from the system? Supposing

the model is deterministic, this question may seem straightforward – the model must

simply be applied and the output observed. Yet there are many potential sources

of uncertainty: the output may be subject to measurement error, or the model may

depend on parameters which are themselves uncertain (see, e.g., (13, 14)), thereby

propagating uncertainty forward. In the case where the model is itself stochastic

(e.g., a branching process model of a disease), uncertainty may be a fundamental

aspect of the system dynamics (15, 16). The broad field which describes the math-

ematical treatment of models in the presence of uncertainty is often referred to as

uncertainty quantification (UQ) (17, 18, 19).

The mathematical treatment of uncertainty in this context may be trivial – for

example, accounting for a measurement error in the output (e.g., a Gaussian noise

term) may be as simple as executing the forward problem, then adding a Gaussian

random variable. In this case, the forward problem is solved only once, so the result-

ing distribution is easily sampled from, even when the model itself has considerable

complexity.

Conversely, many other problems become significantly more difficult when uncer-
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tainty is introduced (16). The classical inverse problem is one such example: what

input (or set of inputs) yields a particular output? Especially if the model is com-

plex, the model itself is unlikely to be invertible; moreover, depending on the form of

the uncertainty, the set of inputs which must be considered can be prohibitively large

(20). To illustrate, consider that in the previous example of additive Gaussian noise,

which is among the simplest models of measurement uncertainty, the entire input

space could feasibly have produced any particular output, so long as the Gaussian

noise happened to be exactly the difference between the true output and the target

output. Even if the input space is finite, the number of times the model must be

applied makes this “solution” impractical for all but the simplest and most efficient

models.

The Bayesian approach to this parameter estimation problem, i.e., Bayesian un-

certainty quantification, attempts to leverage tools from Bayesian statistics to make

the problem more tractable (21, 14). There are a variety of approaches to sampling

from high-dimensional and complex distributions in the Bayesian setting (22). As

the goal of parameter estimation is the probability distribution corresponding to the

relative likelihood of particular parameter values generating the observed output,

this machinery is readily applied.

In this work, in Chapter 2 we introduce a particular recent approach to Bayesian

uncertainty quantification which is practical even for comparatively expensive mod-

els, such as those necessary to study the dynamics of biological cells in atomistic

detail. Rather than running the forward problem for a prohibitively large set of pa-

rameters, the algorithm uses a Markov chain Monte Carlo approach which evaluates

the problem only at a discrete set of points. More importantly, the specific algorithm

used, known as transitional Markov chain Monte Carlo (TMCMC), is massively par-

allelizable, and so the high cost of the model can be offset by the ability to execute
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many copies of the model simultaneously (23, 24, 25, 17).

The main goal of this thesis is to explore various biological systems through

Bayesian uncertainty quantification and numerical methods. In Chapters 3 - 6, we

describe biological systems of interest and demonstrate the efficacy of using these

Bayesian tools for estimating parameters and finding the best model to describe the

observed data. Specifically, Chapter 3 studies an arterial blood flow network with

aims to discover where abnormalities, such as aneurysms and stenoses, occur in the

network (26). We use parameter estimation to identify the severity of these flaws

and model selection to locate the abnormalities in the network.

Chapter 4 looks at epidemic spread on networks of populations (24). We investi-

gate recovering parameters related to the infectiousness of the disease and consider

identifying where the epidemic originated from. In addition, we consider cases where

the population network is misspecified to discover whether the model parameters are

still recoverable from the noisy observed data.

In Chapter 5, we apply the Bayesian methods to DNA methylation models in

order to advance our understandings of the underlying dynamics (27). There is evi-

dence that DNA methylation is related to healthspan and aging, and aberrant DNA

methylation patterns are a hallmark of diseases such as cancer and Alzheimer’s. We

compare two prospective models for DNA methylation, which account for different

dependencies on how the DNA transitioned to different states of methylation.

We perform parameter estimation on micro-swimmers in a viscous fluid in Chap-

ter 6 (28). The models for micro-swimmers can be highly computationally complex,

so parameter estimation has been prohibitively expensive. However, due to the

parallel nature of our Bayesian framework, we can use it to better understand emer-
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gent trajectories and swimming speeds of micro-swimmers. The Bayesian estimation

method allows us to leverage our prior knowledge of micro-swimmers and the viscous

fluid to inform the search of the parameter space and make inferences about how

the material properties of the system are related. The result of this experiment,

and those from Chapters 3 - 6 illustrate the feasibility of the framework for future

applications to a variety of complex biological systems.

Chapter 7 summarizes the above results and introduces some future directions

that we have considered for this work. For example, combining real medical data, the

arterial blood flow model, and the framework to classify patients as either healthy

or sick. We also describe a method for estimating the structure of a population

network, i.e. how are the communities connected and what are the transition rates

between the populations.



Chapter Two

Bayesian Uncertainty

Quantification Methods
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2.1 Bayesian Uncertainty Quantification

To approach the parameter estimation and model selection problems using a Bayesian

methodology such as transitional Markov chain Monte Carlo (TMCMC), we must

first formally introduce the Bayesian formulation of uncertainty quantification (21).

The hallmark of Bayesian statistics is the assumption of prior distributions for un-

known parameters – in other words, probabilities are a representation of degrees of

belief; any knowledge of the unknowns a priori, whether from previous experience

or from physical limitations, informs belief in the parameter values even before a

statistical model is applied (20).

In this work, we focus on two different, but related problems in uncertainty quan-

tification. The first problem we study is parameter estimation, i.e. what set of pa-

rameters could generate observed data. An example of this problem would be trying

to estimate the severity of an aneurysm in an arterial network. The second problem

is model selection, i.e. what mathematical model best describes these observed data.

An example of model selection is discovering which artery has an aneurysm (if any).

These two problems are closely related to each other, as described in the problem

setup below.

In the context of parameter estimation and model selection, the unknown pa-

rameters are the inputs to some mathematical model M (including not only model

parameters, but also initial conditions, boundary conditions, etc.), which then pro-

duces a set of output quantities governed by the form of the model. A simple bacterial

growth model, for example, might be parameterized by the probability p that a par-

ticular bacterium divides in a certain time period, but would also take as input the

number X0 of bacteria present at time 0. The Bayesian assumption is that the n
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inputs, jointly parameterized by θ ∈ Rn, are random variables with the multivariate,

joint prior density π(θ|M).

Given a particular set of inputs θ, the model M produces a set of m data, referred

to jointly as D ∈ Rm, according to some likelihood p(D|θ,M) – this is the content

of the model itself, i.e., the mapping from inputs to outputs, which is probabilistic

owing to uncertainties and stochasticity in the model M . The parameter estimation

problem instead targets the posterior p(θ|D,M), i.e., the mapping from the outputs

back to the inputs, which is also informed by the prior beliefs π(θ|M). In this

setting, D is known and θ is unknown, and so it should be stressed that p(D|θ,M)

is purposefully referred to as a likelihood since it is not a distribution in θ.

Using Bayes’ theorem, the posterior distribution can be computed as

p(θ|D,M) =
p(D|θ,M)π(θ|M)

ρ(D|M)
, (2.1.1)

which additionally introduces the evidence ρ(D|M) of the model class, given by the

multi-dimensional integral

ρ(D|M) =

∫
Rn

p(D|θ,M)π(θ|M)dθ.

For the parameter estimation problem, it should be noted that ρ does not depend on

θ, and so its role is simply to function as a normalization constant for the posterior.

However, the evidence is essential for the model selection problem.

This scenario can be extended to the case case where the model M is one partic-

ular model in a parameterized class of models M, the evidence ρ(D|M) functions

as a measure of the degree to which the model matches the observed data, thereby
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playing a critical role in model selection (29, 30). Let Pr(Mi) be a prior distribution

on models in the classM. The posterior Pr(Mi|D) can again be derived from Bayes’

theorem:

Pr(Mi|D) =
ρ(D|Mi)Pr(Mi)

p(D|M)
, (2.1.2)

where p(D|M) =
∑
i

ρ(D|Mi) is a normalization constant. Intuitively, Pr(Mi|D) is

a distribution which describes the probability of the data D having been generated

from model Mi (as opposed to another model Mj) under the assumption that at

least one model inM is the true model, i.e., was actually used to generate the data.

If a uniform prior is assumed on models, this posterior is directly proportional to

the evidence ρ(D|Mi), and so model selection is “free” when the evidence is already

calculated for parameter estimation (29, 17, 31, 24).

To proceed further, assumptions must be made about the specific form of the

likelihood p(D|θ,M). Here, we will assume that the measured data D are generated

according to the following model prediction equation:

D = g(θ|M) + e, (2.1.3)

where g(θ|M) is the predicted output for a specific set of parameters θ and e is

a prediction error due to, e.g., measurement, computational, or modeling errors.

Specifically, we will make the simplifying assumption that the error e is normally

distributed with zero mean and covariance matrix Σ, which may involve additional

unknown parameters. Since g is assumed deterministic, it follows that D is also

normally distributed, and so the likelihood p(D|θ,M) of the observed data can be
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written as

p(D|θ,M) =
|Σ(θ)|−1/2

(2π)m/2
exp
[
− 1

2
J(θ,D|M)

]
, (2.1.4)

where

J(θ,D|M) = [D − g(θ|M)]TΣ−1(θ)[D − g(θ|M)] (2.1.5)

is the weighted measure of fit between the model predictions and the measured

data, | · | denotes determinant, and the parameter set θ is augmented to include

any unknown parameters in the covariance matrix Σ (29, 32). It follows that sets

of parameters θ that reduce J(θ,D|M), often called the “fitness” of the parameter

set θ to the data D, generally increase the likelihood; thus, the most likely sets of

parameters (before consideration of the prior π(θ|M)) can be intuitively recognized

as those whose output most closely matches the observed data.

While this explicit form of the likelihood can be straightforwardly calculated for

any chosen set of parameters θ, each evaluation must reference the model prediction

function g, which may be computationally intensive (e.g., a particle simulation).

Since the parameters are assumed to be real-valued and the noise e spans the entire

output space, computing the complete posterior p(θ|D,M) would then require an

infinite number of evaluations of g. By formulating the problem in a Bayesian

context, however, we gain access to the Bayesian statistician’s toolkit, which contains

a number of methods for approximately sampling such distributions: in particular,

the class of Monte Carlo algorithms known as Markov chain Monte Carlo (MCMC).
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2.2 Markov Chain Monte Carlo (MCMC)

As we have defined it, the major goal of parameter estimation and model selection

is the recovery of the posterior distribution p(θ|D,M). Via (2.1.1), there are three

distributions which must be known in order to achieve this goal. The first is the prior

π(θ|M) associated with the parameters θ in a given model class – tautologically,

this is “easy,” since it is (by definition) prior knowledge. The second component

is the evidence ρ(D|M), but, as ρ does not depend on θ, it simply functions as a

normalizing constant for parameter estimation. However, we need to compute it for

model selection. The third component is more difficult: the likelihood p(D|θ,M)

must also be known. As has been mentioned, the explicit form of the likelihood can

only be poked at by observing specific realizations of the forward problem.

Given infinite time, it would be possible to recover the likelihood by evaluating

the model prediction function g for every valid set of parameters θ. To approach

the problem in a feasible finite time, we instead turn to a set of stochastic sampling

methods which have become omnipresent as computers have become more efficient:

Markov chain Monte Carlo, often referred to as MCMC (21, 20). Such methods rely

on constructing Markov chains, i.e. a series of random samples where the proba-

bility of the next sample depends solely on the current sample, which have as their

invariant distribution a specific distribution of interest (in the context of the param-

eter estimation problem, the posterior p(θ|D,M)). There are a number of practical

issues which surround the application of MCMC to parameter estimation: to under-

stand the nature of these difficulties, and the ways in which they are addressed in the

context of Bayesian UQ, we briefly review a subset of relevant MCMC algorithms.

The most fundamental such algorithm is the Metropolis algorithm (21). Let p(·)
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be a target distribution defined on a state space S, and suppose a function f ∝ p is

known (this is not as absurd an assumption as it might sound at first glance – in the

Bayesian framework, if p is a posterior distribution, then a likelihood function can

serve the role of f). Begin with any initial guess X0 ∈ S. The Metropolis algorithm

functions by iteratively calculating a new value Xk+1 given the current value Xk in

such a way that, as k →∞, the distribution of Xk approaches p. In this way, simply

calculating the values Xk up to some large k produces approximate samples from p.

The specific method for updating the guesses Xk is to make a proposal Y , chosen

at random according to a symmetric proposal distribution q(·, Xk) (e.g., a multi-

variate Gaussian centered at Xk). The algorithm then chooses whether to accept

the proposal (in which case Xk+1 = Y ) or reject it (in which case Xk+1 = Xk). By

choosing the acceptance probability to be the ratio f(Y )/f(Xk), the invariant distri-

bution of the chain becomes the target distribution p. Convergence to the stationary

distribution can be proven easily if q is chosen carefully – in the case of a Gaus-

sian, its infinite support makes possible the transition to any state x with p(x) > 0

(irreducibility), while the possibility of rejecting a proposal ensures aperiodicity (33).

Even this basic algorithm appears to have ready applications to the parame-

ter estimation problem. Choosing the invariant distribution p to be the posterior

p(θ|D,M), along with a standard proposal distribution q (a multivariate Gaussian

will work for real-valued parameters), the only difficulty seems to be the calcula-

tion of some f ∝ p – this is the same problem as was encountered initially, where

the likelihood function is not known, and it is not computationally feasible to esti-

mate the likelihood over the entire parameter space. The key is that the Metropolis

algorithm does not rely on the general form of f , but instead only relies on the

calculation of f at various points chosen according to the proposal distribution q.

Supposing the algorithm provides a guess Y for the set of parameters, the likelihood
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f(Y ) = p(D|Y,M) can be estimated as in (2.1.4), assuming output is generated

according to the model prediction equation (2.1.3).

The main difficulty of this approach has been alluded to already – the conver-

gence to the stationary distribution is asymptotic, and the time to convergence can

vary greatly (depending on q, the dimensionality, and the form of the likelihood).

Specifically, the algorithm may get “stuck” sampling from a region where the fit

appears to be locally optimal for long times, as the probability of transitioning to

other regions of high density may be extremely low (this is known as a probabilis-

tic bottleneck). This problem can be seen in Figure 2.1, which uses the Metropolis

algorithm to approach a simple toy problem in one dimension. The result is that

approximate sampling from the posterior p(θ|D,M) may require running the chain

for longer than is computationally feasible.

(a) (b) (c)

Figure 2.1: The Metropolis algorithm applied to the density p(x) ∝ 0.3e−0.2(x+5)2 +
0.7e−0.2(x−15)2 (solid curve). The proposal distribution used is a Gaussian with σ = 4.
Shown are the most recent 10% of samples after the specific number of steps. (a)
For short times, the chain gets “stuck” in the smaller peak, unable to cross the
bottleneck to explore the full distribution. (b) For intermediate times, although the
distribution is explored fully, the chain does not spend the correct proportion of
time in each peak. (c) For large times, convergence to the invariant distribution is
guaranteed via irreducibility and aperiodicity of the chain.

Näıvely, one way to address this problem would be to choose an extremely broad

proposal distribution q, thereby allowing the chain to jump across bottlenecks in

a single step. Unfortunately, this has the second effect of greatly increasing the

number of proposals which are rejected. Instead, we borrow ideas from a second
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MCMC method which is more robust to the problem of probabilistic bottlenecks.

Simulated annealing is an approach to nonconvex optimization which introduces a

cooling schedule to ensure that, in the short term, the chain can transition across

regions where the likelihood may be extremely low (34, 35, 36, 33).

Simulated annealing bears a strong resemblance to the Metropolis algorithm; it

functions by making iterative proposals with a carefully-chosen probability of ac-

ceptance. Unlike the Metropolis algorithm, the probability depends on the iteration

k, such that the probability of transitioning to a region of low probability is much

higher when k is small. The acceptance probability is often stated in terms of a tem-

perature T (k) which is monotonically decreasing, owing to its connections to the the

role of temperature in statistical mechanics (and begetting the term “cooling sched-

ule”). The common explicit acceptance probability exp((log f(Y )−log f(Xk))/T (k))

coincides with the Metropolis algorithm in the case that T (k) = 1, and so simulated

annealing can be thought of as a generalization of Metropolis (34, 36, 20).

Since the transition probability depends on k, the chain {Xk} no longer has an

invariant distribution. Instead, each step of the chain has its own unique “invariant

distribution” pk. As k increases, T (k) decreases, and if T falls to zero, the weak limit

of the pk should put its entire mass at the global maximum value of f (this is why

simulated annealing is effective at optimization). Conversely, for small k, a large

temperature greatly increases the probability of accepting a transition to a region

where f is much smaller. If the cooling schedule is chosen to scale appropriately, it

can thus be very effective at facilitating transitions across bottlenecks like that of

Figure 2.1. A simple application of simulated annealing to the toy sampling problem

can be seen in Figure 2.2.

The specific MCMC algorithm which will be applied to the Bayesian parameter
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(a) (b) (c)

Figure 2.2: Simulated annealing with cooling schedule T (k) = 5(1 − 10−7k) for the
toy problem of Figure 2.1. Again, the proposal distribution used is a zero-mean
Gaussian with σ = 4. Shown are the most recent 10% of samples after the specific
number of steps. (a, b) Even for short times, the high temperature smooths the
target distribution, allowing sampling from both peaks. (c) As the temperature falls
to zero, the distribution clusters around the global maximum.

estimation and model selection problems, known as transitional Markov chain Monte

Carlo (TMCMC), makes use of the ideas central to both of these algorithms (17,

14). Each step of the chain uses the Metropolis algorithm to draw approximate

samples from a target intermediate distribution, while the parent chain uses a cooling

schedule to transition from the prior to the posterior, much as simulated annealing

transitions from smoothed to peaked. The specifics of TMCMC, as well as its explicit

implementation in the UQ framework, are detailed in Section 2.3.

2.3 Transitional Markov Chain Monte Carlo (TM-

CMC)

As mentioned in the previous section, MCMC algorithms are often used to generate

approximate samples from high-dimensional and complex posterior distributions.

While basic algorithms like Metropolis and simulated annealing will function in this

regard, more efficient algorithms which improve the convergence rate are more useful

in practice, since the convergence times of MCMC algorithms for some distributions

(especially those with bottlenecks) can be quite long. Although there do exist more
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efficient methods with proven convergence results (in particular, delayed rejection

adaptive Metropolis (DRAM) (37) and differential evolution random sampling MC

(DREAM) (38) are commonly used), we will use here the TMCMC algorithm, which

has the computational advantage of being massively parallelizable due to its use of

a large number of independent Markov chains (25, 17, 14).

Like simulated annealing, TMCMC attempts to avoid probabilistic bottlenecks

by transitioning to the target distribution from a broad initial distribution (in this

case, the prior π(θ|M)) that allows the chain to explore regions of low probability.

To accomplish this, a series of intermediate probability densities are constructed

iteratively:

fj(θ) ∼ [p(D|θ,M)]qj · π(θ|M), j = 0, . . . , λ

0 = q0 < q1 < . . . < qλ = 1.

Note that f0 is simply the prior distribution, while fλ is the posterior distribution

(i.e., the product of the prior and likelihood, as in (2.1.1), up to the normalization

constant ρ(D|M)).

The basic idea of TMCMC is as follows: begin with a collection of samples from

the prior distribution (which is easy, so long as the prior has a simple form such

as a Gaussian or uniform distribution). Then, iteratively re-sample in such a way

that the samples at each step j correspond to the intermediate density fj. At the

conclusion of the algorithm, the samples will be asymptotically distributed as fλ (the

posterior), with greater accuracy for small step sizes and large numbers of samples.

During each iteration, the re-sampling procedure involves the use of a large number

of independent Markov chains which are evolved using the Metropolis algorithm;

since the chains are independent, the algorithm is easily parallelizable, and so the

potentially expensive cost of evaluating the likelihood p(D|θ,M) is offset by the
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ability to run multiple evaluations concurrently.

The explicit algorithm is summarized below as Algorithm 1:

Algorithm 1: TMCMC

1 Procedure TMCMC Ref. (17, 27)
2 BEGIN, SET j = 0, q0 = 0
3 Generate {θ0,k, k = 1, . . . , N0} from prior f0(θ) = π(θ|M) and compute

likelihood p(D|θ0,k,M) for each sample.
4 loop:
5 while qj+1 ≤ 1 do
6 Analyze samples {θj,k, k = 1, . . . , Nj} to determine qj+1, weights

w(θj,k), covariance Σj, and estimator Sj of E[w(θj,k)].
7 Resample based on samples available in stage j using the plausibility

weights and the Metropolis algorithm in order to generate samples for
stage j + 1 and compute likelihood p(D|θj+1,k,M) for each.

8 if qj+1 > 1 then
BREAK,

9 else

j = j + 1

goto loop.
end

10 END

The algorithm begins by taking N0 samples θ0,k (indexed first by generation, then

by sample number) from the prior distribution f0(θ) = π(θ|M). For each stage j of

the algorithm, it uses the current set of samples to evaluate the plausibility weights

w(θj,k) as

w(θj,k) =
fj+1(θj,k)

fj(θj,k)
= [p(D|M,θj,k)]

qj+1−qj .

Note that since the plausibility weights are calculated as the likelihood raised to a

non-negative power, the observed data D is more likely to have come from sam-

pled parameters θj,k with higher plausibility weights (thus begetting the term). qj+1

has not yet been defined; the choice of qj+1 is what determines how smoothly the
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prior distribution transitions to the posterior distribution (with a smoother transi-

tion coming at the cost of increased computational requirements). Recent literature

suggests that qj+1 be chosen to make the covariance of the plausibility weights at

stage j smaller than a tolerance covariance, recommending the specific value 1.0

(25, 17).

The algorithm then calculates the average Sj of the plausibility weights, the

normalized plausibility weights w(θj,k), and the scaled covariance Σj of the θj,k,

which will be used to generate the next generation of samples θj+1,k:

Sj =
1

Nj

Nj∑
k=1

w(θj,k),

w(θj,k) = w(θj,k)/

Nj∑
k=1

w(θj,k) = w(θj,k)/(NjSj),

Σj = β2

Nj∑
k=1

w(θj,k)[θj,k − µj][θj,k − µj]T .

Here, Σj is calculated using the sample mean µj of the θj,k and a scaling factor β.

As an aside, it is worth noting that the product of the Sj, i.e.,

S =
λ−1∏
j=0

Sj,

is an asymptotically unbiased estimator of the evidence ρ(D|M) (25), and so tran-

sitional Markov chain Monte Carlo is especially efficient for model selection (see

Section 2.1).

The algorithm then independently generates Nj+1 samples θ̂j+1,k by choosing

randomly among the current set of samples {θj,k} to create leaders of Markov chains
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θ̂j+1,` such that θ̂j+1,` = θj,k with probability w(θj,k). Since the samples are chosen

independently, there is the possibility of selecting the same sample from the current

generation multiple times – call nj+1,k the number of times that θj,k is chosen (which

could range from 0 to Nj+1). Each unique sample is used as the starting point of an

independent Markov chain whose behavior is governed by the Metropolis algorithm

with target distribution fj and a proposal distribution normally distributed with

covariance Σj and centered at the current value. The scaling parameter β thus plays

the role of controlling the rejection rate and jump size; recent literature recommends

β = 0.2 (13, 25).

Finally, the samples θj+1,k are drawn from the Markov chains, with each sample

being the value obtained by stepping a chain forward once. nj+1,k samples are drawn

from the chain which started at θj,k, yielding Nj+1 samples total. At this point, the

iteration j is complete, and the algorithm either moves forward to generation j + 1

or terminates if qj+1 > 1.

With the approach established, we apply the TMCMC approach to the Bayesian

UQ setting in the context of several biological models on networks. In the following

chapters, we describe five applications of using these methods to better understand

the underlying mechanisms of biological networks.

Appendix: High-performance implementations

Π4U (17) is a platform-agnostic task-based framework for uncertainty quantification

that supports nested parallelism and automatic load balancing in large scale comput-

ing architectures. The software is open-source and includes HPC implementations
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Figure 2.3: Task graph of the TMCMC algorithm (left) and parallel architecture of
the TORC library (right).

for both multicore and GPU clusters of algorithms such as transitional Markov chain

Monte Carlo (25, 13) and Approximate Bayesian Computational Subset-simulation

(39). The irregular, dynamic and multi-level task-based parallelism of the algorithms

(Fig 2.3, left) is expressed and fully exploited by means of the TORC runtime li-

brary (13). TORC is a software library for programming and running unaltered

task-parallel programs on both shared and distributed memory platforms. TORC

orchestrates the scheduling of function evaluations on the cluster nodes (Fig 2.3,

right). The parallel framework includes multiple features, most prominently its in-

herent load balancing, fault-tolerance and high reusability. As a specific example,

the TMCMC method within Π4U is able to achieve an overall parallel efficiency of

more than 90% on 1024 compute nodes of Swiss supercomputer Piz Daint running

hybrid MPI+GPU molecular simulation codes with highly variable time-to-solution

between simulations with different interaction parameters.



Chapter Three

Detection of arterial wall

abnormalities via Bayesian model

selection
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3.1 Introduction

Mathematical models for hemodynamics trace back to the work of Euler, who de-

scribed a one-dimensional treatment of blood flow through an arterial network with

rigid tubes (40, 41); more sophisticated one-dimensional models are still used to

study a variety of physio-pathological phenomena (42, 43, 44, 45, 46, 47, 48, 49).

Computational advances have also allowed for the development of computationally

intensive three-dimensional models (50, 51, 52, 53, 54, 55), which have been used

to accurately simulate specific human arteries (e.g., the carotid arteries (56)) and

model their material properties (e.g., of cerebral arterial walls (3)). There also exist

multi-component models (57), which are amenable to applications such as modeling

oxygen transport to solid tumors (1) and surgical tissue flaps (2, 58).

Despite the sophistication of these approaches, there remain a number of chal-

lenges in the creation of patient-specific models using individual medical data. In

particular, computational expense usually limits arterial parameter estimation to the

one-dimensional class of models (41, 51), which have nonetheless proven sufficiently

robust to study fluid-structure interactions and viscoelasticity (48, 46) and create

a patient-specific model for vascular bypass surgery (59). Several approaches exist

for parameter estimation and uncertainty quantification for these models. Gradient

descent has been used to estimate arterial compliance parameters (60), recovering

single parameters assumed constant in space and time. Sensitivity analysis has also

been used, successfully quantifying output sensitivity to various uncertainties in a

stochastic flow network (61). More recently, computational methods based upon

Bayesian optimization and multi-fidelity information fusion for model inversion have

been explored (62).
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The chief contribution of this work is to apply the Bayesian framework for un-

certainty quantification from Chapter 2 to a bifurcating network of one-dimensional

extensible arteries. The advantages of the approach are twofold. First, it utilizes

transitional Markov chain Monte Carlo (TMCMC), a highly parallelizable algorithm

for approximate sampling which allows practical uncertainty quantification even for

large arterial networks (25, 63, 17); our high-performance implementation Π4U will

be shown to simultaneously and efficiently estimate several unknown parameters in

this setting. Second, the approach can practically be used for Bayesian model selec-

tion, allowing for evidence-based comparison between models with distinct physical

assumptions. The approach thus represents a significant advance in fitting patient-

specific hemodynamical flow models.

Specifically, we consider a branching network of 19 arteries in which a structural

flaw (e.g., an aneurysm) has been introduced at an unknown location. Section 3.2

describes the one-dimensional blood flow model. In Section 3.3, we use the flawed

model to simulate noisy observations of the flow velocity at fixed points in the net-

work. We then use Bayesian model selection to probabilistically locate the defect

within the network and accurately recover its structural properties, showing the ap-

proach to be effective even when parameters are corrupted with Gaussian noise. As

the method readily admits clinical blood flow data, which have been shown to be

measurable with non-invasive procedures (64, 65, 66, 67), it shows great potential in

diagnosing patient-specific structural issues in the circulatory system.
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3.2 Nonlinear One-Dimensional Blood Flow Model

We first introduce the one-dimensional blood flow model. While such models can

be derived via a scaling of the Navier-Stokes equations for viscous flow (68), we use

here the geometry– and conservation–motivated approach described by Sherwin et

al. (41) and Peiró and Veneziani (51). In this approach, the viscous, incompressible

flow is assumed to move only in the axial direction (i.e., along the one-dimensional

artery), to exhibit axial symmetry, and to maintain constant internal pressure over

orthogonal cross-sections. The artery is assumed to have low curvature and to be

distensible in the radial direction. A schematic of the artery appears in Fig. 3.1.

Figure 3.1: Schematic of one-dimensional artery segment.

The artery of constant length ` and position-dependent cross-sectional area

A(x, t) is filled with blood flowing at velocity u(x, t) and with internal cross-sectional

pressure p(x, t), yielding the cross-sectional flux Q(x, t) = A(x, t)u(x, t). Choosing

u, A, and p as the independent variables, the partial differential equation governing

the incompressible flow can be derived from conservation of mass and momentum:


∂A

∂t
+
∂(Au)

∂x
= 0,

∂u

∂t
+ u

∂u

∂x
+

1

ρ

∂p

∂x
+Kr

u

A
= 0,

(3.2.1)
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where ρ is the flow density and Kr is a parameter representing viscous resistance per

unit length, which is a function of the fluid viscosity µ (48, 47).

The system is closed using a constitutive law to relate pressure and area. Using

the Laplace tube law and assuming that the arterial wall is purely elastic,

p = pext +

√
πEh

(1− ν2)
√
A0

√
A

(√
A−

√
A0

)
,

where pext is the external pressure, E is the Young’s modulus of the wall, h is the

wall thickness, A0 is the relaxed cross-sectional area, and ν is the Poisson ratio,

here taken to be 1
2
. For notational simplicity, we collect the coefficient into a single

stiffness parameter B, yielding

p = pext +B(
√
A−

√
A0).

Here, we make the assumption that 1√
A

can be approximated by 1√
A0

, so that B

takes the form

B =

√
πEh

(1− ν2)A0

.

Equation (3.2.1) can then be re-written in the form of a nonlinear hyperbolic con-

servation law (41):

∂U

∂t
+
∂F

∂x
= S(U ) (3.2.2)

where

U =

 A

u

 , F =

 Au

u2

2
+ pe

ρ

+

 0

pv

ρ

 , S(U ) =

 0

−Kr
u
A

 ,
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in terms of the elastic component pe(x, t) and viscoelastic component pv(x, t) of the

pressure.

The hyperbolic system is approximated numerically using a discontinuous

Galerkin method. The one-dimensional domain Ω = (a, b) is discretized into N

non-overlapping elements Ωi = (xLi , x
R
i ) such that xRi = xLi+1 and

N⋃
i=1

Ω̄i = Ω̄; dis-

crete approximations to the corresponding weak formulation are found in terms of

orthonormal Legendre polynomials of degree q (69, 70) (see, e.g., (69, 71) for the

advantages of this approach). Inlet and outlet boundary elements use upwind flux,

while a second-order Adams-Bashforth scheme (69) is used for time integration.

Figure 3.2: Schematic of Y-bifurcation in an arterial network.

To extend the model to a branching arterial network, multiple arteries are joined

via coupled boundary conditions at bifurcations. An example of such a bifurcation

appears in Figure 3.2. Boundary conditions are physically motivated; mass should

be conserved through bifurcations, while momentum should be continuous at the

boundary, i.e.,

A1u1 = A2u2 + A3u3,

p1 +
1

2
ρu2

1 = p2 +
1

2
ρu2

2,

p1 +
1

2
ρu2

1 = p3 +
1

2
ρu2

3,

where pi, Ai, and ui correspond to the ith artery. Other branching configurations
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appear in work by Sherwin (41).

3.3 Results

We now apply the Bayesian framework of Section 2.3 to the blood flow model of

Section 3.2. In particular, we study the example 19-artery network shown in Figure

3.3. The solution for our deterministic model, given by (3.2.2) and solved using a

discontinuous Galerkin method with time step ∆t1 = 0.00004 seconds, plays the role

of g in the model prediction equation (2.1.3). Measurements of the flow velocity are

taken at N specified locations which vary by experiment and occur with a sampling

period of ∆t2 = 1600∆t1 = 0.064 seconds.

Figure 3.3: Schematic of arterial network (not to scale). 19 arteries have varied
lengths (ranging from 0.026 to 0.17 m) and cross-sectional areas (ranging from 10−5

to 10−6 m2). The star shows an example measurement location at a bifurcation.

Blood (viscosity µ∗ = 0.0045, with asterisks denoting reference values) in the

network begins with zero velocity and is driven by a specified inflow velocity at the
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beginning of the first artery: a sum of trigonometric polynomials, shown in Figure

3.4, which approximates the flow for three cardiac cycles (48). The length of three

cycles (∼ 3.3 seconds) allows for a total of 52 velocity data per measurement location

using the sampling period ∆t2, and so the output space of g has dimension 52N .

The outflow condition is a fully-absorbing boundary condition, described in more

detail in (47).

Figure 3.4: Inflow boundary condition for blood velocity (m/s) corresponding to
three cardiac cycles.

We consider three free parameters: the blood viscosity µ, the arterial stiffness

parameter B, and the relaxed cross-sectional area A0 (the last two of which vary by

artery). We note that when we estimate the parameters, we are only interested in the

stiffness or cross-sectional area in one or two arteries. We fix the parameters for all

arteries in the network other than the one or two that we study. A structural defect

(e.g., an aneurysm or stenosis) can be modeled by varying the stiffness or relaxed

area of a particular artery; to better emphasize the degree to which a flawed artery

has been modified by its defect, results will use the scaled stiffness β = B/B∗ (with

respect to the reference stiffness B∗) and scaled cross-sectional area α = A0/A
∗
0 (with

respect to the reference area A∗0), and so arteries with no defect will have β = α = 1.



29

We use our implementation of Bayesian uncertainty quantification to examine a

number of questions in the context of this forward model, focusing in particular on

the ability of uncertainty quantification to identify the location of structural flaws

within the network using only noisy measurements of the flow velocity. To test the

effectiveness of our implementation in these experiments thus requires noisy data D

corresponding to a known truth; we use here synthetic data generated from the same

model but with known, fixed parameters. It should be stressed that the approach is

easily modified to admit real data and that there exist multiple practical methods

for measuring blood flow velocities from in vivo arteries (64, 65, 66, 67). Section

3.3.4 will show that flaws can be located accurately even when the parameters used

to generate the synthetic data are significantly perturbed from the parameters used

to perform uncertainty quantification.

Explicitly, observed data D are generated as

Dk = vk + σεk, (3.3.1)

where Dk is the noisy observation at time tk, vk is the flow velocity at time tk, εk

is a zero-mean, unit-variance Gaussian random variable, and σ is the noise level.

Here, we choose σ to be a fraction σ = 0.01η (or sometimes 0.05η) of the standard

deviation η of all velocity data vk.

In the following results, we use our implementation of uncertainty quantification

to generate 500 samples from the posterior distribution p(θ|D,M) in a variety of sce-

narios. Posterior distributions are used for parameter estimation (Section 3.3.1) and

to identify structural flaws via Bayesian model selection (Sections 3.3.2 and 3.3.4).

Recovered posterior means, denoted with a hat (e.g., β̂), are used as parameter

estimates in our analysis.



30

3.3.1 Parameter Estimation

We first consider a basic case of parameter estimation to illustrate the feasibility of

the approach. Specifically, we estimate the blood viscosity µ and the scaled stiffness

β2 of artery 2 (see Figure 3.3 for artery labels) assuming all other parameters are

fixed to their reference values. The noisy data used, corrupted according to (3.3.1)

with noise level σ = 0.01η, are sampled from a single location at the start of artery 6.

We choose σ as an additional free parameter, requiring the approach to recover the

noise level in addition to the target model parameters. A uniform distribution on

[0.5, 1.5]× [0.5, 1.5]× [0, 1] in the parameter space (µ, β2, σ) is used as the parameter

prior π.

To determine the effect of the choice of sampling location, we additionally con-

sider separate cases using data obtained from the start of arteries 1 and 8; for

notational clarity, we refer to Oi as the case of observing the upflow end of artery i.

The results for the case O6 appear in Figure 3.5. µ and β2 are positively correlated

in the posterior, i.e., simultaneously raising or lowering both the blood viscosity

and the stiffness of artery 2 yields qualitatively similar observed data. This could

potentially indicate that in order to maintain a consistent rate of flow, a more viscous

flow necessitates more rigid artery walls.

Numerical results for O1, O6, and O8 are summarized in Table 3.1. The recovered

posterior means of (µ, β2, σ) were (0.00410, 0.972, 0.00074), (0.00449, 0.997, 0.00074),

and (0.00447, 0.994, 0.00077), respectively, closely matching the true values µ∗ =

0.0045 and β∗2 = 1.0 (σ∗ differed by experiment due to differences in flow velocity

by location: 0.00074, 0.00074, and 0.00077 for O1, O6, and O8, respectively). To

quantify the degree of uncertainty in each parameter’s posterior distribution, we
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Figure 3.5: Parameter estimation results for blood viscosity µ, arterial stiffness β2

for artery 2, and noise level σ using corrupted reference data from the beginning
of artery 6 (O6). Figures on the diagonal show histograms for each parameter.
Subfigures below the diagonal show the marginal joint densities for each pair of
parameters, while subfigures above the diagonal show the samples used in the final
(convergent) stage of TMCMC. Colors correspond to likelihoods, with yellow likely
and blue unlikely. For visual intuition on TMCMC convergence, see Appendix.

compute a coefficient of variation, defined as the ratio of the single-parameter pos-

terior’s standard deviation to its mean (denoting the results uµ̂, uβ̂2 , and uσ̂); here,

O6 and O8 recover parameters with comparatively lower uncertainty than O1, whose

measurements were largely dominated by the inflow boundary condition. Nonethe-

less, in all cases the reference values used to generate the synthetic data were within

one standard deviation of the recovered posterior means.



32

Data Observations µ̂ uµ̂ (%) β̂2 uβ̂2 (%) σ̂ uσ̂ (%)

O1 0.004102 11.86 0.97175 3.48 0.00074218 5.87

O6 0.004493 1.41 0.99663 0.51 0.00073577 6.30

O8 0.004470 2.05 0.99367 0.70 0.00076524 7.65

Table 3.1: Posterior means and uncertainties for parameter estimation on the 19-
artery network for three cases Oi (noise level σ = 0.01η).

3.3.2 Locating Structural Flaws with Model Selection

Given the practicality of parameter estimation and its intermediate estimation of

the model evidence ρ(D|M), the Bayesian model selection framework described in

Chapter 2.1 is a natural approach to locating structural flaws in the arterial net-

work. Namely, define as Mi the model in which the scaled stiffness β of artery i

has been perturbed from its reference value by an unknown amount, corresponding

to, e.g., an aneurysm or stenosis. Parameter estimation as in Section 3.3.1 can be

used to recover the perturbed stiffness which best matches the observed data, si-

multaneously yielding an estimate for the evidence ρ(D|Mi) of model Mi. Letting

M be the collection of Mi for various arteries i in the network, the model selection

distribution Pr(Mi|D) is a probabilistic measure of the likelihood of the structural

defect occurring in artery i (as opposed to a different artery j). The class M can

easily be augmented with additional models; here, we also consider a model Mi:j

which freely varies the stiffness of two arteries i and j.

We first consider generating data D from a reference model using β6 = 0.5 and

βi = 1, i 6= 6, i.e., a model in which the scaled stiffness of artery 6 has been halved

from its reference value. We consider three cases for data collection: a two sensor
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configuration using data from the end of arteries 1 and 7, a three sensor configuration

using data from the end of arteries 1, 7, and 13, and a four sensor configuration using

velocity data from the end of arteries 1, 7, 10, and 13. In each case, no sampling

locations are adjacent to the damaged artery. The noise level is again chosen as

σ = 0.01η, i.e., 1% Gaussian noise added to the velocity data, and we employ the

same uniform prior on [0, 3]× [0, 1] for the parameters (β, σ).

Table 3.2 presents numerical results for six potential flaw-location models

M3,M6,M7,M11,M13, and M6:7 when taking flow measurements from the ends of

arteries 1 and 7. Models M6 and M6:7, both of which include the correct defect

location in artery 6, are assigned the largest probabilities under the model selection

posterior (Pr(Mj|D) = 0.99949, 0.00042, respectively); recovered parameter esti-

mates β̂6 = 0.499 (M6) and β̂6 = 0.501 (M6:7) for the wall stiffness of the damaged

artery were accurate to within one standard deviation. Though M6:7 assumes a sec-

ond defect in artery 7, the posterior mean estimated the stiffness to be similar to the

reference value (β̂7 = 1.036). M3,M7,M11, and M13 are not able to accurately match

the observed data, and so require a significantly higher noise level σ to explain differ-

ences between the evaluated and observed velocities. For this reason, these models

are assigned negligible mass by Pr(Mi|D).

Note that the model M6:7 contains M6 in the sense that it can predict any combi-

nation of parameter values which M6 can predict. In this light, the relatively higher

evidence for M6 over the broader error model M6:7 is in keeping with theoretical re-

sults available for Bayesian model class selection wherein over-parameterized model

classes are penalized due to Occam’s factor (29).

Table 3.3 illustrates the corresponding results for a three-sensor configuration

using blood flow velocity data from the ends of arteries 1, 7, and 13. The additional
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Model β̂ uβ̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)

M3 0.741 2.82 0.000786 6.31 583.2 0.00009
M6 0.499 6.61 0.000729 3.73 592.5 0.99949
M7 1.055 3.14 0.000923 4.27 567.7 ∼0
M11 1.022 0.76 0.000892 5.96 566.3 ∼0
M13 0.587 5.81 0.000867 5.04 578.3 ∼0
M6:7 [0.501, 1.036] [3.75, 2.15] 0.000719 5.16 584.7 0.00042

Table 3.2: Numerical results for identification of a β6 = 0.5 aneurysm using noisy
data from the ends of arteries 1 and 7 (noise level σ = 0.01η).

data collected from artery 13 significantly reduce the (already small) probabilities

assigned to models other than M6 and M6:7. Interestingly, leveraging information

from the end of artery 13, which is in a parallel tree (rather than directly upstream

or downstream) from the damaged artery, has the effect of shifting mass from M6 to

M6:7 in the model posterior, finding Pr(M6|D) = 0.708 and Pr(M6:7|D) = 0.292.

Nonetheless, both M6 and M6:7 estimate the damaged stiffness β6 accurately (0.501

and 0.505, respectively), with M6:7 again finding the stiffness β7 of the undamaged

artery 7 to be largely unchanged (1.031).

Model β̂ uβ̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)

M3 0.722 2.29 0.000811 4.81 875.6 0.00001
M6 0.501 4.31 0.000770 5.23 886.3 0.70756
M7 1.056 2.19 0.000956 4.64 853.1 ∼0
M11 1.005 0.60 0.000949 5.02 848.8 ∼0
M13 0.901 1.91 0.000887 5.06 858.3 ∼0
M6:7 [0.505, 1.031] [3.45,2.33] 0.000770 3.58 885.5 0.29242

Table 3.3: Numerical results for identification of a β6 = 0.5 aneurysm using data
from the ends of arteries 1, 7, and 13 (noise level σ = 0.01η).

Finally, Table 3.4 shows numerical results when velocity data are sampled at four

monitoring locations: at the ends of arteries 1, 7, 10, and 13. The additional data

from the end of artery 10 drive the model probabilities assigned to M3,M7,M11,

and M13 down further (< 10−8), rendering them orders of magnitude smaller than

the probabilities assigned to M6 and M6:7 (0.9996 and 0.0004, respectively). The
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estimated scaled stiffness remains accurate to within one standard deviation, with

M6 and M6:7 finding β̂6 = 0.520 and 0.521, respectively, and M6:7 again estimates

the stiffness of artery 7 to be only slightly perturbed (β̂7 = 1.027).

Model β̂ uβ̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)

M3 0.760 2.60 0.000817 3.93 1169.9 ∼0
M6 0.520 2.57 0.000762 3.48 1187.3 0.9996
M7 1.046 2.72 0.000926 3.86 1144.5 ∼0
M11 0.996 0.19 0.000932 3.58 1134.1 ∼0
M13 0.890 1.83 0.000902 3.47 1148.8 ∼0
M6:7 [0.521, 1.027] [3.98,2.49] 0.000771 3.63 1179.5 0.0004

Table 3.4: Numerical results for identification of a β6 = 0.5 aneurysm using data
from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.01η).

Taken together, these configurations support two conclusions about Bayesian

model selection for flaw identification: first, that increasing the number of locations

at which data are sampled reduces the probabilities assigned to incorrect models,

and second, that model selection can accurately determine the defect location and

magnitude for a variety of sensor configurations, including configurations which do

not sample from at or near the defect location.

3.3.3 Model Selection for Cross-Sectional Area

As previously suggested, aneurysms and stenoses can also be modeled by adjust-

ing the initial cross-sectional area of an artery rather than its stiffness. Ideally, the

Bayesian framework for model selection should provide similar results when the stiff-

nesses β are fixed and models Mi instead allow the scaled cross-sectional area α of

the defective artery to be perturbed. In what follows, we examine similar scenarios

to the above in the case where, rather than reducing its wall stiffness, the relaxed

cross-sectional area of artery 6 is altered. A uniform prior on [0, 3]× [0, 1] is used for
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the parameters (α, σ).

We first consider the case α6 = 1.5, i.e., an aneurysm in which the defective

artery (again, artery 6 in the reference model) has become enlarged by 50%. Noisy

flow velocity data are collected from the ends of arteries 1, 7, 10, and 13, as in the

final case of the previous section; results appear in Table 3.5. M6 and M6:7 are again

the most likely models (Pr(Mj|D) = 0.998 and 0.002, respectively), suggesting

that the previous results do not rely on the specific choice of the parameter β.

Other models were assigned negligible probabilities. Similarly to the results for

reduced stiffness, both M6 and M6:7 accurately recover the defect magnitude (α̂6 =

1.508, 1.507, respectively), and M6:7 finds artery 7 to be unchanged (α̂7 = 1.000).

Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 1.126 26.29 0.00554 3.40 781.0 ∼ 0
M6 1.508 0.45 0.00078 4.33 1183.6 0.998
M7 0.976 0.17 0.00415 4.15 827.9 ∼ 0
M11 1.048 0.48 0.00471 3.41 810.0 ∼ 0
M13 1.014 0.17 0.00518 3.18 793.0 ∼ 0
M6:7 [1.507, 1.000] [0.52, 0.031] 0.00077 3.24 1177.6 0.002

Table 3.5: Numerical results for area-based identification of an α6 = 1.5 aneurysm
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.01η).

We then consider the same scenario for a reduction α6 = 0.5 in the cross-sectional

area of artery 6, i.e., a stenosis in which the defective artery has narrowed by 50%.

Results are summarized in Table 3.6. M6 and M6:7 recover the reduced area accu-

rately (α̂6 = 0.500, 0.501, respectively) and are assigned the highest model evidence

(Pr(Mj|D) ≈ 1.00 and ∼ 10−4, respectively).

Table 3.7 shows results for the same magnitude stenosis (α6 = 0.5) with in-

creased observational noise level σ = 0.05η. The log evidence of models M6 and M6:7

is sharply reduced compared to Table 3.6, though M6 and M6:7 remain the most

probable models under the model selection posterior, with Pr(Mj|D) = 0.983 and
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Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 0.072 8.00 0.023 4.04 478.9 ∼ 0
M6 0.500 0.05 0.00076 3.16 1178.0 1.00
M7 1.127 0.78 0.0195 4.83 513.3 ∼ 0
M11 0.790 2.37 0.0215 3.72 493.8 ∼ 0
M13 0.941 0.73 0.0238 3.33 475.2 ∼ 0
M6:7 [0.501, 1.000] [0.08, 0.03] 0.00076 3.30 1164.6 ∼ 0

Table 3.6: Numerical results for area-based identification of an α6 = 0.5 stenosis
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.01η).

0.017, respectively. Both models additionally recover the reduced area accurately

(α̂6 = 0.502 and 0.503, respectively) despite the increased noise.

Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 0.070 4.98 0.0234 2.56 481.1 ∼ 0
M6 0.502 0.37 0.00376 4.10 849.6 0.983
M7 1.118 0.90 0.0199 2.78 512.5 ∼ 0
M11 0.800 2.09 0.0221 4.33 492.5 ∼ 0
M13 0.940 0.88 0.0234 3.97 474.8 ∼ 0
M6:7 [0.503, 1.000] [0.40, 0.23] 0.00381 4.69 845.6 0.017

Table 3.7: Numerical results for area-based identification of an α6 = 0.5 stenosis
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.05η).

Finally, Table 3.8 considers the case of a smaller-magnitude stenosis (α6 = 0.8).

Results were similar to those of Table 3.7, with accurate recovery of location

(Pr(Mj|D) = 0.99999 and 0.00001 for M6, M6:7, respectively) and magnitude

(α̂6 = 0.801 and 0.802). As in the previous area-modification scenarios, M6:7 found

artery 7 to be unaffected (α̂7 = 1.000), thereby coinciding with the single defect

model M6.

3.3.4 Locating Defects with Misspecified Models

Results have so far assumed the model selection framework is provided the refer-

ence values for all model parameters, i.e., the non-defective stiffness and area of
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Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 0.175 4.13 0.00493 3.71 809.0 ∼ 0
M6 0.801 0.18 0.00075 4.68 1185.1 0.99999
M7 1.024 0.15 0.00404 3.78 838.0 ∼ 0
M11 0.955 0.45 0.00447 3.92 820.5 ∼ 0
M13 0.987 0.17 0.00488 3.89 802.7 ∼ 0
M6:7 [0.802, 1.000] [0.16, 0.033] 0.00077 3.11 1173.7 0.00001

Table 3.8: Numerical results for area-based identification of an α6 = 0.8 stenosis
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.01η).

each artery are known. In a scenario using real-world data, these “known” values

must themselves be estimated from noisy measurements. A final but crucial test of

the robustness of the framework is thus to perform experiments in which the refer-

ence parameters used by the method are incorrect, and so no combination of free

parameters is capable of reproducing the observed data.

We now revisit the cases of Section 3.3.3, beginning with the case of an α6 = 1.5

aneurysm in artery 6. In addition to corrupting observed flow velocities with additive

Gaussian noise, we now additionally corrupt the parameters themselves: the initial

cross-sectional area αk for each artery k is noised as

αk = α∗k (1 + σαεk) , (3.3.2)

where α∗k is the reference value, εk is again a standard normal random variable, and

σα is the parameter noise level. The structural parameters used to generate the

synthetic data (αk from Eq. 3.3.2) thus differ from the fixed values used in the

defect models Mi (α∗k).

As before, Bayesian model selection is performed assuming the prediction equa-

tion (2.1.3), which is now misspecified (it assumes correctness of the reference pa-

rameters α∗i ). As a result, the σ̂ estimated by posterior samples must now capture
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the effects of both the true observational noise level σ and the parameter noise level

σα.

Table 3.9 shows numerical results for Bayesian model selection in this setting.

Despite the misspecification, M6 and M6:7 again dominate the model posterior, with

Pr(M6|D) = 0.907 and Pr(M6:7|D) = 0.093, respectively. Both overestimate the

defect magnitude (α̂6 = 2.047, 2.123, respectively), though M6:7 again estimates

artery 7 to be unaffected (α̂7 = 1.002). We note that some error in α̂6 is expected,

as it attempts to fit observations from the noised-parameter model and thus varies

significantly depending on the particular values of αk from Eq. (3.3.2). Despite

this effect, identification of the location appears robust to perturbation of model

parameters, with all other models assigned negligible probability (Pr(Mi|D) ∼ 0).

Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 1.312 29.2 0.00761 3.39 711.6 ∼ 0
M6 2.047 0.89 0.00217 3.98 972.9 0.907
M7 0.970 0.23 0.00628 3.48 748.7 ∼ 0
M11 1.075 0.56 0.00645 3.76 746.9 ∼ 0
M13 1.016 0.29 0.00725 3.53 716.8 ∼ 0
M6:7 [2.123, 1.002] [3.27, 0.11] 0.00216 4.32 970.6 0.093

Table 3.9: Numerical results for area-based identification of an α6 = 1.5 aneurysm
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.01η) with
misspecified cross-sectional areas (perturbed with noise level σα = 0.01).

Turning to the second case (α6 = 0.5), model selection again successfully locates

the defect despite the misspecification (Table 3.10), with M6 assigned nearly all

mass by the model selection posterior. In this case, parameter estimation recovers

the defect magnitude accurately (α̂6 = 0.515). In keeping with previous results,

defect model M6:7 finds a similar reduction in cross-sectional area for the damaged

artery (α̂6 = 0.517) and little change in the defect-free artery (α̂7 = 1.003).

The third case repeated the α6 = 0.5 experiment with increased observational
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Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 0.816 7.29 0.0220 4.36 485.7 ∼ 0
M6 0.515 0.17 0.0021 3.22 973.6 0.999
M7 1.118 0.66 0.0181 3.44 529.0 ∼ 0
M11 0.808 1.72 0.0207 3.41 505.7 ∼ 0
M13 0.943 0.69 0.0221 3.14 490.5 ∼ 0
M6:7 [0.517, 1.003] [0.23, 0.001] 0.0021 3.87 966.5 0.001

Table 3.10: Numerical results for area-based identification of an α6 = 0.5 stenosis
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.01η) with
misspecified cross-sectional areas (perturbed with noise level σα = 0.01).

noise σ = 0.05η; results for the same case with parameter noise (now also increased to

σα = 0.05) are shown in Table 3.11. M6:7 is significantly more likely than in previous

cases (Pr(M6:7|D) = 0.783), though M6 is still assigned all remaining posterior mass

(Pr(M6|D) = 0.217). The recovered uncertainties uα̂ are significantly higher than in

Table 3.10 due to the higher level of noise, with both M6 and M6:7 underestimating

the magnitude of the damage (α̂6 = 0.597, 0.609, respectively).

Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 1.668 45.9 0.0195 4.35 518.5 ∼ 0
M6 0.597 0.80 0.0111 3.31 636.6 0.217
M7 1.085 0.62 0.00076 4.82 558.5 ∼ 0
M11 0.894 1.52 0.0185 3.82 527.1 ∼ 0
M13 0.947 0.51 0.0175 3.62 534.9 ∼ 0
M6:7 [0.609, 1.015] [1.22, 0.44] 0.0108 2.22 637.9 0.783

Table 3.11: Numerical results for area-based identification of an α6 = 0.5 stenosis
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.05η) with
misspecified model parameters (perturbed with noise level σα = 0.05).

Finally, Table 3.12 shows results for the fourth case (α6 = 0.8) in the presence

of σα = 0.01 parameter noise. While model selection again recovers the correct

defect location (Pr(Mj|D) = 0.969, 0.031 for M6, M6:7, respectively), the smaller-

magnitude stenosis proves more challenging for parameter estimation, with α̂6 =

0.865 and 0.869, respectively, notably underestimating the magnitude of the damage.
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Model α̂ uα̂ (%) σ̂ uσ̂ (%) Log Evid. Pr(Mj|D)
M3 1.767 22.2 0.00388 3.57 852.4 ∼ 0
M6 0.865 0.35 0.00204 3.36 974.9 0.969
M7 1.017 0.13 0.00320 3.87 889.5 ∼ 0
M11 0.979 0.24 0.00369 3.61 860.3 ∼ 0
M13 0.988 0.12 0.00345 3.49 869.5 ∼ 0
M6:7 [0.869, 1.003] [0.50, 0.076] 0.00209 3.22 971.5 0.031

Table 3.12: Numerical results for area-based identification of an α6 = 0.8 stenosis
using data from the ends of arteries 1, 7, 10, and 13 (noise level σ = 0.01η) with
misspecified model parameters (perturbed with noise level σα = 0.01).

3.4 Discussion

Taken together, the results describe a robust approach for uncertainty quantification

in the context of arterial networks. The model selection posterior universally assigned

the highest probabilities (by several orders of magnitude) only to those models which

included the true defect location, even in cases where simulated data were sparse,

noisy, and poorly located. The Bayesian uncertainty quantification framework thus

appears a powerful tool for comparing and fitting models.

Though all results were generated using simulated noisy data, they simultane-

ously suggest that the approach would prove useful for real-world inference. The

experiments outlined in Section 3.3.2 show the method to successfully recover pa-

rameter values (often within one standard deviation) and identify the defect location

in a range of sampling cases which varied sensor numbers and locations, and so the

approach is not reliant on a particular set of observed data which may not be realisti-

cally attainable. Results were also consistent when using alternative magnitudes and

parametrizations of arterial defects (the scaled cross-sectional area α and boundary

stiffness β) and using models which considered different numbers of defects (in par-

ticular, the two-defect model M6:7 which consistently found the “defective” artery 7

to be largely unaltered). We note that the approach readily facilitates the incorpo-
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ration of real data, which can be used in place of simulated data without otherwise

altering the method. A natural extension of this work is therefore direct application

to medical datasets.

It is worth emphasizing the role of model selection in our approach. The general

Bayesian inverse problem, which simultaneously considers structural properties of

all arterial segments, cannot be feasibly solved due to its dimensionality. In Section

3.3.2, we instead propose a set of simple models which fix most model parameters to

“known” values, then select among these models to locate flaws; while this approach

has a massive computational advantage, it also makes the strong assumption that the

properties of healthy artery segments are known exactly. We investigate robustness

of the approach to this assumption in Section 3.3.4, which found inference to remain

effective even when “known” model parameters were assumed incorrectly.

While model selection has here served primarily as a computational tool, it is

more commonly used to select between distinct physical models of a system given

noisy data. Robustness to this form of model misspecification, i.e., the assumption of

a physically incorrect model, is a more complex issue begetting a range of additional

techniques such as discrepancy terms (72) and posterior predictive assessment (73).

Future work should investigate this more general sense of robustness using alternative

flow models, network structures, and defects in more localized arterial subdomains.

Appendix: Convergence of TMCMC

Figure 3.6 shows eight generations of TMCMC convergence from parameter estima-

tion in Section 3.3.1. Samples are initialized from the prior, i.e., sampled uniformly
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Piz Daint running hybrid MPI+GPU molecular simulation codes with highly variable time-to-solution
between simulations with different interaction parameters.

Appendix B. Convergence of transitional Markov chain Monte Carlo
Figure 7 shows eight generations of TMCMC convergence from parameter estimation in §4.1. Samples
are initialized from the prior, i.e. sampled uniformly from all feasible parameter values. The
transitional target distribution yields gradual coalescence on regions of high likelihood, eventually
resampling directly from the posterior.
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Figure 3.6: Samples from eight generations of TMCMC in Section 3.3.1. Plot limits
are not constant (the sampled region of high probability monotonically decreases in
size).
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from all feasible parameter values. The transitional target distribution yields grad-

ual coalescence on regions of high likelihood, eventually resampling directly from the

posterior. Each generation displays the 500 samples taken on that stage of TMCMC,

yielding a total of 4500 samples for all 9 generations. We do not include a visualiza-

tion for generation 0, as it is simply a uniform sampling over the space of the prior

distribution. In these figures, we can observe how TMCMC intelligently samples

the parameter space: the first generation (not displayed) takes takes samples from

the prior distribution, allowing the method to find regions of higher probability. The

next few generations of samples all mostly focus on finding a better range of σ values,

as the prior for σ was [0, 1], and the nominal parameter value was ∼ 0.00074. Once

σ’s value is in the appropriate range of values, the algorithm is able to identify the

proper values for µ and β, and the intermediate distributions begin to center and

narrow around the nominal parameter values.



Chapter Four

Data-driven prediction and origin

identification of epidemics in

population networks
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4.1 Introduction

Robust prediction for the spread of an epidemic is critical to monitoring and halting

its progress. The reliability of these predictions, which have high clinical and soci-

etal significance, hinges on the underlying mathematical models which quantify the

spread and virulence of diseases. Several models have been proposed for predicting

the spread of epidemics in real-world populations, allowing for the development of

strategies for effectively managing disease spread via organized intervention. Per-

haps the most well-known approach is Kermack and McKendrick’s compartmental

SIR model (and its extensions, such as SIRS and SEIR), a differential equation

model which divides populations into groups corresponding to their relation with

the disease (e.g., susceptible or removed), which is widely studied due to its simplic-

ity and predictiveness for several common diseases (4, 74). More recent work has

also incorporated the topological aspect of network structure by modeling explicit

(or random) population networks through which diseases propagate (6, 75, 76, 77),

working toward a more holistic view of disease modeling which can include aspects

such as demography, land use, and climate change (78). The predictions made by

these mathematical models have been used to study a diverse set of historical and

modern epidemics, including HIV (79, 80), malaria (81, 82, 83), polio (84), and

tuberculosis (85), by using a wide range of data assimilation techniques (86, 87).

Many aspects of these models have also been analyzed from a more abstract

mathematical perspective. Local bifurcation analysis has been performed on the

man-environment-man and SIR models (5, 88), while other work has used Lyapunov

functions to determine endemic equilibria for SIRS and SEIR models (89, 90) or

has considered a mean-field approach (91, 77, 92, 93). Recent work has addressed

how the network structure influences the spread of disease via the initial conditions
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and network topologies (75, 76) and the ways in which epidemics spread on random

networks (6). Analytical results have also been obtained for the case of two compet-

ing (or promoting) diseases on a network (88, 94). Moreover, many of the models

in question have been used to design intervention policies or allocate vaccines via

optimal control (90, 95) or randomized interventions (96).

In what follows, we apply the Bayesian uncertainty quantification framework

Π4U (17) from Chapter 2 to an extension of the SIR model to graphs. Using noisy,

simulated data, we show that our method is able to efficiently estimate values of

the model parameters and their underlying uncertainties. The Π4U framework is

also convenient for Bayesian model selection, which we use to identify the origin

of the epidemic by considering each possible starting location as a separate model.

Bayesian approaches thus show significant potential to aid in real-world epidemic

modeling and mitigation.

4.2 SIR model

The SIR epidemic model decomposes a population into three eponymous groups:

hosts who are susceptible to the disease, hosts who are infected and contagious (the

infective group), and hosts who are neither susceptible nor infected, either via gained

immunity from recovery or due to a vaccine, quarantine policies, or disease-related

death (the removed group).
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4.2.1 Single population model

Let S(t), I(t), and R(t) denote the size of the susceptible, infective, and removed

groups, respectively, as functions of a continuous time t. The SIR model is based

on three main assumptions: first, since the timescale on which the disease evolves is

assumed to be much shorter than the timescale on which the population may evolve

via, e.g., births or natural deaths, the population Y is assumed constant, and so

S(t) + I(t) +R(t) = Y (4.2.1)

for all t (note that individuals killed by the disease are considered part of the re-

moved group). Second, members of the population are assumed to come into contact

uniformly at random and at a constant rate β – this parameter governs the rate at

which an infection can spread. Finally, the infective population recovers (or is oth-

erwise removed from the infectives via, e.g., death) at a constant rate γ. These

assumptions can thus be visualized as

S
β−→ I

γ−→ R, (4.2.2)

yielding the following set of ordinary differential equations:

dS(t)

dt
= −βIS, dI(t)

dt
= βIS − γI, dR(t)

dt
= γI. (4.2.3)

Namely, at a particular time t, S(t) susceptibles and I(t) infectives come into contact

at a rate β, yielding βIS transitions from susceptible to infective (implicitly assuming

that contact with an infective immediately infects a susceptible – if this assumption

is not desired, the chance of disease transfer can be incorporated in β). Meanwhile,
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I(t) infectives are removed at a rate γ, yielding γI transitions from infective to

removed.

4.2.2 Epidemic model on graphs

The SIR model is readily generalized to a directed graph with N vertices, a math-

ematical construct which can be thought of as modeling a collection of N distinct

communities. Namely, let each node (community) be a distinct population whose

dynamics evolve according to Eq. 4.2.3; the directed edges (connections between

communities) are a convenient framework to dictate transfer between populations.

Since each population itself has three groups (susceptible, infective, removed), three

quantities are needed to describe movement. Here, we use λi,j, ηi,j, and gi,j to de-

scribe the rate of movement from node i to node j on the susceptible, infective,

and removed groups, respectively; identifying each transition rate as the weight of

the edge connecting i to j, these rates are naturally written as weighted adjacency

matrices, here denoted Λ, H , and G. The SIR model on a network, now a system

of N models corresponding to each population i, can then be written as

dSi(t)

dt
= −βIiSi +

N∑
j=1

λj,iSj −
N∑
j=1

λi,jSi,

dIi(t)

dt
= βIiSi − γIi +

N∑
j=1

ηj,iIj −
N∑
j=1

ηi,jIi, (4.2.4)

dRi(t)

dt
= γIi +

N∑
j=1

gj,iRj −
N∑
j=1

gi,jRi,
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or more succinctly in matrix form:

dS

dt
= −βI · S + ΛTS − (ΛF ) · S,

dI

dt
= βI · S − γI +HTI − (HF ) · I, (4.2.5)

dR

dt
= γI +GTR− (GF ) ·R.

(Here, F = (1, 1, . . . , 1)T is a vector of ones which simplifies the notation.) It should

be emphasized that S, I, and R are N×1 vectors whose ith element corresponds

to the ith population. Note that if λi,j = ηi,j = gi,j = 0 for all i, j, i.e., there is no

movement between populations, each model reduces to the single population model

(Eq. 4.2.3).

4.3 Results

In the following results, we apply our high-performance implementation of Bayesian

uncertainty quantification Π4U to a case study with two example network structures.

In each case, we fix particular values of the system parameters (infectivity β, rate

of removal γ, and time of observation T ) and use Eq. 4.2.5 to evolve the network

forward in time via a 4th-order Runge-Kutta method. At the single observation

time T (unless otherwise noted), the infective populations (and sometimes also the

removed populations) from a selected subset of communities, corrupted by additive

Gaussian noise with noise level σ, are output as the noisy observed data. Namely,

observed data Dk are generated as

Dk = qk + σεk,
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where each deterministic population datum qk generated from the reference model is

added to a zero-mean, unit-variance Gaussian εk scaled by the noise level σ to yield

the observed noisy datum Dk. In order that the signal-to-noise ratio be high enough

for meaningful estimation, we choose σ to be a fraction σ = 0.01α (or sometimes

σ = 0.05α) of the standard deviation α of all model outputs pk.

We then use our method to approximately solve the inference problem by gener-

ating 104 samples from the posterior distribution of the model parameters given these

noisy outputs, checking the validity of our approach by comparing the resulting dis-

tributions to the known reference values. While we use synthetic, model-generated

noisy data, we note that the framework is readily extended to the incorporation of

real-world data.

For ease of comparison, we present numerical results in terms of the rescaled

parameters (θβ, θγ, θT , θσ), given by θβ = β/β0, i.e., the ratio between the estimated

value and the true reference value. Accurate estimation thus results in scaled pa-

rameters close to 1. As the Π4U approach does not rely on the choice of a particular

prior, we use a simple uniform distribution on [0.01, 2]× [0.5, 2]× [0.02, 5]× [0.5, 10]

in this scaled parameter space.

4.3.1 Network 1: the 20-barbell graph

We first consider a network with two distinct populations, each with many highly

interacting sub-communities. The two populations mix via a single route, modeled

by a single connecting edge. This “barbell graph” – two complete 20-node graphs

connected by a single edge – is illustrated in Fig 4.1. In this case, we impose uniform

transition rates between adjacent vertices of 0.02, 0.3, and 0.05 for the susceptible,
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Figure 4.1: The 20-barbell graph. Two complete 20-node graphs are connected by a
single edge.

infective, and removed populations, respectively. The infection begins at node 1 with

the configuration S1(0) = 5, I1(0) = 95, R1(0) = 0, and all other nodes are fully

susceptible with configuration Si(0) = 100, Ii(0) = Ri(0) = 0, i 6= 1.

We consider in particular the case of having information only from a limited sub-

set of nodes; by placing the “sensors” at different locations (i.e., observing different

subsets of nodes), we can test how the sensor configuration influences the parameter

estimation procedure and the corresponding uncertainties. In particular, we assume

observations of both the infective and removed populations at the sensor locations

and at a single time point.

We consider three sensor configurations: in the first experiment, we place two

sensors at nodes 3 and 12, which are members of the same complete subgraph as node

1, the origin of the epidemic (see Fig 4.1). In the second experiment, we gather data

from both complete subgraphs by placing sensors at nodes 3 and 24. Finally, in the

third experiment, we focus on nodes 24 and 27, which are part of the initially healthy

complete subgraph. The disease evolves according to reference values β = 0.02 and

γ = 0.3, while the observation time T is chosen as T = 3, T = 5, and T = 7
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Data Node Pair θβ uβ (%) θγ uγ (%) θT uT (%) θσ uσ (%)

T = 3,

σ = 0.01α

3 and 12 1.1102 28.15 1.1152 30.62 0.9924 34.38 3.8534 51.61
3 and 24 1.0057 11.73 0.9992 10.79 1.0059 8.47 3.0804 69.60
24 and 27 1.1303 23.25 0.9624 24.29 0.9282 19.11 5.5323 37.56

T = 5,

σ = 0.01α

3 and 12 0.9462 20.05 0.7806 31.86 1.2366 15.38 2.2167 102.2
3 and 24 1.0452 15.01 1.0314 12.18 0.9788 10.86 3.9955 62.45
24 and 27 0.9584 29.40 0.9526 26.75 1.0962 21.93 2.8993 67.70

T = 7,

σ = 0.01α

3 and 12 1.1997 25.04 1.0390 29.32 0.9947 19.43 2.1569 81.12
3 and 24 1.0549 17.93 1.0340 11.19 0.9758 11.53 2.8422 73.70
24 and 27 1.3086 25.23 1.0503 35.14 0.9907 23.08 2.9131 66.75

T = 5,

σ = 0.05α

3 and 12 1.1113 23.69 0.9226 46.58 1.1355 27.14 5.4781 41.96
3 and 24 1.0316 11.67 1.0101 9.58 0.9814 8.95 4.1174 52.97
24 and 27 1.1436 26.45 1.1129 24.19 0.9361 22.49 3.6762 60.00

Table 4.1: Numerical results for estimation of β, γ, T and σ for the 20-barbell graph. Blocks
of the table are different times of observation or noise levels. Parameters are reported in
terms of scaled values θ; accurate estimation thus results in values close to 1. Uncertainties,
e.g., uβ, are the ratio of a parameter’s standard deviation to its mean.

in three separate cases, yielding nine total experiments (three sensor configurations

each observed at three different times).

Results at the intermediate time T = 5 are summarized in the second block of

Table 4.1 and displayed in Fig 4.2a, Fig 4.2b, and Fig 4.2c. All reference values for β,

γ, and T are within one standard deviation of estimated means with the exception of

T when observing nodes 3 and 12 (∼ 1.24 standard deviations). β and γ are positively

correlated, i.e., similar outputs can be achieved by simultaneously raising both the

infection rate and the rate of removal. Intuitively, a faster-spreading disease must

be counteracted by quicker recovery in order for the dynamics to remain consistent.

Similarly, both β and γ are negatively correlated with T ; a more infectious disease or

quicker recovery would increase the speed of the system dynamics, meaning similar

outputs would be observed earlier.

The recovered noise standard deviation σ has significantly larger uncertainty
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(a) Sensors at nodes 3 and 12, T = 5

(b) Sensors at nodes 3 and 24, T = 5

(c) Sensors at nodes 24 and 27, T = 5

(d) Sensors at nodes 3 and 12, T = 3

(e) Sensors at nodes 3 and 24, T = 3

(f) Sensors at nodes 24 and 27, T = 3

Figure 4.2: Parameter estimation results for the 20-barbell graph with infection rate
β = 0.02, rate of removal γ = 0.3, noise level σ = 0.01α, and time step ∆t = 0.005.
In each experiment, noisy data from two nodes were used to track the epidemic.
For each pair of nodes, the experiment was run for time of observation T = 5 ((a),
(b), (c)), T = 3 ((d), (e), (f)), and T = 7 (shown in Fig 4.4). Histograms for each
parameter are displayed along the main diagonal of the figure. Subfigures below the
diagonal show the marginal joint density functions for each pair of parameters, while
subfigures above the diagonal show the samples used in the final stage of TMCMC.
Colors correspond to probabilities, with yellow likely and blue unlikely.
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(a) Susceptible population

(b) Infective population

(c) Removed population

(d) Total population

Figure 4.3: Time evolution of the susceptible, infective, removed, and total popu-
lations at nodes 3, 20, 21, and 27 of the 20-barbell graph. Nodes from different
complete subgraphs have different trends and peak times.

than do the system parameters β, γ, and T . Despite this comparatively large un-

certainty, the reference noise value σ is recovered to within two standard deviations

for all three sensor configurations, though the posterior means θσ consistently over-

estimate the true magnitude. Uncertainties in other parameters depend strongly on

sensor location; observing nodes on opposite sides of the graph yields much smaller

uncertainties in β, γ, and T than observing nodes on the same side of the graph.

Fig 4.3 shows the deterministic populations of the susceptible, infected, and re-

moved groups as a function of time for a selection of nodes involved in the experiments

(since, e.g., node 12 is identical to node 3, only one is shown). Nodes 21 and 27,
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both contained in the initially susceptible subgraph, reach peak infective population

around time t ≈ 5. Nodes on the side of the infection origin, conversely, achieve peak

infective population at t ≈ 3. The results of parameter estimation at the reference

observation time T = 5 thus suggest that observing nodes around the time when the

infective population peaks improves the accuracy of the recovered parameters. This

effect can also be seen in Fig 4.2 in the joint marginals of the system parameters β,

γ, and T : nodes 3 and 12, which peak at t ≈ 3, give much more smeared marginals in

Fig 4.2a, obtained using observations at time T = 5, than in Fig 4.2d, corresponding

to observations at T = 3; meanwhile nodes 24 and 27, which peak at t ≈ 5, have

sharper distributions in Fig 4.2c, with observations taken at T = 5, than in Fig 4.2f,

which has observations at T = 3. The parameter distributions obtained for data

from nodes 3 and 24, shown in Fig 4.2b and Fig 4.2e, are very similar in both cases,

suggesting that placing one sensor in each subgraph leverages information from both

timescales.

The parameter estimation results at T = 7, shown in the left column of Fig

4.4, corroborate this conclusion. Though all nodes in the graph are well past peak

infective population at this time, using information on two different timescales (the

two subgraphs) yields much sharper joint marginals (see, e.g., the joint distribution

of β and T in Fig 4.4b as compared to Fig 4.4a and Fig 4.4c).

Numerical values for T = 3 and T = 7 appear in the first and third block of

Table 4.1. For both observation times, all sensor configurations recover β, γ, and T

to within one standard deviation. The experiment with sensors at nodes 3 and 24

continues to be both the most accurate (in terms of posterior means) and precise (in

terms of uncertainties), highlighting the importance of sensor placement in leveraging

information from different timescales.
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(a) Sensors at nodes 3 and 12, T = 7

(b) Sensors at nodes 3 and 24, T = 7

(c) Sensors at nodes 24 and 27, T = 7

(d) Sensors at nodes 3 and 12, σ = 0.05α, T = 5

(e) Sensors at nodes 3 and 24, σ = 0.05α, T = 5

(f) Sensors at nodes 24 and 27, σ = 0.05α, T = 5

Figure 4.4: Parameter estimation results for the 20-barbell graph with infection rate
β = 0.02, rate of removal γ = 0.3, time step ∆t = 0.005, and noise level σ = 0.01α
at time T = 7 ((a), (b), (c)) and with increased noise level σ = 0.05α at time T = 5
((d), (e), (f)). See Fig 4.2 for description of subfigures.
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To test the robustness of the parameter estimation to increased noise, we next

reconsider the time T = 5 case with noise level σ = 0.05α, five times the previously-

used σ = 0.01α. Results appear in the right column of Fig 4.4 and in the fourth

block of Table 4.1. Again, the experiment using simulated data from nodes 3 and 24

(Fig 4.4e) recovers the parameters with comparatively lower uncertainty and greater

accuracy. For all three sensor configurations, parameters are recovered to within one

standard deviation, and so we conclude that the Bayesian uncertainty quantifica-

tion approach to SIR models on the 20-barbell graph has significant robustness to

observational noise.

A final experiment tests the approach in the context of model misspecification.

We perturb the network by introducing an extra edge between nodes 2 and 40; while

observations are generated from a network which includes this edge, we perform

parameter estimation using the original model (without the extra edge). Results

for observing nodes 3 and 24 for the T = 3, σ = 0.01α case with two different

perturbation strengths appear in Figure 4.5 and Table 4.2. As compared to the

original case (second row of Table 4.1 and Fig 4.2e), the most notable change is the

significant increase in the estimated noise level – disagreements between the original

model (now misspecified) and the observed data are reconciled by assuming a much

higher magnitude of noise. Nonetheless, estimation of system parameters (β, γ, T )

for both perturbations is reasonably successful, with all reference values recovered

to within one standard deviation, though uncertainties in estimation are 3 – 4 times

larger than without the perturbation.
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(a) Transition Rate 10% (b) Transition Rate 50%

Figure 4.5: Parameter estimation results for the perturbed 20-barbell graph with
infection rate β = 0.02, rate of removal γ = 0.3, time step ∆t = 0.005, and noise
level σ = 0.01α at time T = 3 using observations from nodes 3 and 24. Data are
generated with an additional edge between nodes 2 and 40, which uses (a) 10% or
(b) 50% of the transition rate of other edges; parameter estimation uses the original
model. See Fig 4.2 for description of subfigures.

Transition Rate θβ uθβ (%) θγ uθγ (%) θT uθT (%) σ uσ (%)
10% 1.3141 24.88 1.2408 24.36 0.8371 23.39 10.4449 78.56
50% 1.1396 31.16 1.0657 30.21 1.0046 29.37 20.1990 51.89

Table 4.2: Numerical results for estimation of β, γ, T and σ for the perturbed 20-barbell
graph. Data are generated with an additional edge between nodes 2 and 40, which uses
the specified fraction of the transition rate of other edges; parameter estimation uses the
original model. See Table 4.1 for description of values.
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Figure 4.6: The three-group network. Group I (yellow) comprises nodes 1-19, Group
II (purple) 21-30, and Group III (green) 31-44. Groups are sparsely connected.

4.3.2 Network 2: the three-group network

The second network considered is a 44-node graph comprising three large sub-

networks with limited interaction (Fig 4.6). Each sub-network has a distinct topo-

logical structure and set of nonuniform transition rates (explicit values appear in

Appendix 4.4). We again consider three sensor configurations: a 7-node set (nodes

1–4, 20, 31, and 34), a 23-node set (nodes 1–7, 20–28, and 31–37), and a 35-node

set (nodes 1–28 and 31–37), each in the presence of observational noise σ = 0.01α.

Parameter estimation results for this network use only observations of the infective

populations (in contrast with results for the barbell graph, which additionally used

observations of the removed populations).

4.3.2.1 Parameter estimation

First, we attempt to recover β, γ, and T (reference values 0.02, 0.3, 5, respectively)

for a disease which starts at node 34 with S34(0) = 5, I34(0) = 90, R34(0) = 5. All
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Experiment Observed Set θβ uβ (%) θγ uγ (%) θT uT (%) θσ uσ (%)
7-node 1.0282 8.05 1.0149 6.10 0.9844 5.23 5.4603 33.95

1 Sample 23-node 1.0138 0.58 1.0127 0.49 0.9910 0.39 1.0651 13.69
35-node 0.9865 0.54 0.9903 0.47 1.0095 0.37 0.9401 10.50
7-node 1.0059 0.35 0.9987 0.36 0.9956 0.26 0.8247 23.18

2 Samples 23-node 1.0009 0.22 1.0006 0.18 0.9992 0.17 0.9744 8.35
35-node 0.9956 0.24 0.9972 0.20 1.0034 0.18 0.9665 6.74
7-node 1.0062 0.37 1.0030 0.30 0.9956 0.29 1.0531 14.32

3 Samples 23-node 1.0013 0.15 1.0011 0.11 0.9989 0.12 0.9851 6.81
35-node 0.9990 0.17 0.9992 0.13 1.0009 0.13 0.9700 5.68
7-node 1.0059 0.26 1.0034 0.18 0.9959 0.21 0.9451 11.98

4 Samples 23-node 1.0008 0.11 1.0005 0.08 0.9993 0.09 0.9387 5.26
35-node 0.9997 0.11 0.9998 0.09 1.0004 0.10 0.9998 4.55

Perturbation 35-node 0.9712 0.73 0.9796 0.66 1.0167 0.49 1.4183 9.57

Table 4.3: Numerical results for estimation of β, γ, and T for the three group network with
σ = 0.01α. 7-node set is nodes 1–4, 20, 31, and 34; 23-node set is nodes 1–7, 20–28, and
31–37; and 35-node set is nodes 1–28 and 31–37. In the case of multiple samples (blocks 2
– 4), observations are evenly spaced in time with known interval 1. Perturbation experiment
generated data with an additional edge between nodes 16 and 44. See Table 4.1 for description
of parameter values.

other nodes are fully susceptible, i.e., Si(0) = 100, Ii(0) = Ri(0) = 0, for all i 6= 34.

Results are shown in Fig 4.7a, Fig 4.7b, Fig 4.7c, and in the first block of Table

4.3. Sensors at the 7-node subset recover β, γ, and T to within one standard devia-

tion, while larger subsets recover all parameters with comparable accuracy and much

greater precision: the 7-node 95% confidence interval for the scaled infection rate

θβ is [0.8627, 1.1937], which narrows significantly to [1.0020, 1.0256] in the 23-node

case. Increasing the number of observed nodes has the additional effect of accu-

rately recovering the scaled noise level θσ, which is significantly overestimated when

observing only the 7-node set.

Many real epidemic data sets include multiple observations over time; it is worth

verifying that our approach can reasonably incorporate such observations. T (time

from infection to first sample) remains the only unknown time in this setting, as the
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(a) 7-node observed subset, one measurement

(b) 23-node observed subset, one measurement

(c) 35-node observed subset, one measurement

(d) 7-node observed subset, two measurements

(e) 23-node observed subset, two measurements

(f) 35-node observed subset, two measurements

Figure 4.7: Parameter estimation results for the three group network. ((a), (b), (c))
Parameter estimation for β, γ, T based on information from 7-node, 23-node and 35-
node subsets, respectively. Reference values are β = 0.02, γ = 0.3, and T = 5, with
time step ∆t = 0.0005. ((d), (e), (f)) Same experiment using two observations from
each sensor separated by an interval t = 1. See Fig 4.2 for description of subfigures.
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relative timing between samples is known. Blocks 2–4 of Table 4.3, the right column

of Fig 4.7, and the left column of Fig 4.8 present results when considering additional

samples taken at evenly spaced intervals of length 1. Including a second observation

yields a significant reduction in estimated uncertainties, especially when observing

only 7 nodes (uncertainties for β, γ, T , and σ are reduced by factors of 23.51, 17.22,

19.89, and 9.70, respectively). Comparatively, additional samples beyond the second

provide only marginal benefit (when observing the 7-node set, moving from 2 to 4

samples reduces uncertainties for β, γ, T , and σ by factors of 1.35, 1.99, 1.24, and

1.69, respectively). We additionally note that observing multiple samples over time

can reduce the correlation between parameter uncertainties (see, e.g., the highly-

correlated posterior of β and γ in Fig 4.7a as compared to the nearly uncorrelated

ellipse of Fig 4.8a).

As with the 20-barbell graph, we also consider model misspecification via per-

turbation of the network. The final row of Table 4.3 presents parameter estimation

results when observations at the 35-node subset are generated using an additional

edge connecting nodes 16 and 44 (and thus Groups I and III); transition rates along

the additional edge are chosen to match those of the edges connecting Groups II

and III. As before, uncertainties for system parameter estimates (β, γ, and T ) are

larger than without the perturbation (by factors of 1.33, 1.39, and 1.33, respectively),

though recovered parameter values are nonetheless accurate (scaled values off by less

than 0.03), and so parameter estimation in this setting remains successful. σ is again

overestimated, as it must additionally account for disagreement between the model

used to generate the data and the model used to perform parameter estimation.

We next augment the parameter set θ with the initial population vector S0,

I0, and R0 of the initially infected node, but take as known the observation time

T = 5. The initial population vector at node 34 is altered to S34(0) = 5, I34(0) = 90,
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(a) 7-node observed subset, four measurements

(b) 23-node observed subset, four measurements

(c) 35-node observed subset, four measurements

(d) 7-node observed subset, estimating S0, I0, and R0

(e) 23-node observed subset, estimating S0, I0, and R0

(f) 35-node observed subset, estimating S0, I0, and R0

Figure 4.8: Additional parameter estimation results for the three group network.
((a), (b), (c)) Estimating β, γ, T using four measurements at intervals t = 1. Ref-
erence values are again β = 0.02, γ = 0.3, and T = 5, with time step ∆t = 0.0005.
((d), (e), (f)) Estimating β, γ, S0, I0, and R0 with one measurement at known time
T = 5. Reference values are β = 0.02, γ = 0.3, S0 = 5, I0 = 90, and R0 = 5, with
time step ∆t = 0.02. See Fig 4.2 for description of subfigures.
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Observed Set θβ uβ (%) θγ uγ (%) θσ uσ (%)
7-node 1.0092 1.16 1.0289 2.12 3.1965 45.40
23-node 1.0047 0.27 1.0051 0.36 1.0214 15.73
35-node 0.9973 0.36 1.0014 0.52 0.9678 10.87

Observed Set θS0 uS0 (%) θI0 uI0 (%) θR0 uR0 (%)
7-node 6.6752 33.64 0.8206 20.85 4.7458 57.01
23-node 0.5463 114.80 0.9455 4.28 6.1614 37.56
35-node 2.3354 57.14 1.0212 6.64 4.9126 55.53

Table 4.4: Numerical results for estimation of β, γ, S0, I0, and R0 for the three group
network with σ = 0.01α. See Table 4.1 for description of values.

R34(0) = 5. The scaled parameter set (θβ, θγ, θS0 , θI0 , θR0 , θσ) uses a uniform prior

on [0.02, 2]× [0.02, 2]× [0, 10]× [0, 10]× [0, 10]× [0.01, 10].

Results are shown in Fig 4.8d, Fig 4.8e, and Fig 4.8f, and appear numerically in

Table 4.4. Compared to estimation of β, γ, and T , correlations between parameters

are generally weaker in this context, though there do exist clear relationships (e.g.,

larger I0 necessitates smaller β for the infection to spread at the same absolute

rate). All sensor configurations recover the disease parameters β and γ accurately,

with scaled values off by less than 10−2 in all but one case. Conversely, uncertainty

in the recovered distributions for S0 and R0 is significantly higher than for other

parameters, owing to the small ground-truth values for these parameters relative to

the total population at the origin (S0 = R0 = 5 out of 100 individuals at time t = 0)

and their correspondingly minor effect on the behavior of the initial outbreak.

4.3.2.2 Origin of disease identification

Finally, we introduce a method for probabilistically identifying the origin of the

epidemic using the Bayesian model selection framework described in the Bayesian

methodology section; recall that all observations are at the future time T , and so the
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origin may not be identified with certainty even when included in the set of observed

nodes. We initialize the disease at node 1 with the standard initial configuration

S1(0) = 5, I1(0) = 95 and R1(0) = 0, with all other nodes fully susceptible with

Si(0) = 100, Ii(0) = Ri(0) = 0, and use corrupted observations of infective and

removed populations from the 35-node subset. Other parameter values are identical

to those used in the previous section; in this case, T = 5 is assumed to be known,

with β and γ estimated from observations. Defining the model class Mj as the

model under which the disease originated from node j with the given initial vector,

the log evidence for each model is generated from the model selection framework

(see Equation 2.1.2).

A representative selection of results appear in Table 4.5. Model M1, correspond-

ing to the correct origin of the disease at node 1, has a significantly larger log evidence

than all other models considered. Models which place the origin at increasingly dis-

tant points generate increasingly less accurate and more uncertain results; models

M32 and M43, which originate the disease in Group III, find the estimated noise σ

to be two orders of magnitude larger than the reference value. Out of the models

shown, if the correct model M1 is not considered, the probabilities shift to 0.003 for

M8, 0.997 for M14, and all other probabilities ≈ 10−13 or smaller, suggesting that

topographic proximity to the true origin is the dominant factor in the evidence.

The effect of topographic proximity on the model evidence appears visually in Fig

4.9. Models Mi, i = 1, . . . , 44 correspond to the epidemic beginning at node i; each

node in the graph is colored by the estimated log evidence (log ρ(D|Mi)), where D

are the noisy data obtained from a reference simulation beginning at node 1. In order

that the fine detail be more visible, the color mapping is nonuniform such that node

1 (log evidence −8.15) is the only node in its color bin; other bins from log evidence

−360 to −250 capture the range of behavior in the remaining nodes. Evidence
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Model Log Evidence Pr(Mj|D) θβ uβ (%) θγ uγ (%) θσ uσ (%)
M1 -8.1478 1.00 0.9998 0.03 1.0000 0.07 0.9628 9.33
M8 -296.0472 ∼ 0.00 1.7900 2.86 1.1537 7.08 108.4015 11.32
M14 -290.3494 ∼ 0.00 0.9397 2.20 0.9414 5.45 81.8066 9.31
M21 -319.3832 ∼ 0.00 0.9233 5.56 0.9574 10.74 117.0764 11.07
M32 -340.3117 ∼ 0.00 1.9765 1.40 0.9497 10.92 182.1469 6.32
M43 -359.4945 ∼ 0.00 1.7543 10.10 1.4097 22.35 184.1593 5.92

Table 4.5: Subset of model selection results for the three-group network. Recovered
scaled parameters θ and uncertainties u appear with the estimated log evidence for the
model.

Figure 4.9: Origin identification model evidence by node, three-group network. Color
map of model selection log evidence for models initializing the epidemic at each node
in the three-group network using noisy data from an epidemic simulation beginning
at node 1. Nonuniform color mapping (right label) emphasizes differences among
incorrect models (log evidence −360 to −250); log evidence for the correct origin
(node 1) is notably larger (log evidence −8.15).
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Model Log Evidence Pr(Mj|D) θβ uβ (%) θγ uγ (%) θσ uσ (%)
M1 -193.3884 1.00 1.0115 4.89 1.0408 4.35 12.7405 6.97
M8 -299.4659 ∼ 0 0.9353 10.70 0.6534 9.57 48.6215 2.13
M14 -291.7504 ∼ 0 0.6533 26.55 0.7343 19.09 47.9977 3.47
M21 -320.8051 ∼ 0 0.3025 8.38 0.5136 3.33 49.3168 0.88
M32 -396.6718 ∼ 0 1.9126 2.61 0.5041 1.05 49.8335 0.38
M43 -390.3285 ∼ 0 1.2828 29.34 0.6798 54.33 49.6430 0.29

Table 4.6: Subset of model selection results for the perturbed three-group network. Data
are generated with an additional edge between nodes 16 and 44; parameter estimation
uses the original model. Recovered scaled parameters θ and uncertainties u appear with
the estimated log evidence for the model.

decays with topographic distance within the first group and becomes negligible in

the second and third groups, highlighting the improbability of the epidemic starting

at these distant nodes and producing the noisy observations D corresponding to an

epidemic outbreak at node 1.

Lastly, we attempt origin identification via the same model selection approach

for the perturbed model which generates data using an additional edge connecting

nodes 16 and 44; results appear in Table 4.6. Despite the misspecification, the

correct model M1 is selected with near certainty, though its log evidence is many

orders of magnitude smaller than in the no-perturbation experiment (−193.3884 vs.

−8.1478) owing to the high level of noise required to explain disagreements with the

observed data. Models M32 and M43, both located in Group III, are also subject to

significant drops in log evidence. A second notable difference is the reduced level of

estimated noise for incorrect models Mj – the additional edge allows the disease to

quickly reach nodes which are distant under the original model, thereby requiring

less noise to explain discrepancies with the observed data. Overall, selection among

origin models appears robust to perturbation.



69

4.4 Discussion

We found that Bayesian uncertainty quantification via TMCMC effectively recovered

SIR network model parameters, such as the infection rate β and rate of removal γ,

using only noisy observations from a limited set of nodes. The approach was tested

on two example networks with distinct topologies, with two possible sets of observed

data (infective populations vs. both infective and removed populations), using dif-

ferent sets of free parameters, and in a number of additional contexts (in particular,

with model perturbations and with multiple observations at each node). Given its

explicit estimation of parameter uncertainty, the framework permits comparison of

precision in distinct scenarios – for example, uncertainties in recovered parameter

values were found to be inversely related to the number of sensors (for the three-

group network, increasing the number of sensors from 7 to 23 decreased parameter

uncertainties by a factor of 12 – 14).

The 20-barbell graph, wherein only pairs of nodes were observed, provided ad-

ditional insight into the effect of sensor placement on the uncertainty of parameter

estimates. Sensors which were close together, e.g., nodes 3 and 12 (whose connectiv-

ity is identical), yielded similar noisy data, thereby affording less information about

the underlying dynamics. In contrast, placing sensors on opposite sides of the net-

work to gain information about dynamics on different time scales yielded significantly

less uncertainty. Given limited resources for monitoring an epidemic, it may thus

be beneficial to track a set of communities which are at varying stages of outbreak

rather than allocating resources directly to those communities nearest to which the

disease was initially observed.

Our approach proved robust both to perturbations in the model and to increased
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observational noise. Results for the 20-barbell graph with increased noise level

σ = 0.05α, five times the original σ = 0.01α, recovered reference parameters with

comparable accuracy. For the three-group network, we were also able to identify the

disease origin with near certainty via selection among models corresponding to po-

tential starting points, even when data were generated from a distinct model with an

additional edge; model selection thus has the potential to locate real outbreaks even

when observations begin well after the time of infection and the network structure is

not known exactly. We remark that the evidence calculation required for this proce-

dure is an intermediate step of the Bayesian uncertainty quantification framework,

and so it does not incur any additional computational cost.

Appendix: Transition matrices for three-group net-

work

Transition rates were chosen to vary among groups in the three-group network in

order to test the robustness of our approach to nonuniform rates. Populations moved

between Group I and Group II (via the edge connecting node 14 to node 21) at a

rate of 0.4, while the transition rate between Group II and Group III (via the edges

connecting node 31 to nodes 25 and 26) was 0.2. Rates (λi,j, ηi,j, gi,j) within Group

I were selected randomly to be either (0,2,0.05,0.1) or (0.1,0.1,0.2), those for Group

II were selected randomly to be either (0.15,0.2,0.1) or (0.3,0.1,0.1), and Group III

had uniform rates of 0.05.



Chapter Five

Data-driven selection and

parameter estimation for DNA

methylation mathematical models
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5.1 Introduction

DNA methylation has a pivotal epigenetic role to play during embryonic develop-

ment (97). The covalent bonding of methyl groups to DNA serves to regulate gene

expression during this period and is a process which culminates with the formation

of tissue specific methlylation patterns. However, during aging, mammalian methy-

lation patterns change. Aging is synonymous with genome wide hypomethylation,

whilst, paradoxically, it is associated with regional increases in DNA methylation,

most notably at the promoter region of a diverse array of genes (7).

Intriguingly, several disease processes display similar characteristics. Specifically,

cancers invariably show global hypomethylation and gene specific hypermethylation,

while autoimmune diseases routinely exhibit hypomethylation both globally and on

specific genes (8). Moreover, changes to genomic methylation patterns with age

have a burgeoning role to play in cardiovascular disease (98), Alzheimer’s disease

(9), and osteoporosis/osteoarthritis (99). Thus, it is clear the dysregulation of this

fundamental epigenetic process is vital to a variety of age related pathologies and

potentially aging. In order to identify why an increase in age results in aberrant DNA

methylation, it is necessary to understand the molecular mechanisms which govern

this biochemical system (100, 101). Additionally, it is imperative to appreciate how

the dynamics of this molecular system change with age.

DNA methylation occurs in mammals primarily at CpG dyads; more specifically,

the methyl group is attached to the fifth carbon of the cytosine at the CpG site (Cy-

tosine - Guanine dinucleotide sequence separated by a phosphate group). Within the

vertebrate genome, global methylation can be defined by CpG islands (CGIs). These

are genomic regions which comprise 1000 base pairs and consist of high levels of G+C
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base levels. In addition, they are characterized by a deficiency in DNA methylation

(102). Although CGI are scantly decorated throughout the genome, their biological

imperative has been getting more notice in recent years. Chiefly, CGIs are sites of

transcriptional initiation and thus act as promoters in mammalian genomes. Conse-

quently, any change in the methylation status of a CGI will potentially effect gene

transcription, and this is exactly what happens as hypermethylation of CGIs are rou-

tinely correlated with the transcriptional silencing of gene promoters, a phenomenon

which is often a feature of diseases such as cancer (103). Besides, increasing age

has been correlated with the hypermethylation of a wide variety of gene promoters

belonging to genes which have been associated with aging (104). Consequently, it

is clear from the above discussion aging has a profound effect on the dynamics of

DNA methylation and age related changes to processes which control the reactions

which govern DNA methylation ultimately drive the formation of aberrant DNA

methylation.

This biological system remains to be fully delineated; what is known is that it

is characterized by the activities of several enzymes (105). The enzymes operate as

follows: post replicatively, new CpG dinucleotides are attached to the complemen-

tary strand of the daughter cells, which are unmethylated. DNA methyltransferase

(DNMT1) then uses S-Adenosyl methionine as a substrate to transfer methyl groups

to the DNA molecule (106). As DNMT1 preferentially acts on hemimethylated DNA

it is thought to be chiefly a maintenance enzyme (107). Therefore, other enzymes are

a necessity for de novo DNA methylation. Current thinking suggests DNMT3a and

DNMT3b are the enzymes which perform this task. Enzymatic maintenance and

de novo methylation reactions are in turn counterbalanced by passive and active

demethylation (108). Passive demethylation usually occurs as a result of replica-

tion and DNA methylation levels can decrease after several rounds of this process
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(109). On the other hand it is suggested active methylation requires Ten-Eleven

Translocation (TET) dioxygenases, which oxidize the methyl groups of cytosine; a

process which eventually results in the reincorporation of an unmethylated cytosine

into DNA (110). As a result the maintenance of DNA methylation levels can be

viewed as a subtle balancing act between maintenance/de novo methylation and

passive/active demethylation.

In recent years mathematical models have been used as effective tools to help

advance our understanding of the dynamics which underpin DNA methylation –

reviewed in (111). In this chapter, we present linear and nonlinear mathematical

models which encapsulate the molecular mechanisms which define DNA methylation

(112). In addition, we use our recently developed Bayesian algorithm for estimating

the parameters of a model and, furthermore, select the model that best fits given

DNA methylation data. The Bayesian parameter estimation allows us to lever-

age prior knowledge of the methylation rates to guide the search in the parameter

space. To test the viability of using parallel transitional Markov chain Monte Carlo

(TMCMC) for the DNA methylation problem, parameters are estimated using noisy

model observations generated from two potential models. Furthermore, the sampling

algorithm used allows for model selection without any additional computational re-

sources. With this in mind, we will use the algorithm to identify which model best

matches noisy model observations and will test which model is most biologically

feasible. The model selected as “best” is the one that most closely fits the bio-

logical system and discovers correlations that match with the underlying biological

mechanisms.
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5.2 Models and Methods

5.2.1 DNA methylation models

Based on the approach in (113), three types of population are considered; unmethy-

lated CpG dyads, the total number of which is denoted as x1(t), hemimethylated CpG

dyads, x2(t), and methylated CpG dyads, as x3(t), see Fig. 5.1. An unmethylated

CpG dyad is a CpG dyad with neither of the two CpG sites methylated. Similarly,

a hemimethylated CpG dyad has only one methylated CpG site and the opposing

unmethylated, and a methylated CpG dyad has both opposing sites methylated. The

methylation enzymes DNMT1, DNMT3a, and DNMT3b, TET family of demethyla-

tion enzymes, and DNA replication are responsible for the transitions between the

possible states of CpG dyads. The methylation rates of unmethylated CpG dyads

and hemimethylated CpG dyads are k1 and k2, respectively, and the demethylation

rates of hemimethylated and methylated CpG dyads are k3 and k4, respectively. D

denotes the rate of cell division, see Fig. 5.2.

Inspired by (114) the mechanism behind DNA division is described as follows.

Unmethylated DNA strands bond with the parental strands during DNA replication.

Therefore, all parental methylated CpG dyads form hemimethylated CpG dyads in

the daughter cells (115). The hemimethylated CpG dyads in the parental cell either

become unmethylated or remain hemimethylated in the daughter cells. Thus, we

assume that half of the parental hemimethylated CpG dyads become unmethylated

in the daughter cells and the other half remain hemimethylated. Unmethylated

dyads remain unmethylated.

The above biological mechanisms can be translated in a set of ordinary differential
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methylated CpG dyad (x3)

hemimethylated CpG dyad (x2)

unmethylated CpG dyad (x1)

Figure 5.1: The three different states of a CpG dyad; unmethylated (x1), hemimethy-
lated (x2) and methylated (x3) CpG dyads. A white circle denotes an unmethylated
CpG site whereas a black circle represents a methylated CpG site. An unmethylated
(x1) CpG dyad consists of two unmethylated opposite CpG sites, a hemimethylated
dyad (x2) has only one of the two sites methylated and a methylated dyad (x3) has
both opposing sites methylated.

x1 x2 x3

k1 k2

k3 k4

D/2 D

Figure 5.2: The diagram for the methylation rates between x1, x2 and x3.

equations (ODEs) as follows, see (112),

dx1(t)

dt
= −k1x1(t) +

(
k3 +

1

2
D

)
x2(t) (5.2.1)

dx2(t)

dt
= k1x1(t)−

(
k2 + k3 +

1

2
D

)
x2(t) +

(
k4 +D

)
x3(t) (5.2.2)

dx3(t)

dt
= k2x2(t)−

(
k4 +D

)
x3(t). (5.2.3)

It is important to note the difference between D and our various rates ki. D cor-

responds to the cell division rate, while the model parameters correspond to the

methylation rates between the various states of the CpG dyads. Since these have
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separate biological functions, we include both in the model and do not collapse them

to a single parameter. Gene promoters are regions of interest in terms of DNA

methylation levels. Monitoring the evolution of the populations of CpG sites in gene

promoters shows that the total number of CpG dyads has to be constant. We assume

that x1(t) + x2(t) + x3(t) = C, with C > 0. Substituting the above equation into the

set of equations (5.2.1)-(5.2.3), we deduce the equivalent non-homogeneous system

dx1(t)

dt
= −

(
k1 + k3 +

1

2
D

)
x1(t)−

(
k3 +

1

2
D

)
x3(t) + C

(
k3 +

1

2
D

)
dx3(t)

dt
= −k2x1(t)−

(
k2 + k4 +D

)
x3(t) + Ck2

x2(t) = C − x1(t)− x3(t).

Depending on the specific type of tissue, methylation levels in gene promoters

may significantly vary (116). There are two different patterns observed in the DNA

methylation levels in gene promoters; hypomethylated and hypermethylated (117).

In a hypomethylated location, the vast majority of the CpG sites are unmethylated.

On the contrary, a hypermethylated region consists mainly of methylated CpG sites.

Thus, it is necessary to introduce some nonlinear terms to obtain the observed be-

haviour, namely, the bistable state of gene promoters. A key question is developing

the most appropriate nonlinear model that will give the expected behaviour with

respect to the data collected.

From studying the biological mechansims of the system, there are a few ways

to account for a potential transition between two states. If there is an abundance

of unmethylated CpG dyads (x1) and the gene promoter is hypomethylated, it is

reasonable to assume that with time unmethylated CpG dyads will become methy-
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lated. Biologically this could happen as a result of fluctuating levels of DNMT3a

and DNMT3b (denoted in the model by an increase in k1 rate). As the number of

unmethylated CpG dyads (x1) drops, the methylation rate k1 increases. While the

level of unmethylated dyads decreases, the number of hemimethylated dyads (x2)

increases. This can be interpreted as k1 being a decreasing function of x1(t) or an

increasing function of x2(t). It remains unknown if the transition between the two

different states is due to an increase in the de novo methylation enzymes (DNMT3a

and DNMT3b) or whether it is due to a decrease in the demethylation enzymes (the

TET protein family). To account for the latter, it can be assumed that as the number

of unmethylated CpG dyads (x1) decreases, the demethylation rate k3 drops, due to

a change in TET enzyme activity and consequently the number of hemimethylated

CpG dyads increases. This can be described by denoting the rate k3 as an increasing

function of x1(t) or a decreasing function of x2(t). A similar premise can be sug-

gested for the transition rates k2 and k4. A significant rise in methylated CpG dyads

can be a result of an increase in DNMT1 maintenance levels or due to a decrease in

the TET enzymes, namely either a k2 increase or a k4 drop. Thus, it is logical that

k2 can be a decreasing function of x2 or an increasing function of x3 and, k4 can be

an increasing function of x2 or a decreasing function of x3.

Following the biological assumptions made above, there are two plausible ap-

proaches of representing the transition rates as functions of the CpG dyads. These

expressions can be considered either in terms of x2 or in terms of x1 and x3, as

follows. In the equations below, ↗ represents that the function that increases with

respect to x1, x2, or x3, and↘ represents a that the function decreases with respect

to x1, x2, or x3.
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k1(x2) = k11 + k12x
γ1
2 (↗),

k2(x2) = k21 + k22x
γ2
2 (↘),

k3(x2) = k31 + k32x
γ3
2 (↘),

k4(x2) = k41 + k42x
γ4
2 (↗),

or

k1(x1) = k11 + k12x
γ1
1 (↘),

k2(x3) = k21 + k22x
γ2
3 (↗),

k3(x1) = k31 + k32x
γ3
1 (↗),

k4(x3) = k41 + k42x
γ4
3 (↘),

where kj(xi) > 0 and γi ∈ R. We assume here that γi = 2, since these reactions

are akin to second order kinetics which are common in biochemical systems. The

arrow next to each formula denotes an increasing or decreasing transition function

of the populations xi, as biology dictates. In our previous work (112), we selected

methylation rates as functions of x1 and x3. Therefore, the following system is

obtained

dx1(t)

dt
= −A1(x1(t))x1(t)− A2(x1(t))x3(t) + A3(x1(t))C

dx3(t)

dt
= −B1(x3(t))x1(t)−B2(x3(t))x3(t) +B3(x3(t))C

x2(t) = C − x1(t)− x3(t),
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where

A1(x1(t)) = k11 − k12x
2
1(t) + k31 + k32x

2
1(t) +

1

2
D,

A2(x1(t)) = k31 + k32x
2
1(t) +

1

2
D,

A3(x1(t)) = k31 + k32x
2
1(t) +

1

2
D,

B1(x3(t)) = k21 + k22x
2
3(t),

B2(x3(t)) = k21 + k22x
2
3(t) + k41 − k42x

2
3(t) +D,

B3(x3(t)) = k21 + k22x
2
3(t),

see (112). The results of our model corroborate experimental work which has inves-

tigated the epigenetic nature of gene promoters (118). Moreover, sensitivity analysis

was able to suggest which parameters were vulnerable to small perturbations. How-

ever, given the uncertainty which surrounds these parameter values generally and the

lack of quantitative biological information, it is necessary to consolidate our findings.

One approach to these problems is through utilizing Bayesian inference.

5.3 Results

We apply Π4U to the nonlinear DNA methylation model described earlier. The four-

stage Runge-Kutta method was used to generate the model outputs g in the model

prediction equation. The model outputs considered are the time-series evolution for

x1, x2, and x3 from t = 0 to t = 10, with step size ∆t = 0.0001 and every hundredth

step recorded, resulting in 300 sample points. Measured data are simulated by com-

puting all outputs using a reference model and corrupting each output by Gaussian

noise as
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Dk = ξk + σεk

where Dk is the observation data from the kth position of the vector, ξk is the kth

model output, εk is a zero-mean, unit-variance Gaussian variable, and σ is the level

of the noise. The reference model is selected to correspond to some nominal values

of the model parameters. In order for the signal-to-noise ratio to be high enough

for meaningful estimation, we choose σ to be a fraction σ = 0.01α of the standard

deviation α of all model outputs. The model prediction error covariance Σ is assumed

to be a diagonal matrix Σ = σI whose nonzero entries all have the same magnitude

σ.

In the following results, we estimate parameters via the generation of 104 sam-

ples from the posterior for the DNA methylation model. For ease of comparison,

numerical results are computed in terms of the rescaled parameters (θk31 , θk32 , θγ,

σ/α), given by θk31 = k31/k310 , i.e., the ratio between the estimated value and the

nominal value. The prior is assumed uniform on [−4, 4]× [−4, 4]× [−4, 4]× [0, 0.05]

in the scaled parameter space. We consider two formats for the non-linear term

k3: k3(x1) = k31 + k32x
γ
1 , an increasing function of x1, and k3(x2) = k31 + k32x

γ
2 ,

a decreasing function of x2. We take the following parameter values for the nomi-

nal parameter values k310 = 1, k320 = 0.01, γ0 = 2, and σ = 0.01α for k3(x1) and

k310 = 100, k320 = −0.01, γ0 = 2, and σ = 0.01α for k3(x2).

5.3.1 Parameter Estimation

In this case, we have two sets of reference data. The first, denoted O1, comes from the

time history generated by the model M1 where the expression k3 depends on x1 and
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the second, denoted O2, comes from the model M2 where the expression k3 depends

on x2. In both cases, k1 = 0.012, k2 = 99, k4 = 0.08 and the other parameters are

as described above.

The results using k3(x1) are displayed in Figure 5.3, which show a strong negative

correlation with k31 and k32, which determine the hemimethylation rate of CpG dyads

(x2 to x1). This makes intuitive sense, as an increase in k31 should correspond with

a decrease in k32 to match the dynamics. Correspondingly, both k32 and γ have a

strong negative correlation.

The recovered scaled mean parameter values are in Table 5.1, recovering values

(k31, k32, γ, σ/α) = (0.961, 0.0105, 1.998, 0.010). To quantify the degree of uncer-

tainty for each parameter’s posterior distribution, we compute the coefficient of vari-

ation, defined as the ratio of its standard deviation to its mean (denoting the results

uk31 , uk32 , uγ, uσ/α). In all cases, the parameter values are recovered within one

standard deviation of the nominal values.

The results using k3(x2) are displayed in Figure 5.4, which displays different

correlations than the k3(x1) case. Here, the k31 parameter is found almost exactly,

while k32 and γ have a range of negative and positive values that are found. This is

likely due to small changes in k32 and γ not greatly effecting the dynamics of k3(x2).

The recovered scaled mean parameter values are in Table 5.1, recovering values

(k31, k32, γ, σ/α) = (99.1, -0.014, 0.576, 0.010). In this case, the parameters are all

recovered within two standard deviations of the mean, due to the wide smear in the

recovered parameter values.
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Figure 5.3: Parameter estimation results using reference data from the model where
k3 = k31 + k32x

γ
1 with a time history from T = 0 to T = 10. The nominal parameter

values used were k31 = 1, k32 = 0.01, γ = 2, and noise level σ = 0.01α. The model
used in parameter estimation is k3 = k31 +k32x

γ
1 . Histograms for each parameter are

displayed along the main diagonal of the figure. Sub-figures below the diagonal show
the marginal joint density functions for each pair of parameters, while sub-figures
above the diagonal show the samples used in the final stage of TMCMC. Colors
correspond to probabilities, with yellow likely and blue unlikely.

5.3.2 Model Selection

Next, our aim was to identify which model generated which reference data set. To

do this, we used the reference data set for k3(x2) and use the k3(x1) model to recover

parameters; correspondingly the k3(x2) model also uses the k3(x1) reference data to

perform parameter estimation. The results for these two experiments are displayed

in Figures 5.5a and 5.5b, respectively. Since k3(x2) takes on parameter values in a

much larger range and k3(x1) is increasing, the prior distributions were expanded to

[0, 400]× [0, 400]× [0, 4]× [0, 0.20] and [−4, 4]× [−4, 4]× [−4, 4]× [0, 0.20] for models

k3(x1) and k3(x2), respectively.



84

Figure 5.4: Parameter estimation results using reference data from model where
k3 = k31 + k32x

γ
2 with a time history from T = 0 to T = 10. The nominal parameter

values used were k31 = 100, k32 = −0.01, γ = 2, and noise level σ = 0.01α. The
model used in parameter estimation is k3 = k31+k32x

γ
2 .Descriptions of the sub-figures

can be found in Figure 5.3.

To analyze the various models, the results from the previous four experiments

are displayed in Table 5.1. By comparing the probabilities for both models that

used reference data from k3(x1), we find that with probability one that data came

from model k3(x1), regardless of the range of parameter values that are explored.

Correspondingly, model k3(x2) recovered parameters that are very different from the

nominal parameter values, further demonstrating the inability of that model to re-

cover dynamics similar to those of the observed data. When comparing the model

probabilities for the observation data from k3(x2), we find with probability ∼ 0.91

that the data came from model k3(x2) when we use a sufficiently large prior distribu-

tion for model k3(x1). However, to achieve this result requires an immense parameter

domain that seems infeasible in general as the recovered parameters are 200 times

the expected value. Thus, we are able to confidently resolve a model misspecification

problem; i.e., we are able to correctly recover the model that generated each of the
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(a) Results for using model k3(x1) on reference data from k3(x2).

(b) Results for using model k3(x2) on reference data from k3(x1).

Figure 5.5: Parameter estimation results using the “incorrect” model on reference
data, i.e. the model k3(x1) on noisy data generated from k3(x2) and similarly for
model k3(x2). Descriptions of the sub-figures can be found in Figure 5.3, and the
parameter values used can be found in Figures 5.3 and 5.4.

data sets used.
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Model p(Mj|D) θk31 uk31 (%) θk32 uk32 (%)
M1, O1 ∼ 1.0 0.961 37.96 1.045 19.79
M2, O1 ∼ 0.0 0.252 1.64 -3.161 11.89
M1, O2 0.0936 94.242 2.52 170.437 5.18
M2, O2 0.9064 0.991 0.32 -1.445 -116.22

Model θγ uγ (%) σ/α uσ/α (%)
M1, O1 0.999 2.223 0.010 4.22
M2, O1 1.202 1.50 0.134 3.24
M1, O2 0.138 5.73 0.010 3.94
M2, O2 0.288 162.73 0.010 3.08

Table 5.1: Subset of model selection results for DNA methylation models.

5.3.3 Two Standard Deviation Added-Noise and Nonlinear

Model

Another method to add noise is to use a different standard deviation for each model

output. Previously, we had assumed that the noise was added with a constant factor

that was the same for x1, x2, and x3. However, the spread of these three populations

may be different, so we instead considered the case where we had a different standard

deviation, σ1 and σ3, for x1 and x3. The covariance matrix was still assumed to be

diagonal, but now Σj,j = σ1 for j = 1, 3, . . .m− 1 and Σj,j = σ3 for j = 2, 4, . . . ,m.

The noise was added as before, but where we used σ1 when the output corresponds

to an x1 observation, and σ3 otherwise, i.e.

Dk =


ξk + σ1εk, k = 1, 3, . . . ,m− 1,

ξk + σ3εk, k = 2, 4, . . . ,m.

In the following experiments, we worked with the nonlinear coefficient cases and

considered two potential models: M1,3, where the coefficients for k1 and k3 depend

on x1 and k2 and k4 depend on x3 and M2, in which all coefficients depend on x2.
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For each of these models, we generated reference data as described above using noisy

observations from model M1,3, denoted O1,3, or noisy observations from model M2,

denoted O2. We first estimated parameters for each model using the noisy data that

was generated from that model. Secondly, we tried to identify which model generated

what data. Three experiments were performed: first we attempted to recover the

parameters for models M1,3 and M2. Second, model selection was performed to see

if the Π4U framework was able to recover which model generated which data set.

Finally, we tried to recover all eight model parameters, as well as the corresponding

noise levels.

Again, for the ease of comparison, numerical results were computed in terms

of the rescaled parameters (θk11 , θk21 , θk32 , θk41 , θγ, σ1/α1, σ3/α3), given by θk11 =

k11/k110 , i.e. the ratio between the estimated value and the nominal value. The prior

was assumed uniform on [0, 4]× [0, 4]× [0, 4]× [0, 4]× [0, 0.05]× [0, 0.05] in the scaled

parameter space. We took the following parameter values for the nominal parameter

values k110 = 2.1, k210 = 10, k320 = 0.0099, and k410 = 4 for M1,3 and k110 = 1.9,

k210 = 110, k320 = −0.0099, and k410 = 2 for M2.

5.3.3.1 The Four Most Sensitive Parameters

In this experiment, we used model M1,3 with noisy observations O1,3 or M2 with noisy

observations O2 to perform parameter estimation for the four model parameters k11,

k21, k32, and k41, which were found to be the four parameters that caused the largest

changes in x1, x2, and x3 (112). In addition, we also tried to recover the amount of

added noise. In these experiments, 5% noise was added to the model outputs of x1

and x3 to generate observations O1,3, where σi = 0.05αi, for i = 1, 3 and αi is the

standard deviation for model outputs xi.
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Figure 5.6: Parameter estimation results for model M1,3 using reference data O1,3

with 5% added noise. Histograms for each parameter are displayed along the main
diagonal of the figure. Sub-figures below the diagonal show the marginal joint density
functions for each pair of parameters, while sub-figures above the diagonal show the
samples used in the final stage of TMCMC. Colors correspond to probabilities, with
yellow likely and blue unlikely. Red dots indicate the parameter values used for
generating the noisy data set used for performing parameter estimation and model
selection.

The case where observations were created using model M1,3 has results displayed

in Figure 5.6, where the parameters used for generating the reference data are marked

with red dots. We see clear correlations between the parameters: k11 and k32 have

a positive correlation, which makes intuitive sense as those two coefficients have

opposite effects: one controls the methylation rate, while the other influences the

demethylation rate. Correspondingly, we see positive correlations with k21 and k41.

In addition to the marginal posterior distributions matching the expected correla-

tions, they also include the nominal parameter values used to create the reference

data: for all four model parameters, the “true” parameter value is recovered within

one standard deviation; the level of the noise is also recovered well for this case.

The marginal distributions from σ1/α1 and σ3/α3 are both centered around 0.05,
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the noise level used to create the noisy observations.

Figure 5.7: Parameter estimation results for model M2 using reference data O2 with
5% added noise.

Our second case, where model M2 was used to create noisy observations O2, also

performs well: as with the previous case, all of the nominal parameter values are

recovered within one standard deviation of the estimated means. Furthermore, there

are similar correlations to the previous case. Now the correlation between k21 and k32

is negative due to k32 having a negative coefficient: for larger values of k21, a more

negative coefficient is needed to have similar dynamics as the observations. In both

cases, the relative uncertainty of all parameters are on the same scale. The exception

is k21 for M1,3, which has a relatively bigger uncertainty than the other parameters.

This large uncertainty in k21 could be due to the relatively larger parameter values

that θk21 explores during the TMCMC algorithm.

Next, we performed model selection. To do this, we used model M2 on O1,3 and

model M1,3 on O2 to see whether it could still produce the same dynamic behavior

as the other model. We compared both models’ results on each set of the noisy
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(a) Results for using model M1,3 on reference data from O2.

(b) Results for using model M2 on reference data from O1,3.

Figure 5.8: Parameter estimation results using a different model than the one that
generated the reference data. Descriptions of the sub-figures can be found in Figure
5.3, and the parameter values used can be found in Figures 5.6 and 5.7.

observations. In both cases, as seen in Table 5.2, the other model is unable to recover

the dynamics using the uniform prior [0, 8]× [0, 8]× [0, 8]× [0, 8]× [0, 1]× [0, 1]. When

the probabilities for the two models are compared, the likelihood of M2 on O1,3 is

negligible, and similarly for M1 on O2. These results can be intuitively seen by also
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looking at how the incorrect models are inadequate at estimating the parameters, as

they are not able to match the dynamics of the problem. Demonstrated in Figure 5.8,

the “best” parameters in these cases are along the border of the prior distribution

and to better match the observed data, portraying that parameter values much larger

than those expected biologically are required to recover dynamics close to the noisy

observations.

Model p(Mi|D) θk11 uk11 (%) θk21 uk21 (%) θk32
M1,3, O1,3 ∼ 1.00 1.0030 1.09 0.8374 23.93 0.9710
M2, O1,3 ∼ 0.00 1.7466 6.66 5.3280 5.21 0.0316
M1,3, O2 ∼ 0.00 0.2060 2.14 7.1298 2.09 0.0004
M2, O2 ∼ 1.00 0.9975 1.20 0.9945 0.80 1.0032

Model uk32 (%) θk41 uk41 (%) σ1/α1 uσ1/α1 σ3/α3 uσ3/α3

M1,3, O1,3 4.82 0.9926 2.01 0.0521 4.78 0.0498 5.36
M2, O1,3 92.75 0.0112 112.73 0.7903 4.37 0.6196 5.34
M1,3, O2 115.23 7.9701 0.47 0.9992 0.10 0.9980 0.17
M2, O2 0.92 0.9884 1.99 0.0524 5.39 0.0495 4.77

Table 5.2: Model selection results for estimating four most sensitive transition rates
for two model scenarios and two observed data sets for 5% added noise.

5.3.4 All Parameters

Finally, we attempted to recover the eight coefficients for all four parameters k1, k2,

k3, and k4 using noisy observations from model M1,3 and M2. We did this for two

cases of added noise: 1% and 5% noise.

For the 1% added noise case using model M1,3 displayed in Figure 5.9, all pa-

rameters are recovered within two standard deviations of the means. As in the four

parameter case, the distribution for k21 has a rather wide standard deviation. Fur-

thermore, we note that the parameters k12, k22, k42 all have wider distributions than

the more sensitive parameters k11, k32, and k41. This matches intuition, as the pa-
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Figure 5.9: Parameter estimation results for model M1,3 using reference data O1,3

with 1% added noise.

rameters that cause larger changes in the model outputs are more easily recovered

since we want to minimize the difference between model outputs and observed data.

In addition, the model correlations match what is expected from the system dynam-

ics: for example, k21 and k22 have a negative correlation. Since the coefficient k2(x3)

is an increasing function, a larger value of k21 would require a smaller value of k22

to result in similar values for k2(x3).

In addition, we again considered the 1% added noise case for M2, shown in

Figure 5.10. For the model where coefficients depend on x2 all nominal parameter

values are found within two standard deviations of the recovered means, except k12.

It was found that, model M2 is highly insensitive to k12: increasing or decreasing

k12 by 50% change the model outputs on the order of 10−5; however, the added

noise adjusts the parameter values on the order of 10−1. Due to this discrepancy

in the model sensitivity and noise level, it seems that the parameter value for k12

is difficult to recover and, as a result of model robustness to this parameter, is not

as important to recover accurately. Similar to the M1,3 case, the recovered marginal



93

Figure 5.10: Parameter estimation results for model M2 using reference data O2 with
1% added noise.

distributions have correlations that match intuition. For example, k21 and k22 have

a positive correlation. Since k2(x2) is a decreasing function, smaller values of k21

correspondingly need smaller values of k22 to keep k2 close to the same values as the

nominal parameter values.

Model p(Mj|D) θk11 uk11 (%) θk12 uk12 (%) θk21 uk21 (%)
M1,3, O1,3 ∼ 1.0 0.999 0.43 0.743 71.00 0.636 46.81
M2, O1,3 ∼ 0.0 3.899 0.85 0.650 59.11 4.000 0.01
M1,3, O2 ∼ 0.0 0.326 1.14 0.011 118.97 2.943 6.43
M2, O2 ∼ 1.0 0.992 0.52 3.151 16.66 1.010 0.88

θk22 uk22 θk31 uk31 θk32 uk32 θk41 uk42
1.106 9.36 1.000 0.90 0.998 1.34 1.018 4.88
0.006 115.00 1.740 0.84 0.001 99.19 0.000 92.20
0.001 102.08 4.000 0.05 0.001 114.44 1.400 7.75
1.017 1.13 1.000 0.80 0.996 1.16 1.003 0.99

θk42 uk42 σ1/α1 uσ1/α1 (%) σ3/α3 uσ3/α3 (%)
0.934 5.48 0.011 5.57 0.010 5.90
3.696 6.05 0.200 0.0003 0.200 0.01
0.005 94.86 0.200 0.03 0.200 0.02
0.536 72.47 0.01 6.18 0.01 6.37

Table 5.3: Model selection results for estimating all transition rates added noise for
two model scenarios and two observed data sets for 1% added noise.
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Model selection was also performed on these parameter values. The scaled model

parameters were given a prior of [0, 4] and the standard deviations had a uniform

prior on [0, 0.20]. In these cases, we find that M1,3 is the model that best matches

O1,3 with probability one, and similarly M2 best matches O2 with probability one.

In addition, the incorrect models are unable to recover the proper parameter values.

As seen in Table 5.3, many of the recovered parameter values are on the boundary

of the prior distribution, demonstrating that the usual domain for the parameters of

each model are not able to recover the dynamics of the other model. In both of our

cases, we are able to recover that O1,3 came from M1,3 and O2 is a noisy version of

model M2.

The same experiment was repeated using 5% added noise. Using model M1,3

(seen in Figure 5.11), the 5% noise case recovers all parameters within two standard

deviations, although the distributions are comparatively wider than those found in

previous experiments: most of the recovered standard deviations are 2–5 times as

large for 5% added noise as the 1% added noise case. Again, this matches intuition

as noisier data should result in more uncertainty in the estimated distributions.

Figure 5.11: Parameter estimation results M1,3 using reference data O1,3 with 5%
added noise.
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For model M2, more model parameters are not estimated well: k12, k31, k32,

and k42 are not recovered within two standard deviations, and most parameters are

only recovered due to having very large standard deviations. For M2, all standard

deviations for the 5% noise case are 2–5 times as large as those for 1% noise.

Model p(Mj|D) θk11 uk11 (%) θk12 uk12 (%) θk21 uk21 (%)
M1,3, O1,3 ∼ 1.0 1.029 2.01 0.521 88.73 1.34 47.35
M2, O1,3 ∼ 0.0 3.429 9.10 1.269 68.52 3.907 3.08
M1,3, O2 ∼ 0.0 0.340 3.36 0.078 100.10 3.687 4.93
M2, O2 ∼ 1.0 0.925 2.23 0.667 69.54 1.173 4.78

θk22 uk22 θk31 uk31 θk32 uk32 θk41 uk42
0.967 23.81 1.073 3.75 1.087 6.50 1.008 18.74
0.334 90.12 1.559 10.10 0.126 102.09 0.007 106.47
0.004 81.31 3.986 0.34 0.004 109.10 1.869 6.33
1.244 5.53 0.995 5.46 0.917 7.37 1.139 4.96

θk42 uk42 σ1/α1 uσ1/α1 (%) σ3/α3 uσ3/α3 (%)
1.017 23.21 0.053 5.61 0.050 6.10
1.765 59.56 0.837 5.05 0.665 5.80
0.031 102.78 0.499 0.18 0.499 0.12
1.061 81.26 0.55 6.91 0.051 6.87

Table 5.4: Model selection results for estimating all transition rates added noise for
two model scenarios and two observed data sets for 5% added noise.

Finally, the model selection was again performed and similar results to the 1%

noise case occurred: again, the model probabilities accurately conclude which obser-

vation data came from which model. Secondly, the distributions again move to the

boundaries of the domain, demonstrating that for the typical parameter values, M2

cannot give the dynamics of M1,3 and vice versa.

5.4 Discussion

In this paper, we presented an uncertainty quantification framework that is appli-

cable to a wide array of parameter estimation and model selection problems. For
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experimental biologists with wet lab data, the methodology can be used to test and

improve various models, as well as guide future research. In order to use the method

described in the paper, three components are necessary: first, experimental data

are needed as the reference data. Second, model or models for the biological phe-

nomena are needed to estimate parameters or test which model best describes the

experimental data. Finally, a “connector” code is required to compare the model

to the experimental data. Our Bayesian framework propagates the forward model

through sampled sets of parameters and uses the goodness of the fit to guide the

next generation of samples. In addition, this approach is highly parallelizable, lend-

ing itself easily to applications that were previously too computationally intensive

to be feasible (31). Due to these simple three requirements and its parallelizability,

this method is useable for parameter estimation and model selection problems for a

wide array of fields and backgrounds.

We find that the Bayesian uncertainty quantification framework allows us to re-

cover robust predictions for parameters of the DNA methylation model, for example

the the demethylation rate k3, despite only using a limited amount of noisy data.

When examining the model with unknown exponent γ, the method was able to

accurately recover all parameters within two standard deviations of the nominal pa-

rameter values for observed data that was generated from the corresponding model.

Furthermore, the method was able to discern which model the observed data were

generated from, as long as the biological constraints were maintained. Our methodol-

ogy prefers that demethylation is dependent upon the total number of unmethylated

CpG dyads for the noisy data generated from that assumption. If the parameter

space searched allows the model to no longer obey the observed monotonicity of

the demethylation parameters, the observed data generated from the demethylation

parameter depending on hemimethylated CpG dyads x2, i.e. k3(x2), can be matched
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to both models.

In our second scenario, we considered various noise levels and estimated more

model parameters for the demethylation rates, although we assumed that the ex-

ponent was fixed γ = 2 for all populations. For the four most sensitive parameter

scenario, all parameters were recovered within a reasonable deviation from the nomi-

nal values. Furthermore, correlations that match the intuition of the biological model

are observed in the various recovered parameter values. Finally, we were also able

to identify whether the parameters depended on the unmethylated and methylated

or the hemimethylated CpG dyads, showing that our method may be able to help

better understand the biological process if given real data.

Finally, we estimate all eight parameters related to demethylation rates for a few

added noise scenarios to demonstrate the power of the Bayesian framework. Again,

when the parameters depend on unmethylated and methylated CpG dyads, all values

are recovered within two standard deviations of the nominal parameter values. The

scenario where the parameters depend on the hemimethylated CpG dyads has a bit

more difficulty recovering the nominal parameter values for 5% added noise, but this

is likely due to some model insensitivity to those parameter values. In all cases,

however, we are able to recover which model generated what observed data. In

addition, by comparing the recovered levels of noise, we observe that the σ = 0.05α

scenarios correspondingly have larger uncertainties in the recovered parameter values

than the σ = 0.01α cases.

It is important to put the results of our work within a biological context. For

example, a finding of the work is the ability of our technique to determine if model

parameter values are dependent on different methylation states. The issue of whether

or not rates of methylation/demethylation are inexorably linked to promoter topol-
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ogy is an ongoing question the experimental community has been attempting to

unravel. For instance, it is generally regarded that during replication DNMTs are

responsible for the remethylation of hemimethylated DNA. However, due to a num-

ber of experimental findings it has been suggested by (118) that this is unfeasible

and that the methylation of a CpG site is affected by the methylation levels of the

nearby CpG sites. This idea couples DNMTs activity with CpG level. Therefore, the

fact that our theoretical analysis can explore this issue is a significant feature of our

work which can be explored further by the experimental community. Another area of

biological significance is that our models are based on the assumption of enzymatic

processivity (i.e. how DNMT1, DNMT3a, and DNMT3b behave with various lev-

els of methylated, demethylated, and hemimethylated dyads) (119). A way to fully

test the findings from our model would be determine in the laboratory whether our

findings hold in case it turns out that DNMTs are not processive enzymes and that

rather other factors are at play, as for example, RNA directed DNA methylation.



Chapter Six

Bayesian uncertainty

quantification for micro-swimmers

with fully resolved hydrodynamics
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6.1 Introduction

Mathematical models to investigate the swimming speeds and efficiency of micro-

swimmers date back to the foundational work of Taylor (11, 120, 10, 121). This

pioneering work focused on studying a swimmer represented as either a planar

sheet in 2-dimensions (2D) or a waving cylindrical tail in 3-dimensions (3D), both

of infinite extent and with a prescribed beat form. State of the art now involves

highly computational 2D or 3D models of swimmers with a finite length flagellum

(tail) and accurate geometries where the beat form is either prescribed or an emer-

gent property of the coupled system where the fluid dynamics are fully resolved

(122, 123, 124, 125, 126, 127, 128, 129, 130, 131). These models are able to to incor-

porate material properties of the actual flagellum and the fluid stress may be linear

or nonlinear with respect to the strain (132, 12, 133, 134).

Currently, there is great interest in understanding the coupling between fluids

and the swimming structure. In the case of sperm motility, understanding motility

patterns could lead to the development of treatments to either aid or hinder sperm

progression (135). In experiments, CASA (computer aided sperm analysis) is a

widely used software that is able to track the head or cell body of sperm to determine

swimming velocities and can also be used to determine beat frequency of the flagel-

lum (tail). However, these data are often noisy and one might want to understand

the fluid properties or swimmer properties (geometry or constitutive parameters)

that would allow for these types of trajectories. Previous estimation of constitutive

parameters such as flexural rigidity and shear stiffness has usually been completed

using experiments that either analyze the beat form of the flagellum (with or without

manipulation) and modifications of elastic beam theory (136, 137, 138, 139, 140).

Since these approaches do not have fully resolved hydrodynamics, nor do they ac-
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count for all of the active force generation by dynein motors, this of course is very

restrictive. These parameters give insight into the constitutive parameters but do

not necessarily correlate with those that would be used in accurate fluid-structure

interaction simulations.

In addition, an active area is in the development of artificial micro-swimmers for

applications such as drug delivery and microsurgery (141, 142, 143, 144). In the case

of artificial micro-swimmers, most are bio- inspired and have flagella. The swimming

is achieved through physical mechanisms and could be driven by a magnetic field,

electric field, or a chemical reaction. In the context of artificial micro-swimmers,

one might want to determine parameters that lead to an optimal swimming gate for

a particular application. Optimal could be defined as the fastest swimming speed,

maximizing hydrodynamic efficiency, or leading to a preferred path or trajectory.

Little prior work has been completed in terms of parameter estimation or uncer-

tainty quantification for micro-swimmers. Plouraboue et al. (145) used a simplified

bead model to represent a swimmer with linear elasticity. Identifiability conditions

determined that parameter identification was possible in the presence of noise. How-

ever, even in this simplified model, forcing and passive parameters could only be

identified separately, not simultaneously. The assumed linear relationship between

the observed data and the parameters to be solved for allowed estimations of the pa-

rameters, but models of micro-swimmers are generally non-linear due to the complex

coupling of the emergent flagellar bending with the fluid dynamics (11). Recently,

Tsang et al.(146) explored the idea of self-learning to optimize locomotion of syn-

thetic micro-swimmers in the different fluid environments that might be encountered

in the body for drug delivery applications. These artificial micro-swimmers were self-

learning and adaptive.
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In this work, we utilize a Bayesian framework for uncertainty quantification to

understand the emergent trajectories and swimming speeds of micro-swimmers. We

assume the micro-swimmers are immersed in a fluid with a sparse network of fibers,

which is captured via a flow dependent term with a resistance parameter, and the

hydrodynamics are fully resolved utilizing the method of regularized fundamental

solutions (147, 148, 149). The resistance parameter allows exploration of a Stokes

fluid (in the limit of no resistance) to a range of applicable in vivo fluid environ-

ments. In the swimmer model, we include non-linearities in the elasticity portion

since the elastic energy depends on curvature– a nonlinear function of shape, mak-

ing previous analytical methods on simplified models (as in (145)) not feasible. In

this context, Bayesian estimation methods allow us to leverage our prior knowledge

of micro-swimmers and the viscous medium to inform the search of the parameter

space. We examine the validity of using the parallel transitional Markov chain Monte

Carlo (TMCMC) algorithm for micro-swimmer questions. This is done by using the

high performance computing framework Π4U (17, 31, 27) to estimate parameters for

the fluid resistance and material parameters of the flagella using noisy in silico obser-

vations generated from the biological model, which allows us to garner correlations

between parameters and gain insights into the underlying biological mechanisms.

Through the marginal joint densities for each pair of estimated parameters, we gain

further insight into the fluid dynamics of micro-swimmers by understanding which

sets of parameters give similar swimmer trajectories.
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6.2 Micro-swimmer Model

6.2.1 Fluid Equations

Micro-swimmers navigate in the regime where viscous forces dominate and acceler-

ation is negligible (120, 125). A common approach is to model the fluid that the

swimmer is immersed in via the steady Stokes equations. This of course will be

representative of experimental data in a lab where sperm are in water. However,

in vivo, many micro-swimmers encounter non-homogeneous fluids where there is a

protein network or other obstacles. For example, mammalian spermatozoa navigate

in vaginal and cervical fluids with a network of mucin fibers (150, 151) and bacteria

navigate through a mucus layer or in biofilms, both consisting of a network of poly-

meric substances (152, 153). The appropriate governing equation for the fluid will

depend on several factors relating to the volume fraction, material properties, and

movement of the immersed fibers or proteins.

In the case of a stationary and sparse network of fibers or obstacles in the fluid,

the Brinkman equation can be used (154, 155, 156, 157, 158). This is a fluid model

that does not model the exact architecture and location of the fibers, but captures

the homogenized fluid flow, and has been successfully used to model different types

of micro-swimmers (159, 160, 161, 162, 149). The incompressible Brinkman equation

is

µf∆v
∗ − µf

KD

v∗ = ∇p∗ − F ∗, ∇ · v∗ = 0 (6.2.1)

where v∗ is the fluid flow, p∗ is the pressure, µf is the viscosity of the fluid, and the

fibers or particles are represented via the Darcy permeability KD (units of length

squared). Here, F ∗ is a force density that a micro-swimmer exerts on the surround-
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ing fluid (163, 149, 164, 148, 165). We use an immersed boundary approach where

the swimmer is assumed to be a neutrally buoyant structure immersed in the incom-

pressible fluid (166). We note that for micro-swimmers, this governing equation is

only valid when the fibers are sparse enough such that there is room for the swim-

mer to navigate without pushing on any of the fibers. Spielman (158) derived a

relationship between the darcy permeability and the volume fraction of fibers and

we have previously shown that a volume fraction of less than 2% fibers is valid and

in a biologically relevant range for micro-swimmers such as sperm (149, 163, 148).

Defining L as the characteristic length scale (length of the micro-swimmer) and

α = L/
√
KD as the resistance parameter, we arrive at the nondimensional Brinkman

equation,

∆v − α2v = ∇p− F , ∇ · v = 0. (6.2.2)

This equation governs the fluid flow v at any point x in the domain. The utility

in using this equation is that as α → 0, we recover a Stokes flow and by varying

this single parameter, we can explore different in vivo fluid environments. Since the

force density corresponding to the micro-swimmers will be a singular force layer, we

write F (x) = Fδ(x−X) where the micro-swimmer location(s) are given by X and

δ is the delta distribution. Since the Brinkman equation is linear, we can utilize

fundamental solutions to solve for the resulting flow. Although we note that due to

the coupled fluid-structure interaction, the elastic response of the swimmer to drag

or flow is non-linear.

The force density corresponding to the micro-swimmers in Eq. (6.2.2) is a singular

force layer. We write F as F (x) = Fδ(x −X), for micro-swimmer location(s) X

and delta distribution δ. However, swimmers represented as curves will lead to

singular integrals. To resolve this issue, we can regularize the forces using a mollifier
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φε(x−X) and then solve for the resulting regularized fundamental solution for the

Brinkman equation, known as the regularized Brinkmanlet (147, 148). In this case,

F in (6.2.2) is replaced with Fφε(x −X), where ε is the regularization parameter

corresponding to the region where most of the force is spread to the fluid. In the

case of a micro-swimmer, we can choose this width to correspond to the radius of the

flagellum (tail); the width we choose has emergent swimming speeds for swimmers

that match previous asymptotic results (163, 149, 160, 148).

We will study micro-swimmers such as sperm in a 2-dimensional, infinite fluid.

Each swimmer is represented as a discretized set of points, Xk for k = 1, . . . , N ,

where r = ||x−Xk|| (utilizing the standard Euclidean norm). The solution approach

involves taking the divergence of the regularized version of (6.2.2) to solve for the

pressure, which is then plugged back into (6.2.2) to solve for the resulting Brinkman

flow. Since the Brinkman equation is linear, we have a solution that is a superposition

of all of the point forces. As described in (148), the resulting fluid flow and pressure

at a point x due to N regularized point forces on the structure of the swimmer is

given as

p(x) =
N∑
i=1

F i∇Gε(r), (6.2.3a)

v(x) =
N∑
i=1

[
−F iB

′′
ε (r) + (F i · (x−Xi))(x−Xi)

rB′′δ (r)−B′δ(r)
r3

]
, (6.2.3b)

where φε = ∇2Gε and Bε is implicitly defined as (∆ − α2)Bε = Gε. Note that∫∞
0
rφεdr = 1

2π
and as ε → 0, the dirac delta distribution is recovered. Details of

the numerical method are given in Leiderman et al.(148, 167). For the swimmer, at

each point in time, it will have a given configuration X that will lead to forces F

along the structure (details in the Appendix). Thus, at each moment in time, we

are solving for the instantaneous fluid flow. To march forward in time, we assume



106

that the swimmer is moving with the resulting fluid flow, i.e. dX/dt = v(X). In

the case of MS swimmers each with NT points, the summation in (6.2.3a)–(6.2.3b)

is then taken over theMSNT points. This becomes computationally intensive when

solving for a large number of time steps or for a large number of micro-swimmers

since there are approximately O(MSNT ) calculations at each time step.

The micro-swimmer we model is a simplified representation of a sperm with a

head (cell body) attached to a flagellum (tail). Since we are at zero-Reynolds number,

this will correspond to force-free and torque-free swimming (120). (Note that in the

case when the sum of forces in the system is non-zero, extra terms must be accounted

for in (6.2.3b) (168, 167).) The active force generation along the elastic flagellum

propels the swimmer forward whereas the head is a passive and fairly rigid structure

(containing the genetic material) (11). The flagellum is discretized into NF points

(Xj
F ) and the head is discretized into NH points (Xj

H), for a total of NT = NF +NH

point forces on each micro-swimmer (j = 1, . . . ,MS). We detail the specifics of the

force models in the Appendix. Briefly, using a model similar to Fauci and McDonald

(169), we derive an energy E(Xj) for each swimmer j, where a variational derivative

of this energy results in the forces,

F j = − ∂E
j

∂Xj

= − ∂

∂Xj

(
Ej
F,bend(X

j
F ) + Ej

F,tens(X
j
F ) + Ej

H,bend(X
j
H) + Ej

H,tens(X
j
H) + Ej

N(Xj
F ,X

j
H)
)
,

(6.2.4)

and this is the force density that is put into (6.2.2) as a regularized force, F = Fφε.

The total energy E(X), will be a sum of different energy components correspond-

ing to a bending and tensile energy in the flagellum (EF,bend and EF,tens) and head

(EH,bend and EH,tens), as well as an energy component corresponding to the connec-

tion of the head and flagellum in the neck region (EN). The bending energy will drive
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the dynamics and resulting motion of the flagellum and is detailed in the Appendix.

6.3 Results

We now apply the Bayesian framework of Chapter 2 to the cases of a single micro-

swimmer and two interacting micro-swimmers. Previous studies have shown complex

relationships between stiffness of the flagellum and emergent swimming speeds and

trajectories (122, 126, 165, 170); fluid resistance, characteristic of in vivo environ-

ments, also increases this complexity (163, 149, 164, 148). The mapping between

parameter space (material and/or fluid parameters) and swimmer trajectories is not

fully understood due to the non-linear elastic responses of the flagellum. To ensure

we fully explored the parameter space, as well as ensuring posterior distributions

were continuous, we used 2000 samples for each generation of TMCMC.

The forward model for the micro-swimmers uses a time-step of 4t (refer to Table

6.6) to propagate the solution forward in time up to nondimensional time T = 20

(corresponding to 40 beat cycles of the tail and 2 seconds of real time). Although

we are interested in both the in vivo (fluids with α 6= 0) and the in vitro case with

α → 0, we choose our in silico reference data as either a swimming speed based on

the center of the head of the swimmer or the distance between the heads and tails

of swimmers (in the multi-swimmer case). This is motivated by the in vitro setup

where images are taken in the range of 20 to 60 Hz and resolution often only allows

tracking of the center of the head (135). To estimate quantities of interest, we utilize

observations at ∼25 Hz. As a proof of concept, we use simulated observation data
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by perturbing model outputs with Gaussian noise as

Dk = ξk + σεk

where Dk is the observation from the kth position of the vector, ξk is the kth model

output, εk is a zero-mean, unit-variance Gaussian variable, and σ is the level of the

noise. In order to have a meaningful noise-level, we choose σ to be a fraction σ = γβ,

where γ is the percent of noise considered, and β is the mean of the absolute value

for all model outputs. The model prediction error covariance Σ from Equation 2.1.5

is assumed to be diagonal, such that Σ = σI whose non-zero entries all have the

same magnitude σ.

6.3.1 Single Micro-Swimmer

As illustrated in Fig. 6.1, even though each simulation has the same initial conditions

and beat form parameters (Table 6.6), the emergent swimming speed and trajectory

of the deterministic swimmer model is a function of both the resistance parameter α

(corresponding to the volume fraction of stationary fibers) as well as the parameters

relating to the stiffness of the flagellum that is actively bending to propel the swim-

mer forward. Asymptotic analysis of infinite length swimmers with a prescribed beat

form in a Brinkman fluid provides insight into these relationships; increased swim-

ming speeds can be obtained with increased amplitude and/or increased resistance

(160, 163). However, the work required to achieve larger amplitude bending at a

higher volume fraction of fibers in the fluid (corresponding to a larger α) becomes

too large of a hurdle for micro-swimmers to overcome (163, 149). That is why in

models with emergent beat forms, there is often an enhancement in swimming speeds

for a moderate range of α and then a decreased swimming speed due to a decreased
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achieved amplitude at larger α (148, 149). In addition, the parameters related to

the tail stiffness will lead to a range of emergent beat forms, with different achieved

amplitudes, which then results in different swimming speeds. As can be seen from

Fig. 6.1(A) to (B), halving only the tail curvature stiffness parameter KC results

in a slower swimmer with smaller achieved amplitude (seen in tail traces). From

Eq. (6.4.1), we can observe that the magnitude of KC controls how closely the swim-

mer will try to maintain the preferred beat form. In (C), the x-location of the center

of the head can be seen for different α and KC . At this range of parameter values,

we observe that the higher α results in a small increase in forward progression and

that the larger KC results in a larger increase in forward progression. The small

oscillations in the graphs correspond to the beat form where the swimmer may actu-

ally move backwards for a small portion of the beat but in the overall beat, forward

progression is made.

(A) α = 1,KC = 8.0

(C) Head Center Location(B) α = 1,KC = 4.0

Figure 6.1: Representative computational model results for the micro-swimmer. A
swimmer at T = 20 using resistance parameter α = 1 and tail curvature stiffness
KC = 8.0 in (A) and α = 1 and KC = 4.0 in (B). Flow field (arrows) and pressure
(colorbar) in (A)-(B) are normalized by the maximum values in (A). The trace of
the end of the tail for T = 0 − 20 is also shown. A comparison of the x-location of
the center of the swimmer head is in (C) for different values of α and KC .

For the single micro-swimmer case, the model outputs g are generated from our
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deterministic model. Using the center of the head of the micro-swimmer, the x- and

y- velocities are estimated, resulting in 50 x-velocity and 50 y-velocity observations

when solving up to T = 20 (data at 25 Hz). This test can be summarized by the

following question: Which swimmer stiffness and/or fluid resistance parameter would

be the likely parameters for this data and with what certainty are we sure of these

parameter values? Due to the non-linear complexities of the model, we do not know

a priori whether a single mode is likely or which combinations of values are likely

in the case of more than one unknown parameters. To illustrate the feasibility of

this approach, we consider two scenarios for parameter estimation: first, estimating

only the fluid resistance α and the noise level σ/β and second, estimating the fluid

resistance α, the tail curvature stiffness parameter KC , and the noise level σ/β. The

nominal parameter values taken are α = 1.0 and KC = 8.0. In both of these cases,

we also demonstrate the strength of the method by perturbing the observation data

by 1%, 10%, and 20% noise.

Noise Level α uα (%) σ/β uσ/β (%)
1% 1.0035 0.436 0.00987 6.006
10% 1.0297 3.354 0.0968 5.376
20% 1.0421 7.780 0.196 6.006

Table 6.1: Posterior means and uncertainties for parameter estimation of resistance
parameter α and noise level σ/β for the single swimmer using velocity data with
varying noise levels (given in left hand column). The degree of uncertainty for the
parameters is characterized by the coefficient of variation, uα and uσ/β, for resistance
α and noise σ/β, respectively.

For the first case, we assume a uniform prior for the parameters (α, σ/β) on the

space [0.0, 2.0] × [0.0, 0.5]. Oviductal fluids often have a very low volume fraction

of fibers, corresponding to α in this range (148, 151), and the nominal value is

α = 1. Since we are not sure which value is more likely in vivo, a uniform prior

is appropriate. The results are summarized in Table 6.1, and the 1% noise case is

displayed in Fig. 6.2(A). In this case, the joint marginal distribution is an ellipsoid,
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(A) One Parameter, 1% noise (D) Two Parameters, 1% noise

(B) One Parameter, 10% noise (E) Two Parameters, 10% noise

(C) One Parameter, 20% noise (F) Two Parameters, 20% noise

Figure 6.2: Parameter estimation results for a single swimmer with fluid resistance
α = 1.0 and tail curvature stiffness KC = 8.0. In each experiment, noisy velocity
data from the center of the head were used to track the movement. For each noise
level, the experiment was run until T = 20. Histograms for each parameter are
displayed along the main diagonal of the figure. Subfigures below the diagonal show
the marginal joint density functions for each pair of parameters, while subfigures
above the diagonal show the samples used in the final stage of TMCMC. Colors
correspond to probabilities, with yellow likely and blue unlikely.
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matching intuition that the noise σ/β and resistance parameter α are uncorrelated.

Considering the recovered parameter values in row one of Table 6.1, the parameters

found are 1.0035 for α and 0.00987 for σ/β, matching closely to the nominal values

of 1 and 0.01, respectively. Beyond recovering the nominal parameters from the

data, the joint marginal distribution shows how different combinations of noise and

resistance parameter can lead to the synthetic data used. We observe a very small

region in the middle that is yellow, corresponding to a small region with very high

likelihood.

To quantify the degree of uncertainty for each parameter’s posterior distribution,

we compute the coefficient of variation, defined as the ratio between a parameter’s

standard deviation to its mean (denoted by uα and uσ/β here). In this case, the

coefficient of variation for α is 0.436%, showing that we are fairly certain in the

recovered mean. In addition, the nominal parameter values are included within two-

standard deviations of the recovered means for both parameters. Hence, for only

a noisy set of head locations, we can discover the likely fluid parameters when the

noise is at 1%.

The same experiment is run using 10% and 20% additive Gaussian noise, dis-

played in Figs. 6.2(B) and (C) and Table 6.1. For both of these cases, we see that

the nominal parameter values are within two-standard deviations of the recovered

means. However, the distributions are much more spread out than the 1% noise

case. For example, the 1% additive noise joint posterior distribution for α ranges

in value from 0.99 to 1.01, while the 10% additive noise ranges from 0.9 to 1.1 and

the 20% noise ranges from 0.8 to 1.2. Even though there is a large amount of noise

and a wider distribution, the methodology is still be able to recover likely parameter

values. The wider distributions led to a coefficient of variation for the α parameter

with the following trends: uα for 10% additive noise is about 10 times as large as
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that for 1% noise and the 20% noise is approximately double that of the 10% noise,

matching very closely to the increase in the noise level. In addition, we can see that

the coefficient of variation for the noise level stays the same between the various

noise levels, matching intuition that the certainty in the noise should not change as

more noise is added to the system.

Noise Level α uα (%) KC uKC (%) σ/β uσ/β (%)
1% 0.9982 0.580 7.9944 0.0647 0.009728 5.47
10% 0.9820 5.47 7.9368 0.58 0.0964 5.34
20% 0.9426 11.93 7.8800 1.35 0.1922 6.11

Table 6.2: Posterior means and uncertainties for parameter estimation on resistance
α and tail curvature stiffness KC for the single swimmer using velocity data for
varying noise levels. The degree of uncertainty for the parameters is characterized
by the coefficient of variation, u? for parameter ? where the estimated noise is σ/β.

Next, we estimate both α and tail curvature stiffness parameter KC , assuming a

uniform prior for the parameters (α,KC ,σ/β) on [0, 2]×[0, 16]×[0, 0.5]. Again, we also

perturb the data using 1%, 10%, and 20% Gaussian noise. In the results displayed

in Table 6.2 and Fig. 6.2(D) for the 1% noise level, we can see that there is a positive

correlation between the fluid resistance parameter α and tail curvature stiffness KC

with a Pearson correlation coefficient of 0.7554: as the volume fraction of fibers in

the fluid increases (larger α), a stiffer tail is required to achieve similar swimming

speeds. Like the one-parameter case, the joint marginal distributions including the

noise have a single mode and are uncorrelated, i.e. the parameters are independent

of the noise. Since both α and KC lead to different emergent trajectories, we can

use the joint marginal distributions to further understand the complex relationships

between parameter space and model outputs.

We repeated these experiments using 10% and 20% additive noise, displayed in

Figs. 6.2(E) and (F) and Table 6.2. From the table, we can see that all nominal pa-

rameter values are recovered within two-standard deviations of the estimated means.
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Similar to the single parameter case, the noise for α and KC also scales with the

overall level of additive noise: the 10% noise case has about 10 times more uncer-

tainty than the 1% case, and the 20% noise case has standard deviations twice as

large as the 10% noise case. As seen in the 1% noise case, all the figures also show a

strong positive correlation between α and KC with Pearson correlation coefficients

of 0.8065 and 0.7362 for 10% and 20%, respectively.

6.3.2 Single Swimmer and Stokes Flow

In order to show that the constitutive parameters can be identified for cases of Stokes

flow, we consider the case where α = 0 and estimate parameters for the properties

of micro-swimmer tails. In this case, the observed data again are the x- and y-

velocities when solving up to T = 20 (data at 25 Hz). We consider two scenarios:

first, estimating the tail curvature stiffness parameter KC and the noise level σ/β

and second, estimating the tail curvature stiffness parameter KC , tail spring stiffness

parameter KT , and the noise level σ/β. The nominal parameter values taken are KC

= 8.0 and KT = 10000. In both cases, we perturb the observation data by 1% noise.

We first consider a uniform prior for the parameters (KC , σ/β) on the space

[0.0,16.0] × [0.0, 0.1]. As with the previous case of only estimating α, the recovered

joint posterior distribution is ellipsoid, matching intuition that the noise σ/β and tail

curvature stiffness KC are uncorrelated, seen in Figure 6.3. The recovered parameters

found are 7.996 for KC and 0.00973 for σ/β with coefficients of variation of 0.052%

and 5.76%, respectively. In other words, the nominal parameter values are recovered

within one-standard deviation of the recovered means, and the recovered posterior

distributions are centered tightly around the nominal values.
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(A) KC , 1% noise (B) KC and KT , 1% noise

Figure 6.3: Parameter estimation results for a single swimmer with fluid resistance
α = 0.0 (corresponding to Stokes flow), tail curvature stiffness KC = 8.0, and tail
spring stiffness KT = 10000. In each experiment, noisy velocity data from the center
of the head were used to track the movement. For each noise level, the experiment
was run until T = 20.

Secondly, we estimate both KC and the tail spring stiffness parameter KT , as-

suming a uniform prior for the parameters (KC , KT , σ/β) on [0, 16] × [0, 20000] ×

[0, 0.1] and perturb the data using 1% Gaussian noise. The results are shown in Fig.

6.3(B) where we see that all of the parameters seem relatively uncorrelated, with the

posterior distributions having an ellipsoidal shape. We recovered means of 7.9984,

9989.57, 0.0101 for KC , KT , and σ/β, respectively. The corresponding coefficients

of variation are 0.058%, 0.38%, and 5.93%, i.e. in all three cases, the nominal pa-

rameter values are recovered within one-standard deviation of the estimated means.

Due to the coefficient of variations being so small, the distributions are fairly tight

around the nominal parameter values.

6.3.3 Two Micro-Swimmers

Representative results of the deterministic model for the two micro-swimmer case are

shown in Fig. 6.4. Two swimmers are initialized in the same exact initial condition,
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(A) α = 1 and d = 2

(C) d = 2

(B) α = 1 and d = 0.5 (D) d = 0.5

Figure 6.4: Representative simulation results for two micro-swimmers that are ini-
tially a distance of 2 units apart in (A) and 0.25 units apart in (B). These are both
for the resistance parameter α = 1 at T = 20; the time course of the tail undulations
of each swimmer are highlighted to the left of the swimmer and the normalized flow
field is depicted with arrows and the pressure is visualized with the colorbar. For
each of the cases, the distance between the center of the heads of the swimmers as
well as the distance between the last point of each of the swimmers is given in (C)
for 2 units apart initially and 0.25 units apart in (D). These are all for tail curvature
stiffness KC = 8.0.

separated by a vertical distance of d = 2 in (A) and d = 0.5 in (B). The flow field

and swimmer locations are at T = 20 and the entire tail trajectory from T = 0− 20

is shown for each swimmer. Each swimmer feels the other swimmer via the fluid and

for α = 1, attraction is observed in both cases, although it is much stronger when

initialized at d = 0.5 in (B). As previously observed, the time scale of attraction

will be a function of α as well as the stiffness parameters of the tail (165, 148). In

(C)-(D), the distance between the head centers and the last points on the tail are
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shown for initial separations of d = 2 and d = 0.5, respectively.

To investigate parameter estimation and uncertainty quantification in the two

micro-swimmer case, the observations at 25 Hz will correspond to two data points:

the distance between the center of the two swimmers’ heads and the distance between

the last points on the tail of the swimmers. The swimmers initially start parallel

to each other with the center of their heads d = 2 units apart and we solve up to

T = 20. We use the same amount of noise on both sets of observations.

The 1% noise case using 2000 samples for each generation of TMCMC for esti-

mating α and σ/β is displayed in Fig. 6.5(A). The joint marginal distribution for α

and σ/β is unimodal and uncorrelated. In addition, it is centered closely around the

nominal parameter value for α and includes the nominal parameter value for the level

of the noise. The distributions for the 10% noise case are displayed in Fig. 6.5(B)

and the results are summarized in Table 6.3. Similar to the 1% noise case, the joint

marginal distribution for α and σ/β is ellipsoidal, displaying that the two parameters

are uncorrelated. The recovered means include the nominal parameter values within

one-standard deviation. Furthermore, the coefficient of variation for the parameters

increases in proportion to the increase in the noise level: for 1% noise, the coefficient

of variation uα = 3.94%, while for the 10% noise case, the coefficient of variation

uα = 34.67%. This shows as the noise in the parameters increase, the certainty in

our parameter values correspondingly decreases.

Noise Level α uα (%) σ/β uσ/β (%)
1% 0.9878 3.94 0.00962 5.35
10% 1.0763 34.67 0.09646 5.14

Table 6.3: Posterior means and uncertainties for parameter estimation of resistance
α for two swimmers using distance between the heads and tails as noisy observation
data. The degree of uncertainty for the parameters is characterized by the coefficient
of variation, u? for parameter ? where the estimated noise is σ/β.
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(A) One Parameter, 1% noise (C) Two Parameters, 1% noise

(B) One Parameter, 10% noise (D) Two Parameters, 10% noise

Figure 6.5: Parameter estimation results for two swimmers with fluid resistance
α = 1.0 and tail curvature stiffness KC = 8.0. In each experiment, noisy distance
data between the center of the heads and tips of the tails were used as reference
data. For each noise level, the experiment was run until T = 20. Histograms for
each parameter are displayed along the main diagonal of the figure. Subfigures below
the diagonal show the marginal joint density functions for each pair of parameters,
while subfigures above the diagonal show the samples used in the final stage of
TMCMC. Colors correspond to probabilities, with yellow likely and blue unlikely.
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As with the single swimmer case, we also estimated both the fluid resistance α

and the tail curvature stiffness KC of the micro-swimmers through observing the

distance between the head and tails of two swimmers. The results are summarized

in Fig. 6.5(C)-(D) and Table 6.4. As in the single swimmer case, there is a positive

correlation between the fluid resistance and the curvature stiffness for the tails of the

micro-swimmers with Pearson correlation coefficients of 0.9062 and 0.6123 for the 1%

and 10% noise cases. In comparison to the single swimmer case in Fig. 6.2(D)-(F), we

observe more complex relationships between noisy trajectories with parameters KC

and α. In Fig. 6.5(D), there are distinct combinations of KC and α that have sim-

ilar trajectories to the data. This highlights how different parameter combinations

may lead to similar trajectories, which may not have been discovered with previous

methods. More details on this can be seen in Table 6.7 in the Appendix.

However, we note that the uncertainty in the parameters are much larger than

the single-swimmer case, and grows as the noise in the observations increase. One

reason for this is that the dynamics of attraction may not yet be achieved by time

T = 20 because of the distance apart that the swimmers began (refer to Fig. 6.4(A)

and (C)). Due to this and the large amount of noise in the system, the resulting

distributions are very spread out in parameter space. In order to better approach

the parameter estimation question in this case, data need to be recorded for a longer

amount of time so that the swimmers attract and attain their beat formation.

Noise Level α uα (%) KC uKC (%) σ/β uσ/β (%)
1% 0.9533 14.35 7.6632 24.56 0.00980 5.46
10% 0.9768 49.46 8.2374 50.27 0.09616 5.27

Table 6.4: Posterior means and uncertainties for parameter estimation on resistance
α and curvature stiffness KC for two swimmers using distance between the heads
and last point on tails as noisy observation data.
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6.3.4 Two Micro-Swimmers, Two Standard Deviations

The distance between the swimmers’ tails and the swimmers’ head distances can vary

in time and can be on different scales. In Fig. 6.4(D), the head’s and tail’s are d = 0.5

apart but by t = 20, the head’s are less than 0.3 apart and the tail’s are greater than

0.36 apart. If the same amount of noise is added for the entire simulation to both

head and tail data, the noisy trajectories could cause large uncertainty in likely

parameters. Since we generally do not know the exact time course of the change in

distances, but we do know that in general the cell body will attract before the tails

(165), we choose to use different standard deviations σt and σh for the tail data xt

and head data xh, respectively. The goal is to have a different, and possibly more

accurate, representation of how noise is added to the system. Here, the covariance

matrix is still assumed to be diagonal, but now Σj,j = σt for j = 1, 3, . . . ,m− 1 and

Σj,j = σh for j = 2, 4, . . . ,m. The data are corrupted according to

Dk =


ξk + σtεk, k = 1, 3, . . . ,m− 1,

ξk + σhεk, k = 2, 4, . . . ,m.

Since the previous case had issues resolving the position of the swimmers in part

because the swimmers began too far apart, we initially set the center of the heads

to be d = 0.5 units apart and measure the distance between the heads and tails at

25 Hz. We take 2000 samples at each generation of TMCMC and again compare the

results for two different noise levels.

For the 1% noise level case, results are shown in Fig. 6.6(A) and Table 6.5. In

the figure, a clear correlation between the fluid resistance α and the tail curvature

stiffness KC , as seen in the previous experiments. We observe that parameter com-

binations that could be representative of the data include pairs of α and KC where
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(A) 1% noise (B) 10% noise

Figure 6.6: Parameter estimation results for two swimmers initially 0.5 apart with
fluid resistance α = 1.0 and curvature stiffness of tail KC = 8.0 using two different
noise levels for the tails and the heads. In each experiment, noisy distance data be-
tween the center of the heads and tips of the tails were used as reference data. The
experiment was run until T = 20. Histograms for each parameter are displayed along
the main diagonal of the figure. Subfigures below the diagonal show the marginal
joint density functions for each pair of parameters, while subfigures above the di-
agonal show the samples used in the final stage of TMCMC. Colors correspond to
probabilities, with yellow likely and blue unlikely.

higher α corresponds to higher KC . In addition, we see that the marginal distri-

butions between the parameters and the noise appear to be uncorrelated. Finally,

all nominal parameter values are recovered within two-standard deviations of the

recovered means, indicating the ability of the method to recover parameters from

noisy data.

Noise Level α uα (%) KC uKC (%) σt/βt uσt/βt (%) σh/βh uσh/βh (%)
1% 1.0597 27.27 1.0353 7.56 0.00959 11.18 0.0100 10.51
10% 1.2275 40.70 1.1833 14.22 0.09343 7.25 0.1020 7.68

Table 6.5: Posterior means and uncertainties for parameter estimation of resistance
α and curvature stiffness KC for two swimmers using distance between the heads and
tails as noisy observation data and looking for two different noise levels. The degree
of uncertainty for the parameters is characterized by the coefficient of variation, u?
for parameter ? where the estimated noise is σ/β for either the head or tail data (h
and t subscripts, respectively).

The 10% noise case in Fig. 6.6(B) and Table 6.5 shows similar results to the

1% noise case. Again, a strong positive correlation is seen between the α and KC
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parameters with Pearson correlation coefficient of 0.7888 and the joint marginal

distributions are unimodal and ellipsoidal, indicating low correlation between the

noise and the parameter values with Pearson corrleation coefficients on the order

of 0.01 to 0.25. Furthermore, all nominal parameter values are recovered within

two-standard deviations of the recovered means. We note that the distributions of

the parameters are more spread out than the 1% noise case, but this is due to the

added noise from the observations. Additionally, even with the additional noise,

these distributions give a clear understanding of likely combinations of α and KC

that lead to the given noisy trajectory.

6.4 Discussion and Conclusions

Overall, the results highlight that the Bayesian framework can estimate both fluid

and swimmer material parameters while quantifying uncertainty in the estimates.

Since there are complex dependencies on emergent swimming speeds and trajectories,

it is not surprising that the potential parameter distributions from which the data

could come from grew as the noise in the data increased. Through several test cases

we have highlighted that the amount of data used as well as the type of data (along

with noise) must be considered carefully as it will have an effect on the ability to

estimate parameters. In micro-swimmer applications, a long enough time interval

must be chosen to capture the full dynamics in order to estimate the parameter with

high certainty. In addition, in the case of multiple swimmers, if data is of slightly

different magnitudes, using two different noise levels led to tighter distributions of

parameter values.

In terms of in vitro data, CASA data motivates the use of only head or tail trajec-
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tories in the 20-60 Hz (135). We were able to successfully recover likely parameters

given noisy data representative of CASA data. In our computational framework, we

utilized the Brinkman equation for the fluid governing equation. This has a resis-

tance parameter where water is representative of fluids with α→ 0 where as gels or

oviductal fluids would correspond to α > 0. We have shown through simulations,

that parameter estimation can be done in both of these cases. Additionally, we

note that uniform prior distributions were used for parameters, but this is sensible

since there is generally a known range a priori. For example, oviductal fluid has a

known range for the volume fraction of fibers (148, 151), corresponding to resistance

α ∈ [0, 2] for this model. Additionally, experiments are often completed to determine

elastic moduli of the tail (137, 138). One interesting thing to note is that measured

quantities for elastic moduli are based on the particular experimental protocol and

may not be a direct match for the term in the model. In these cases, the parameter

range could be specified and this parameter estimation framework could be utilized

to determine the likely parameters for the model that fit the data.

Due to the non-linearity in the curvature portion of the elastic force of the swim-

mer, the fluid-structure interaction problem leads to complex relationships between

emergent trajectories of the swimmer as a function of fluid resistance and/or elastic

moduli of the swimmer. Prior to running the simulations, we did not know how

swimmer head trajectories would correlate with these parameters; intuition gives

general relationships that for a fixed tail stiffness parameter, increasing resistance

would most likely lead to a trajectory that makes less forward progress. However, it

was not known whether there could be multiple pairs of values, or a range of values

that could lead to similar trajectories. The joint marginal distributions highlight the

new knowledge about the fluid dynamics of swimming. For example in Fig. 6.2(D)-

(F), if the data was a noisy trajectory of the solo swimmer, there is a range of highly



124

likely parameter values. Through these simulations, we learn that as the noise in-

creases in the trajectory, there is a larger range of likely parameters that is generally

in a compact region that is not disjoint. Based on this current setup, there are

not not disconnected modes in the posterior distributions, which is something that

we predicted but have now verified. These joint marginal distributions from this

methodology will continue to provide further insight into the complex relationships

between parameter space and model outputs.

The ability to use this Bayesian framework to estimate parameters will aid in

further understanding emergent properties of micro-swimmers since computational

resources limit running models throughout the entire parameter space to understand

emergent wave forms and trajectories of swimmers in different fluid environments

(when using fully resolved fluid-structure interaction models). Experiments show

synchronization of bull sperm beat forms (171), alignment of mouse sperm (head to

tail) (172), and sea urchin sperm swimming in vortices (173). Utilizing the proposed

framework with noisy data of sperm trajectories, there is the potential to identify

what parameter ranges or distributions that could lead to these emergent patterns.

Although we have focused on micro-swimmers in a Brinkman fluid, we emphasize

that it is possible to use this methodology in a variety of contexts. Given noisy

data of an elastic micro-swimmer, parameter identification could be used to identify

fluid properties e.g. visocisty in a Stokesian fluid or viscosity and/or relaxation

time of elastic polymers in the fluid if viscoelastic and assuming governed by an

Oldroyd B type model. Additionally, we focused on estimating the tail curvature

stiffness parameter but in general, the algorithms have the potential to identify any

parameters, including internal properties of swimmer, e.g. constitutive parameters

(e.g. stiffness parameter or elastic moduli).
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In this chapter, our chief concern was to offset the computational cost of the

micro-swimmer model through minimizing the number of evaluations needed for the

likelihood computation. Our TMCMC-based approach allowed us to thoroughly

explore the parameter space and resulted in reliable estimates for the posterior dis-

tributions. We remark that if observed data are not fully known from the onset or

if there is a prohibitively large amount of observations, filtering-based approaches

(174, 175, 20) can aid in re-sampling either to incorporate new data as they become

available or to split the data for computational efficiency.

Although we did not explore model selection, this framework can be utilized to

not only estimate parameters but decide the likelihood that the data is described by

a particular model. We have demonstrated these methods previously in identifying

arterial wall abnormalities in Chapter 3, discovering epidemic origin in Chapter 4,

and choosing the best model for DNA methylation in Chapter 5. In the future, we

could use these methods to test different constitutive laws and models for micro-

swimmers.

Appendix

Swimmer Model

Details of the force derivation and numerical algorithm are given here. We assume

that the flagellum will beat with a curvature wave corresponding to a low ampli-

tude tapered sine wave, as observed in experiments with human sperm (176). This
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corresponds to a preferred flagellum configuration

X̂j
F (s, t) = [x̂(s, t), ŷj(s, t)] = [s, aj(1− s) sin(ηjs− ωjt)],

where the j-th micro-swimmer has amplitude a, wavelength 2π/η, and beat fre-

quency ω/2π. Here, s is a parameter initialized as arc length where 0 ≤ s ≤ 1 (the

nondimensional length of the flagellum is 1). The flagellum will attempt to reach

this preferred configuration and we will define the bending energy as

Ej
F,bend = Kj

C

∫
ΓjF

(
ζj(s, t)− ζ̂j(s, t)

)2

ds, (6.4.1)

where ΓjF is the centerline curve corresponding to the j-th flagellum and KC is a

stiffness coefficient enforcing the curvature or bending constraint. The preferred

curvature ζ̂j and actual curvature ζj(s, t) of the flagellum are given as

ζ̂j =
∂2ŷj

∂s2
, ζj(s, t) =

∂2yj

∂s2
∂xj

∂s
− ∂2xj

∂s2
∂yj

∂s((
∂xj

∂s

)2
+
(
∂yj

∂s

)2
)3/2

, (6.4.2)

where Xj
F = [xj, yj].

In addition to the bending component, we will account for an additional energy

component that will tend to maintain the inextensibility of the flagellum. This

results in

Ej
F,tens =

∫
ΓjF

Kj
T

(∣∣∣∣∣
∣∣∣∣∣∂2Xj

F

∂s2

∣∣∣∣∣
∣∣∣∣∣− 1

)2

ds, (6.4.3)

which in a discretized form, corresponds to Hookean springs between points on the

flagellum with stiffness coefficient KT .

Similar to the flagellum, we assume a preferred shape or curvature of the head.
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In this simple model, we will assume a head shape with radius Hr and preferred

curvature κ̂ = 1/Hr. The corresponding energy is

Ej
H,bend =

∫
ΓjH

Kj
H,C

(
κj(s, t)− κ̂(s, t)

)2
ds,

where ΓjH corresponds to the circular head. Here, the actual curvature κj(s, t) is

calculated using the same equation as ζ in (6.4.2), but now Xj
H = [xj, yj]. In

addition, we also have an energy to maintain inextensibility in the head, the same as

(6.4.3) using ΓjH ,Xj
H , andHj

C,tens, where we envision Hookean springs between points

on the membrane of the head as well as springs connecting points on the circular

head that are π apart (we choose NH to be even to ensure points and springs exactly

π apart).

The swimmer is initialized (left to right) to have the center of the circular head

be placed with a y-coordinate the same as the rightmost point on the flagellum

and an x-coordinate that is shifted to the right of the rightmost point by Hr and

an additional small distance apart, dN . To ensure that the passive head remains

attached to the actively bending flagellum, and to represent the stiff neck region of

a sperm, we connect the head and flagellum with 5 springs. These springs connect

the rightmost point (the NF -th point) of the flagellum to the points on the circle

with θ = (π−dθ), π, (π+dθ) where dθ is the angular spacing between the NH points

on the head. Additionally, there are two springs connecting the second rightmost

point on the flagellum (NF − 1) to the points on the circle with θ = π ± dθ. These

springs will have a stiffness coefficient KN,tens. There is also an energy based on the

desired angle between the flagellum and the head. Let z1 be the vector connecting

the NF -th point on the flagellum and the point on the head with θ = π and let z2

be the vector connecting the points on the head with θ = π ± dθ. In general, we

wish for these vectors to be approximately orthogonal, and we can derive an energy
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and hence forces that penalize this deviation, tending to maintain z1 · z2 = 0 with

stiffness coefficient KN,ang (169).

Given a configuration for each of the MS swimmers at the initial time point,

we determine the forces on the MSNT discretized points using (6.2.4), where each

of the components are calculated using (6.4.1)–(6.4.3). Second order finite differ-

ence approximations are utilized in the calculation of all derivatives in the energy

components and a trapezoidal rule is used to calculate the integrals. The forces are

then used to calculate the resulting velocity at points along the discretized swimmer,

(6.2.3b). The location of the swimmer is updated using the no-slip condition, nu-

merically implemented with a forward Euler method. The next time step is reached,

where this calculation is repeated.

In these simulations, when there is more than one swimmer, we assume that the

beat form parameters such as the amplitude and beat frequency are the same for

each swimmer. In addition, we assume that all stiffness parameters are the same.

All parameters are given in Table 6.6.

Table 6.6: Parameters for swimmer model.

L, characteristic length scale 100 µm
NF , points on flagellum 50
NH , points on head 24
ε, regularization parameter 0.045
KN,tens, tensile stiffness of neck 500
KH,tens, tensile stiffness of head 10000
Ktens, tensile stiffness of flagellum 10000
KC , curvature stiffness of flagellum 8
KH,C , curvature stiffness of head 0.8
KN,ang, stiffness for flagellum-body connecting angle 10000
4t, time step 1×10−4

η, wavenumber 2π
a, amplitude 0.1
ω, frequency 4π
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In Region Out of Region
α KC L2 error α KC L2 error

0.70 5.00 0.042125 0.70 7.50 0.052375
0.90 7.50 0.041838 0.80 10.00 0.058950
1.00 8.00 0.041432 0.90 10.00 0.049307
1.10 9.00 0.041947 1.00 5.00 0.050663
1.20 15.00 0.044655 1.10 14.00 0.048324

Table 6.7: L2 error between the observations and model outputs for a sample of α
and KC pairs.

Spread of Posterior Distributions

We remark that sometimes the coefficient of variation is not the best measure of

performance for the sampling method as the distributions can be multimodal. How-

ever, what TMCMC recovers is a region of possible parameter values and discovers

relationships between the various model parameters that affect the dynamics of the

swimmers. In Fig. 6.5(C)-(D), a positive correlation is seen between the parameters

for KC and α, indicating that an increase in one correspondingly requires an increase

in the other to maintain the same system dynamics. Table 6.7 contains the L2 er-

ror between the observations and model outputs for a sample of α and KC pairs to

show that those contained within the recovered posterior distribution result in small

changes from the original parameter pairs. For example, the L2 error for the true

parameter values for α = 1.0 and KC = 8.00 is approximately 0.0414. Other pairs of

parameters along the curve, such as (1.1, 9.0) and (0.70, 5.0), have similar L2 error

values of 0.420 and 0.0421, respectively. If we look at parameters not included in

the distribution, we find that the L2 error is much larger, e.g. for the pair (0.80,

10.00), we recover an error of 0.589. One of the key benefits of TMCMC is its ability

to uncover these multiple modes in posterior distributions, which is demonstrated in

this case.



Chapter Seven

Conclusion
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7.1 Summary of Contributions

In this work, we tailored and used a Bayesian uncertainty quantification framework

to study parameter estimation and model selection for a wide array of biological

systems. We demonstrated that the framework serves as a tool to discover underlying

properties of the mechanics of the models, through discovering correlations between

various parameters. In addition, the methodology is easily used to compare various

models and find the one that best fits the observed data. Below I summarize the key

insights we learned about these systems.

In Chapter 2, we presented a method for parameter estimation and model selec-

tion. The key benefit of the TMCMC algorithm is that it fully explores the parameter

space; traditional Markov chain Monte Carlo methods can get “stuck” in one specific

region of parameters and, as a result, take a long time to converge. If the forward

problem is computationally expensive, some MCMC algorithms many require run-

ning the algorithm longer than feasible. TMCMC combines simulated annealing

with traditional MCMC methods in order to slowly transition between intermediate

distributions, allowing it to better explore the parameter space. The Π4U implemen-

tation of TMCMC is highly parallizeable, making the problems studied here more

tractable.

We first explored arterial blood flow models in Chapter 3 and identified where

aneurysms occurred in a network using noisy in silico velocity data from a 19-artery

network. Studying the parameter estimation problem allowed us to see correlations

in the parameters, e.g. that a stiffer artery requires higher blood viscosity in order

to achieve a similar velocity profile. We demonstrated that the method recovers the

system parameters and identifies where abnormalities occur in the network. Further-
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more, we demonstrated the robustness of the approach by perturbing the underlying

model, so no combination of free parameters is capable of reproducing the observed

data. The method was still able to recover which arteries were damaged, but over-

compensated the magnitude of the damage due to all parameters being perturbed.

Chapter 4 introduced a model for epidemic spread on a network of populations,

and we used the uncertainty quantification framework to estimate the infectiousness

of a disease and where the epidemic originated. Again, visualizations of the param-

eter estimation framework allowed us to see how the parameters interact in order to

maintain the system dynamics – a higher infection rate correspondingly has a higher

recovery rate. The method allowed us to look at some basic sensor placement strate-

gies: by studying the 20-Barbell graph, we found that taking observations from each

side of the graph led to less noisy parameter estimation. The method was robust

to perturbations of the network: missing edges in the graph did not effect the per-

formance of the parameter estimation or origin identification, but just led to higher

overall noise tolerances. Finally, we could identify where an epidemic originated.

In Chapter 5, we compared two different DNA methylation models and deter-

mined whether we could differentiate between the two models using noisy observa-

tions. Again, we could see correlations in the system parameters, which measured

the various methylation rates that describe the system dynamics. A key finding of

our work was whether model parameters were dependent upon various methylation

rates. The issue of whether or not rates of methylation/demethylation are inexorably

linked to promoter topology is an ongoing question the experimental community has

been attempting to unravel. Therefore, the fact that our theoretical analysis can

explore this issue is a significant feature of our work which can be explored further

by the experimental community.
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Due to the computational complexity of micro-swimmer models with fully re-

solved hydrodynamics, parameter estimation has been prohibitively expensive; how-

ever, due to its parallel nature, the Bayesian framework described above was utilized

to understand the emergent trajectories and swimming speeds of micro-swimmers in

Chapter 6. Each swimmer feels the other via the fluid and the time scale of attraction

is a function of α (the volume fraction of fibers in the fluid) as well as the stiffness

parameters of the tail Kc. Taking sparse observations, the distance between the cen-

ter of the two micro-swimmers’ heads and the distance between the last two points

on the tails were used. The distributions resulted in a strong positive correlation

between the viscous parameter α and the tail stiffness parameter Kc: as the volume

fraction of the fibers in the fluid increases (larger α), a stiffer tail is required to achieve

similar swimmer distances. The noise parameters for the observations appeared to

be uncorrelated with the other parameters, i.e. the parameters are independent

of the noise. Also, all nominal parameter values are included within two-standard

deviations of the means of the recovered posterior distributions, demonstrating the

method’s effectiveness in recovering system parameters. Next steps in this project

would be to use model selection to test different constitutive laws and models for

micro-swimmers to discover which best match observed data.

In addition to the work detailed in this thesis, Clark Bowman, Alexander Roi-

tershtein, Derek Stein, Anastasios Matzavinos, and I also developed a dissipative

particle dynamics (DPD) model for a lipid bilayer membrane to study its biological

properties (31). Due to the high computational complexity of DPD simulations,

parameter estimation has been prohibitively expensive. Using the membrane curva-

ture, we estimated the system parameters (the lipid tail φt and φb of the top and

bottom lipid layers, respectively). The joint posterior distributions recovered were

multimodal, demonstrating multiple parameters could feasibly generate the reference
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curvature.

7.2 Future Directions

Now that we have demonstrated the robustness of the methodology to a wide array

of biological systems, we are delving more deeply into better understanding several

of the applications. Below I give a brief description of some of our future projects

and the first steps that we have taken in approaching these problems.

7.2.1 Classification of Patients

In Chapter 3, we introduced a method for estimating the stiffness in arteries in order

to identify abnormalities in the network. Recently, we have been working with Dr.

Roy Aaron from the Department of Orthopedic Surgery at Brown University to apply

this methodology to study patients with certain autoimmune diseases. Our goal is

to observe distinct posterior distributions for the arterial stiffness, indicating that

the diseases impact the arterial elasticity. This could ultimately create a protocol to

help identify potential patients and better understand how to treat the disease using

non-invasive procedures.

We consider four arteries in the leg: the common femoral (CF), deep femoral

(DF), superficial femoral (SFA), and politeal. The common femoral artery bifurcates

into the deep femoral and superficial femoral, and the superficial femoral transitions

into the politeal artery. There is a belief that abnormal arterial flow coexist with

osteoarthritis of the knee to a significant degree than in control subjects, suggesting
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Figure 7.1: Parameter estimation results for the three stiffnesses β for the com-
mon femoral (CF), superficial femoral (SFA), and popiteal arteries and noise level
σ using minimum and maximum flow velocity data from a patient. Figures on the
diagonal show histograms for each parameter. Subfigures below the diagonal show
the marginal joint densities for each pair of parameters, while subfigures above the
diagonal show the samples used in the final (convergent) stage of TMCMC. Colors
correspond to likelihoods, with yellow likely and blue unlikely. Red dots indicate the
nominal parameter values.

a connection between osteoarthritis and cardiovascular disease.

To take first steps to study this question, we use the one-dimensional blood flow

model described in Chapter 3 to approximate the flow in this four-artery network.

Using minimum and maximum flow velocity for the common femoral, superficial

femoral, and popliteal arteries, we try to recover parameters related to the stiffness of

those three arteries. The arterial lengths and initial cross-sectional artery parameters

are taken from medical measurements.

The results for our first experiment is displayed in Figure 7.1. For all of the

arterial stiffness parameters, we recover tight distributions surrounding the param-
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eters. The noise parameters are a little more noisy than the other samples, but

this is likely due to using limited data (two velocity values for each artery) and the

simplified model. We cannot validate the recovered parameter values yet, but we are

interested in comparing the parameters recovered for healthy patients versus those

with osteoarthritis.

Next steps of this project involve gathering more detailed information about the

flow velocity through these four arteries, either a time-series or more flow data, and

performing model selection for a healthy patient and a sick patient to see if the

recovered distributions differ.

7.2.2 Graphical Model Estimation

A natural question that arises from these problems is “How are the networks of pop-

ulations generated?” In part, this can be done from using real population migration

behavior to construct where edges should appear on the graphs and the correspond-

ing weights. However, this sort of data can be difficult to record or obtain, so we

started a basic process to construct the population network based upon epidemic

data from each of the communities.

Most simply, we considered the case of three interacting populations with the

SIR epidemic on a graph and considered three scenarios visualized below: 7.2a all

three populations mix, 7.2b the first and third populations do not directly mix, but

both interact with the second population and 7.2c only two populations mix and

the third is separate. We denote the transition rate as ri,j for the transfer between

nodes i and j. For simplicity, unlike in Chapter 4, we use the same transition rates

for susceptible, infective, and removed individuals.
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Figure 7.2: Three possible configurations for a three node graph.

One way to approximate the topology of the graph would be to model the graph as

having all edges connected, but to estimate the transportation weights on each of the

edges. To demonstrate that we are able to recover the structure of the network, we

consider three different edge and weight scenarios. In all three cases, the populations

for nodes 2 and 3 are purely susceptible with 100 individuals, and the first node has

5 susceptible and 95 infective individuals.

The first case considered is represented in Figure 7.2a where all three nodes are

directly connected with transportation weights of 0.1 from node 1 to node 2, 0.05

between nodes 1 and 3, and 0.025 between nodes 2 and 3. We use noisy, in silico

observation data of the infective and removed populations from all three nodes at

times t = 5, 6, 7, and 8 to estimate the transition rates ri,j between the each of the

nodes. In all three cases, the parameters are sampled from the prior [0.00, 1.00] ×

[0.00, 1.00] × [0.00, 1.00] × [0.00, 0.50].

Model r̂1,2 ur̂1,2 (%) r̂1,3 ur̂1,3 (%) r̂2,3 ur̂2,3 (%) σ̂/α uσ̂/α (%)

3 Edges 0.1005 2.37 0.0503 2.31 0.0254 1.37 0.0119 21.29

2 Edges 0.0991 1.83 0.0503 1.57 0.000341 60.78 0.0110 15.91

1 Edge 0.1067 20.25 0.0000000508 86.87 0.000000360 93.32 0.0958 0.97

Table 7.1: Posterior means and uncertainties for parameter estimation on the three-node
graph for three cases for the number of edges (noise level σ = 0.01α).
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Figure 7.3: Parameter estimation results for the three transition rates between the
three nodes on the network r1,2, r1,3 r2,3 and noise level σ using corrupted infec-
tive and susceptible data from times t = 5, 6, 7, and 8 from a graph with three
edges (Figure 7.2a). Figures on the diagonal show histograms for each parameter.
Subfigures below the diagonal show the marginal joint densities for each pair of pa-
rameters, while subfigures above the diagonal show the samples used in the final
(convergent) stage of TMCMC. Colors correspond to likelihoods, with yellow likely
and blue unlikely. Red dots indicate the nominal parameter values.

The first row of Table 7.1 and Figure 7.3 display the results for this parameter

estimation. Looking at the recovered joint marginal distributions for each pair of

parameters, we find minimal correlation between the various parameter values. In

addition, all recovered parameter means are very closely centered around the nominal

parameter values with the recovered values found as (0.1005, 0.0503, 0.0254, 0.0119)

and the nominal values used were (0.100, 0.050, 0.025, 0.10). The coefficient of

variation is small for the transition parameters, about 2% of the recovered means,

but a bit more uncertain for the recovered noise.

The second case considered is the two edge scenario where node 1 is directly

connected to both nodes 2 and node 3, but node 2 is only indirectly connected to

node 3 (see Figure 7.2b). Here, the transition rate between nodes 1 and 2 (r1,2)
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Figure 7.4: Parameter estimation results for the three transition rates between the
three nodes on the network r1,2, r1,3 r2,3 and noise level σ using corrupted infective
and susceptible data from times t = 5, 6, 7, and 8 from a graph with two edges
(Figure 7.2b).

is 0.100 and the transition rate between nodes 1 and 3 (r1,3) is 0.050. As in the

previous case, we use noisy, in silico observation data of the infective and removed

populations from all three nodes at times t = 5, 6, 7, and 8 to estimate the transition

rates ri,j between the each of the nodes.

The second row of Table 7.1 and Figure 7.4 display the corresponding results for

this experiment. In this case, we see that the estimated values for r1,2, r1,3, and σ are

very close to the nominal parameter values of 0.100, 0.050, and 0.01, recovering means

of 0.0991, 0.0503, and 0.0110, respectively. In addition, all three of these parameters

have relatively low coefficients of variation. However, the recovered mean for r2,3 is

0.000341 with relatively high uncertainty. The value is a bit perturbed from 0, likely

due to the indirect connection that node 3 has with node 2. However, it should be

noted that the recovered value is quite small.
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Figure 7.5: Parameter estimation results for the three transition rates between the
three nodes on the network r1,2, r1,3 r2,3 and noise level σ using corrupted infective
and susceptible data from times t = 5, 6, 7, and 8 from a graph with one edge (Figure
7.2c).

Finally, we consider the one edge scenario, where only nodes 1 and nodes 2

are connected, and node 3 is isolated (see Figure 7.2c). In this case, the nominal

parameter values are taken to be (0, 010, 0.000, 0.000, 0.0100) for (r1,2, r1,3, r2,3, σ).

The results are shown in the final row of Table 7.1 and Figure 7.5 and are defini-

tive. The recovered parameter means for the transition rates are (0.1067, 5.08 ×

10−8, 3.60 × 10−7, 0.0958) for (r1,2, r1,3, r2,3, σ). The coefficient of variation for r1,3

and r2,3 seem large, however this is due to the smallness of the recovered parameter

values. The noise parameter is relatively large in this instance, but that is likely due

to method being unable to exactly match the noisy observation data for node 3.

In this, we have demonstrated that the methodology is able to determine the

structure of a network of interacting populations using noisy in silico epidemic data.

In other words, we are able to determine both where there are connections between
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communities as well as the strength of those connections. Natural extensions to

this work would be considering more complicated graphs or using different sorts of

population dynamics to estimate the structure of a community.
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[99] Jesús Delgado-Calle, Agust́ın F Fernández, Jesús Sainz, Maŕıa T Zarrabeitia,
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