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Chapter 1
Moral Judgment Models and the Process of Information Seeking

Judging the morality of behavior is critical for a well-functioning social group.
To ensure fair and effective interactions among its members, social groups and the
individuals within these groups must be able to identify instances of wrongdoing and flag
them for subsequent correction and punishment. Humans are quite adept at levying
moral judgments and punishment upon others (Boyd, Gintis, & Bowles, 2010; Boyd &
Richerson, 1992). One need only read the news on a given day to discover accusations,
and appeals for punishment, of moral misconduct.
The study of morality has a rich history. Many of the earliest and most influential
thinkers in philosophy (Aristotle, 1999/330 B. C.) and psychology (Freud, 1923/1960;
James, 1890/1950) aimed to understand human morality and its implications for social
behavior. More recent investigations have widened this scope of inquiry to examine a
host of important questions concerning the evolutionary origins of morality (Hauser,
2006; Krebs, 2008), the emotional underpinnings of moral development and moral
behavior (Eisenberg, 2000), and the ways in which moral judgments shape interpersonal
preferences and interactions (Skitka, Bauman, & Sargis, 2005; Wright, Cullum, &
Schwab, 2008).
But an understanding of these questions requires an understanding of moral
judgments themselves. Researchers have noted that the differentiation between good and
bad behaviors may in fact be the most fundamental way in which humans categorize and
understand behavior (Barrett, 2006; Osgood, Suci, & Tannenbaum, 1957). Moral
1

judgment is an extension of this basic classification, although it is clearly more varied
and complex. For example, the literature has explored a host of related yet distinct moral
judgments, including those of responsibility (Schlenker, Britt, Pennington, Murphy, and
Doherty, 1994; Weiner, 1995), blame (Alicke, 2000; Cushman, 2008; Guglielmo,
Monroe, & Malle, 2009; Shaver, 1985), wrongness (Greene, 2007; Haidt, 2001; Knobe,
2010; Mikhail, 2007), and punishment (Cushman, 2008; Henrich et al., 2006), among
others.
At its core, moral judgment involves information processing. Indeed, all existing
models of moral judgment endorse, either explicitly or implicitly, an information
processing framework. Such a framework poses two fundamental questions: (1) What is
the information input that guides people’s moral judgments?; and (2) What are the
psychological processes that operate on this information and generate moral judgments?
Existing models of moral judgment typically examine one of these questions, but they
rarely (if ever) examine both questions together.
One critically important method of studying the intersection of information and
process models of moral judgment is to examine the process of information-seeking that
social perceivers engage in when making moral judgments. In other words, what kind of
information do perceivers actively seek out — what do they want to know — to help
them arrive at their moral judgments? This question is important for three reasons:
because it fills an empirical gap in the literature, has theoretical implications for extant
models of moral judgment, and has practical or applied relevance. In particular, in both
legal and journalistic contexts, people often have minimal (or at least incomplete)
information and must work to discover new information that sheds light on the events at
2

hand and informs eventual judgments concerning blame and punishment. What sort of
information do people look for? In what order? And how does the type of information
they discover impact their eventual moral judgments? The current project aims to
elucidate these questions of information-seeking, serving to enhance our understanding of
both the theoretical and applied nature of moral judgment. In particular, this dissertation
will examine patterns of information-seeking as they relate to a specific theoretical model
of moral judgment — the Path Model of Blame (Guglielmo, Monroe, & Malle, 2009;
Malle, Guglielmo, & Monroe, 2012) — since, as we will see, this model provides the
clearest predictions regarding what such patterns might look like.
Overview of the Current Project
To understand the information-seeking process of moral judgment — and to
locate it within the existing theoretical landscape — we will need to first review existing
dominant models of moral judgment. The study of moral judgment has grown rapidly,
particularly within the past decade, yielding numerous such models. As noted earlier,
existing models of moral judgment can be organized around their two fundamental goals.
In particular, process models identify the psychological processes that generate moral
judgments, including the extent to which these judgments are driven by reason-based
processes on the one hand, or by intuition- or emotion-based processes on the other
(Greene, 2007; Haidt, 2001). Information models account for the particular information
content that underlies people’s moral judgments — the aspects of a behavior, or the agent
who performed it, that lead people to hold the agent responsible, blameworthy, and so on
(Cushman, 2008; Guglielmo et al., 2009; Schlenker et al., 1994; Shaver, 1985; Weiner,
1995). These latter models include a subclass of challenger biased information models
3

(Alicke, 2000; Knobe, 2010), which hold that the very perceptions of information content
often believed to underlie moral judgments are in fact driven by moral judgments
themselves.
This chapter begins by summarizing the dominant process, information, and
biased information models and describing their predictions concerning information
search. In particular, for each of these categories of moral judgment models, I review the
key claims and supporting evidence of the constituent models and then discuss the
general information search predictions (or lack thereof, in some cases) that follow from
the claims of these models. As we will see, one specific model — the Path Model of
Blame — provides the clearest and most thorough predictions regarding patterns in
people’s information-seeking behavior, and this model will therefore be the primary
focus of the studies presented in this dissertation. Then I will review related evidence —
sparse though it is — regarding the information-seeking strategies that people employ
when making moral judgments. I conclude by briefly describing the set of studies
conducted in the current project and laying out the theoretically derived predictions tested
by each one.
Process Models of Moral Judgment
Process models are concerned with specifying how it is that people make moral
judgments. Which psychological processes are recruited when people determine whether
the behavior is immoral or worthy of blame? Of the many possible processes that might
be examined, the literature has primarily examined two (competing) types: intuitive or
emotional processes on the one hand, and deliberative or reason-based processes on the
other.
4

Haidt: Social Intuitionist Model of Moral Judgment
Haidt’s social intuitionist model (2001, p. 815), shown in Figure 1-1, asserts that
“moral judgment is caused by quick moral intuitions and is followed (when needed) by
slow, ex post facto moral reasoning” (p. 817). This statement offers two distinct claims
about the intuitive nature of moral judgment. One is a “negative” claim, which indirectly
implicates intuition by suggesting that reasoning usually follows (rather than precedes)
moral judgment. This claim is represented in Figure 1-1 as the post hoc reasoning link.
The other claim is a “positive” claim for the role of intuition, suggesting that intuitions or
emotional responses directly cause moral judgments. This claim is represented in Figure
1-1 as the intuitive judgment link.

Figure 1-1. Haidt’s social intuitionist model of moral judgment.

Evidence for Haidt’s social intuitionist model. Perhaps the most compelling
method of evaluating Haidt’s claim that reasoning follows, rather than precedes, moral
judgment is to jointly probe people’s moral judgments and the supporting justifications
that they provide for these judgments. Using this method, several studies have shown
that people sometimes judge behaviors wrong but cannot provide justificatory reasons.
5

This phenomenon has been dubbed “moral dumbfounding” (Haidt, Björklund, &
Murphy, 2012) and suggests that deliberate reasoning is not the causal input to people’s
moral judgments. Participants in Haidt et al.’s study (2012) read stories designed to
depict disgusting yet harmless actions (e.g., consensual incest; eating a disease-free
human cadaver). These participants judged the stories to be more “wrong” than a
standard moral judgment story about stealing (Kohlberg’s Heinz dilemma), and many
people directly stated that they could not explain why. Haidt and Hersh (2001) report
similar results for moral judgments about harmless sexual behaviors (homosexual sex,
unusual masturbation, and incest), reporting dumbfounding among 49% of conservatives
and 33% of liberals.
Cushman, Young, and Hauser (2006) adopted a slightly different approach in
examining whether conscious reasoning follows, rather than precedes, moral judgment.
These researchers assessed whether people could consciously justify three principles —
the action, intention, and contact principles1 — that underlie their moral judgments.
Participants were asked to justify their patterns of judgments that conformed to the moral
principle in question (e.g., that an “action” story was morally worse than an “omission”
story). “Sufficient” justifications cited “a factual difference between the two cases and
either claimed or implied that it was the basis of his or her judgments.” (p. 1084). Any
other justifications can be considered insufficient and are akin to instances of moral
dumbfounding. Cushman et al (2006) reported a sizeable proportion of dumbfounding

1

The action principle holds that harm caused by action is worse than harm caused by
omission; the intention principle holds that intended harm is worse than harm brought
about as a side-effect; the contact principle holds that harm caused by physical contact is
worse than harm caused without physical contact.
6

for the intention principle (68%), but dumbfounding was less apparent for the contact
principle (40%) and the action principle (19%).
In addition to the claim that moral judgment precedes reasoning, Haidt’s other
key claim is that intuitive or emotional responses directly influence people’s moral
judgments. In an early study by Haidt, Koller, and Dias (1993), participants read stories
describing harmless actions that were either disgusting (e.g., having sex with a dead
chicken, then cooking and eating it) or disrespectful (e.g., cutting up one’s national flag
and cleaning the bathroom with it). Most people judged the behaviors to be “a little
wrong” or “very wrong” (as opposed to “perfectly OK”), and self-reported negative
affect better predicted moral judgment than did judgments about harm (which of course
were low, since the stimuli were designed to be harmless). Similarly, Haidt et al. (2012)
and Haidt and Hersh (2001) showed that wrongness judgments were better predicted by
“gut feelings” or negative affect than by judgments of harm.
Wheatley and Haidt (2005) hypnotized participants to experience “a brief pang of
disgust…a sickening feeling in your stomach” when reading certain key words. After
they were brought out of hypnosis, participants read six moral violation scenarios, half of
which contained the hypnotic disgust word. Participants rated the actions as more
“morally wrong” when the hypnotic disgust word was present than when it was absent.
Schnall, Haidt, Clore, and Jordan (2008) report similar findings. Participants for whom
disgust was induced (e.g., with a fart spray or disgusting film clip) made more severe
moral judgments than those in a control condition, but this was only true for people who
were highly conscious of their own physical sensations. Eskine, Kacinik, and Prinz
(2011) found that people judged behaviors as more morally wrong after first drinking a
7

bitter beverage, as opposed to a sweet or neutral one (but this pattern obtained only
among conservative participants).
Greene: Dual Process Model of Moral Judgment
Greene’s model asserts that moral judgments are driven both by intuitive
emotional processes (consistent with Haidt’s model) and by conscious reasoning
processes (in contrast to Haidt’s model). This dual process distinction is of course not
unique to moral judgment but has been proposed as a domain-general account of human
cognition (Epstein, 1994; Sloman, 1996; Slovic, Finucane, Peters, & MacGregor, 2004;
but see Keren & Schul, 2009 for a dissenting view). Critically, Greene’s model (2007),
shown in Figure 1-2, suggests that these two processes underlie different types of moral
judgment. In particular, “deontological judgments, judgments that are naturally regarded
as reflecting concerns for rights and duties, are driven primarily by intuitive emotional
responses,” whereas “consequentialist judgments, judgments aimed at promoting the
greater good, are supported by controlled cognitive processes that look more like moral
reasoning” (Paxton & Greene, 2010, p. 513).2

2

Greene acknowledges that neither judgment is exclusively emotional or reason-based.
Therefore, the model also allows for connections between emotion and consequentialism
on the one hand, and between reasoning and deontology on the other. Since these
connections are purported to be weaker, they are depicted in Figure 1-2 as dashed lines,
rather than solid ones.
8

Figure 1-2. Greene’s dual-process model of moral judgment.
Greene’s model was inspired by puzzling responses to a pair of well-known moral
dilemmas. In both dilemmas, a runaway trolley is on course to kill five innocent
workers; participants must indicate whether it is appropriate to take a particular action to
save the five workers. In the switch scenario, the action is hitting a switch to divert the
trolley onto another set of tracks, where it will kill a single worker. In the footbridge
scenario, the action is pushing a fat man over a footbridge into the path of the trolley,
thus stopping the trolley and killing the man. Both actions therefore save five people and
kill one. However, most people deem the action appropriate in the switch case but
inappropriate in the footbridge case (Foot, 1967; Greene et al., 2001; Hauser, Cushman,
Young, Jin, & Mikhail, 2007; Petrinovich, O’Neill, & Jorgensen, 1993; Thomson, 1985).
Thus, judgments in switch are consistent with consequentialism (i.e., the death of one
person is preferable to the death of five), but those in footbridge are not.
The goal of Greene’s model is to explain why people make deontological
judgments in cases like footbridge and consequentialist judgments in cases like switch.
Greene’s explanation is that “people tend toward consequentialism in the case in which
the emotional response is low and tend toward deontology in the case in which the
emotional response is high” (2007, p. 43). With respect to the classic trolley cases,
9

Greene asserts that “the thought of pushing someone to his death in an ‘up close and
personal’ manner (as in the footbridge dilemma) is more emotionally salient than the
thought of bringing about similar consequences in a more impersonal way (e.g., by
hitting a switch, as in the switch dilemma)” (p. 43).
Evidence for Greene’s dual-process model. Initial evidence for this model
came from a seminal fMRI study by Greene et al (2001). The researchers developed a set
of “personal” moral dilemmas (like the footbridge case), in which “the action would
cause (a) serious bodily harm, (b) to a particular person or group, where (c) the harm does
not result from deflecting an existing threat.” (Greene, 2009, p. 581). Other dilemmas
were classified as “impersonal.”3 Brain imaging revealed that regions associated with
emotional processing exhibited greater activation for personal than impersonal dilemmas,
whereas regions associated with working memory showed greater activation for
impersonal than personal dilemmas. People also took longer to judge personal (but not
impersonal) actions appropriate (the emotionally incongruent response) than to judge
them inappropriate (the emotionally congruent response). This pattern, according to
Greene et al. (2001), reflects emotional interference — it required more time for people
to override their dominant emotional response that the action was inappropriate.
If emotion guides moral judgment for personal — but not impersonal — actions,
then counteracting people’s negative emotional responses should increase the
acceptability of personal actions, but should have no effect on the acceptability of
impersonal actions. Valdesolo and DeSteno (2006) showed that participants were more

3

No strict classification criteria were used to create the “impersonal” dilemmas; they
simply were moral dilemmas that did not contain all three “personal” criteria.
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likely to judge the footbridge action to be appropriate after previously watching a funny
Saturday Night Live clip (but people’s judgments in switch were unaffected by viewing
this clip). And patients with damage to the ventromedial prefrontal cortex (VMPFC),
which is critical for healthy emotional functioning, have dulled physiological responses
when considering harmful actions (Moretto, Làdavas, Mattioli, & di Pellegrino, 2010)
and are therefore more likely than controls to judge personal actions appropriate
(Ciaramelli, Muccioli, Làdavas, & di Pellegrino, 2007; Koenigs et al., 2007).
If conscious reasoning underlies consequentialist — but not deontological —
judgments, then taxing people’s cognitive processing capacities should impact the former
but not the latter. In one study, participants made moral judgments about personal
actions while under cognitive load or not (Greene, Morelli, Lowenberg, Nystrom, &
Cohen, 2008). Cognitive load did not impact the frequency or speed of deontological
judgments, but consequentialist judgments were slower with cognitive load than without
(although their frequency remained unchanged). It is not clear that Haidt’s model can
accommodate this finding — if moral judgments are driven only by immediate intuitive
or emotional responses, then taxing control-based cognitive processes should not slow
down these judgments. Moreover, participants in Greene et al.’s study (2008) provided
consequentialist judgments 60% of the time, which may also speak against Haidt’s
model, as it appears to indicate a strong effect of cognitive processing even in the face of
the highly emotional content of these personal actions.
Information-seeking Predictions of Process Models
With this theoretical background in place, we can now ask how (or whether) these
models help us understand information seeking as it relates to moral judgment. In other
11

words, what do process models predict regarding how people seek information en route
to making moral judgments? Unfortunately they will not provide many predictions here,
as these models are largely mute with respect to the informational features that shape
moral judgment. Haidt (2001) argues that people make intuitive moral judgments and
subsequently generate post hoc justifications for these judgments. It is not apparent,
according to Haidt’s model, what sort of information perceivers would search for, as the
model posits that any behavior immediately provides the requisite information (whatever
that may be) to arrive at a moral judgment. According to this view, there is little reason
to suspect that perceivers will engage in much information seeking, and little reason to
suspect systematic patterns in such information seeking when it does occur. Greene
(2007) also does not offer many clues about what patterns of information seeking would
look like. If anything, Greene’s model would predict that people are primarily interested
in obtaining information about rule-breaking and consequences, as these are the two
general features that appear to guide people into making more deontological or
consequentialist judgments. More specifically, Greene’s model might predict that people
would seek information about personal vs. impersonal harm, as this is one primary aspect
of rule-breaking that ultimately impacts people’s judgments.
Information Models of Moral Judgment
Whereas process models aim to clarify the extent to which moral judgments are
generated by intuitive versus deliberative processes, information models have a different
explanatory goal. These models specify which features of a behavior, or of the agent
who performed it, shape people’s judgments of responsibility, blame, or other forms of
moral condemnation. Early models emphasized the concept of responsibility (Schlenker
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et al., 1994; Shaver, 1985; Weiner, 1995), and these will be reviewed first. These models
provide noteworthy contributions, but, as we will see, the concept of responsibility has
proven to be incomplete in capturing the sensitivity of people’s moral judgments. More
recent models have therefore examined less ambiguous moral judgments — such as those
concerning wrongness or blame (Cushman, 2008; Guglielmo et al, 2009) — and these
models will be reviewed in the latter portion of this section.
Models of Responsibility
Weiner (1995) aims to account for two related phenomena: people’s judgments of
responsibility and their emotional and behavioral reactions to others’ behavior. On
Weiner’s model, considerations of controllability drive people’s responsibility judgments,
which in turn guide their emotional responses (e.g., anger vs. sympathy) and social
actions (e.g., retaliation vs. helping) toward others.
For Weiner’s model, causality is a necessary but not a sufficient condition of
responsibility. Weiner (1995) argues that causes vary in their degree of controllability —
“causes, such as the absence of effort or lack of aptitude, are or are not subject to
volitional alteration” (p. 8) — and that “the cause must be controllable if the person is to
be held responsible” (p. 11). Thus, if the cause of a negative outcome is “uncontrollable”
— such as a heart attack or a low mental aptitude — responsibility judgments are
withheld. Weiner (1995) reviewed a wealth of evidence showing that people judge an
agent more responsible for a negative outcome to the extent they think the agent could
control it.
Schlenker et al. (1994) propose that responsibility judgments are shaped by three
links that jointly bind a prescription, an event, and an agent’s identity. In particular,
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“people are held responsible to the extent that a clear, well-defined set of prescriptions is
applicable to the event (prescription-event link), the actor is perceived to be bound by the
prescriptions by virtue of his or her identity (prescription-identity link), and the actor
seems to have (or to have had) personal control over the event, such as by intentionally
producing the consequences (identity-event link)” (p. 649). The first link resembles a
wrongness element (Shaver’s model, reviewed later, has a similar element) and the third
resembles Weiner’s controllability element; the second link (prescription-identity)
identifies a crucial concept not yet discussed in this review — that of the agent’s
obligations in the given situation. Schlenker et al. (1994) provide evidence for the
importance of this link, along with the other two, showing that each independently
contributed to people’s judgments of how responsible a worker was for his or her job
performance.
Limitations of responsibility models. Extant models of responsibility highlight
several essential features that shape people’s moral judgments, including considerations
of causality, controllability, and obligation. But these models fall short as comprehensive
accounts of moral judgments for several reasons. For one, they omit a critical
determinant of moral judgment: the concept of intentionality4. The distinction between
intentional and unintentional actions is critical for moral judgment (Darley & Shultz,
1990; Gray & Wegner, 2008; Lagnado & Channon, 2008; Ohtsubo, 2007), but the notion
of controllability — central to both Weiner’s (1995) and Schlenker et al.’s (1994) models
— is too abstract and does not capture this distinction. Both intentional and unintentional

4

According to Schlenker et al.’s model, intentionality is only incidentally relevant,
representing one way in which events may be controllable.
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behaviors will often be “controllable,” because the agent could have exerted volitional
control to act differently. But people’s moral judgments distinguish between intentional
behavior and negligent behavior, even if the negative consequences are identical
(Cushman, 2008). This pattern is reflected in the legal distinction between (intentional)
murder and (unintentional) manslaughter.
An additional concern is that the concept of responsibility itself has taken on a
host of meanings in the literature and is therefore not an ideal candidate for understanding
moral judgment. In some cases, responsibility indicates causality — for example, Harvey
& Rule (1978) examined “whether moral evaluations and causal responsibility are
distinct judgmental dimensions,” and Critchlow (1985) found that responsibility and
causality judgments were similar across a range of behaviors. The term can also simply
denote one’s general role-based obligations or duties (e.g., “Who is responsible for
cleaning up?”), rather than denoting responsibility for a past event. In yet other cases,
responsibility is simply synonymous with blame — for example, Shultz et al. (1981, p.
242, emphasis in original) told participants that “The question of moral responsibility
refers to the extent to which the protagonist is worthy of blame.” The concept of
responsibility is therefore ambiguous as a representative moral judgment — it either lacks
a clear moral meaning (e.g., when it merely stands for causality) or is redundant with
other, less ambiguous judgments (e.g., blame). More recent models of moral judgment
have therefore examined less equivocal moral judgments while nonetheless incorporating
key insights from these early models of responsibility.
Cushman: Causal-Intentional Model of Wrongness and Blame
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Cushman’s (2008) causal-intentional model is unique in that it aims to account for
two distinct moral judgments: wrongness and blame. The model specifies the conditions
under which people make these judgments and, accordingly, highlights the differences
between these judgments. Cushman’s model (2008, p. 364), shown in Figure 1-3, asserts
that information about mental states (viz., beliefs and desires) underlies wrongness
judgments, whereas mental states and consequences jointly underlie blame judgments.5

Figure 1-3. Cushman’s causal-intentional model of moral judgment.

Cushman argues that inferences of beliefs (whether the agent believed/knew his
behavior would cause harm) and inferences of desires (whether the agent wanted to cause
harm) provide independent contributions to wrongness and blame judgments. When
people perceive these two mental states as jointly present they typically judge the
behavior in question as intentional. Many studies on moral judgment vary whether
behaviors are intentional or not, but beliefs and desires can be manipulated
independently; for a more fine-grained analysis, Cushman (2008) used this latter strategy.

5

Cushman (2008) calls the model a “two-process” model, referring to the analysis of
causal and intentional factors. However, due to the possibility of confusing this term
with the common yet conceptually distinct term “dual process” (as in Greene’s model),
the unambiguous term “causal-intentional” will be used to describe Cushman’s model.
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In addition to intentionality factors, causes and consequences (i.e., what actually
happens as a result of an agent’s action) also contribute to blame judgments (but not to
wrongness judgments). Regardless of whether an agent intends to bring about harm, the
harm may or may not actually occur, and blame judgments, according to Cushman, will
track the amount of harm. Consider, for example, the differential punishment assigned to
actual vs. attempted murder, both of which imply an intention to harm but differ in
whether the harm actually occurred.
Evidence for Cushman’s causal-intentional model. The importance of
causality and intentionality in moral judgment is well established. Malle and Bennett
(2002) reported that blame was greater for caused harm than for bare, unfulfilled
intentions to harm. As discussed with respect to Shaver’s model, a host of evidence
shows that intentional negative actions are blamed and punished more than unintentional
negative actions (Darley & Shultz, 1990; Lagnado & Channon, 2008; Malle & Bennett,
2002; Ohtsubo, 2007). More specifically, independently manipulating an agent’s
culpable beliefs or desires yields substantial effects of each on judgments of blame in
adults (Young & Saxe, 2009) and children (Leon, 1982; Nelson, 1980; Nelson-Le Gall,
1984; Nelson-Le Gall, 1985; Suls & Kalle, 1978; Zelazo, Helwig, & Lau, 1996).
But Cushman’s model makes more specific predictions. In particular, it holds that
wrongness judgments are driven by mental-state information whereas blame judgments
are driven by both mental-state and consequence information (Figure 1-3). Cushman’s
(2008) studies tested these claims by independently varying the presence of belief, desire,
and negative consequences, and then probing judgments of wrongness and blame. One
vignette, for example, described Jenny, who was working in a sculpture class with a
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partner. Jenny either did or did not want to burn her partner’s hand (desire present vs.
absent) and did or did not think that welding a piece of metal would burn her partner’s
hand (belief present vs. absent); Jenny welded the metal, which either did or did not burn
her partner’s hand (consequence present vs. absent).
Wrongness judgments were largely driven by the agent’s mental states and very
little by the consequences of the agent’s action. Specifically, beliefs accounted for 62%
of the variance in wrongness judgments, and desire another 21%, whereas consequences
accounted for only 3% (the remaining variance was accounted for by interaction terms
and error). The results for blame judgments told a somewhat different story: mental
states continued to be critical (beliefs accounted for 50% of the variance, and desire
13%), but consequences also accounted for a significant portion of variance (22%).
Together, the results suggest that whereas wrongness judgments are solely guided by
mental states (viz., belief and desire), blame judgments are guided by mental states and
outcomes.
Other evidence for Cushman’s (2008) model is provided by studies on “outcome
bias” or “moral luck,” which is “the tendency for people to blame actors for the outcomes
of their actions, independent of their causal and intentional role in the event.” (Alicke,
2008, p. 179; see also Nelkin, 2008). Outcome bias is the pattern whereby an agent
receives more blame for a behavior that happens to have bad consequences than for one
that does not (or, similarly, for a behavior whose bad consequences are worse than
another’s). For example, someone who carelessly backs out of a parking spot would be
blamed (and punished) more if there happened to be a child behind the car than if there
happened not to be. In one empirical investigation of this effect, Mazzocco, Alicke, and
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Davis (2004) reported that whereas blame judgments were mostly predicted by mental
states (negligence, in their studies), they were nonetheless partially predicted by negative
outcomes themselves. Similarly, Cushman, Dreber, Wang, and Costa (2009) showed that
punishment of a person’s act of rolling a die (which could produce negative, positive, or
neutral outcomes) was elevated not only when the person intended to cause a bad
outcome but also when a bad outcome merely occurred by chance. These patterns are
consistent with Cushman’s model, showing that mental states and consequences
independently shaped judgments of blame.
Shaver: Attribution Model of Responsibility and Blame
Of all the models reviewed so far, Shaver’s (1985) model of responsibility and
blame offers the clearest predictions regarding patterns of people’s information search.
This is because Shaver’s model not only identifies critical features that shape blame, but
also describes sequences or contingencies among these features. Shaver differentiates
between three related judgments: blame judgments, which presuppose those of
responsibility, which presuppose those of causality. The heart of the model concerns
responsibility judgments, which, as described earlier, have suffered from an ambiguity of
meaning in prior literature. All the same, Shaver (1985, 1996) argues that responsibility
judgments are guided by four elements: causality (that an agent is causally connected to
the event being evaluated); wrongness (that the agent and perceiver view the event as
something bad); general controllability (that the event is something that agents generally
can control); and specific intentionality or voluntariness (that the agent’s behavior in this
instance was intentional and free from coercion). It is not clear, though, whether Shaver
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views each of these elements as necessary for moral judgment, or whether certain
elements are relevant only when other elements are present.
As Shaver’s model suggests, moral evaluations are sensitive to variations in an
agent’s causal and intentional involvement in a negative action (Darley & Shultz, 1990;
Lagnado & Channon, 2008; Ohtsubo, 2007). Moreover, perceivers differentiate between
responsibility and blame (Harvey & Rule, 1978), and their judgments tend to follow a
causality → responsibility → punishment6 pattern in particular (Shultz, Schleifer, &
Altman, 1981).
Guglielmo et al.: Path Model of Blame
Guglielmo, Monroe, and Malle’s (2009; Malle, Guglielmo & Monroe, 2012) Path
Model of Blame is depicted in Figure 1-4. This model shares similarities with Shaver’s
model, both in its inclusion of particular concepts (e.g., causality and intentionality) and
in its specified sequential nature of information processing. However, it goes beyond
Shaver’s model in several important ways, particularly by eliminating the ambiguous
concept of responsibility, by better clarifying the sequential information processing steps,
and by clarifying two different “paths” to blame as a function of whether the event in
question was intentional or unintentional. The Path Model asserts that after perceivers
identify a negative or norm-violating event (step 1), they assess causality (step 2). If the
event was not caused by an agent, blame is not assigned; if the event was agent-caused,
perceivers determine whether it was caused intentionally (step 3). If it was intentional,

6

Punishment and blame are often treated interchangeably in the literature. The issue
of such interchangeability will not be discussed here, but there is at least some evidence
that these two judgments are equally responsive to the same input features (Cushman,
2008).
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blame will typically be high, but can be heightened or mitigated as a function of the
agent’s reasons for acting (step 4a). If the event was caused unintentionally, perceivers
will consider whether the agent had an obligation to prevent it (step 4b). If no such
obligation was present, blame will typically be low. If this obligation was present (i.e.,
the agent should have prevented the event), blame will be assigned to the extent that the
agent could have prevented it (step 5).

Figure 1-4. Guglielmo, Monroe, and Malle’s Path Model of Blame.

Guglielmo et al.’s model and Cushman’s model have several noteworthy
similarities. Both assert that blame is substantially guided by variation in causality and
intentionality, such that blame is maximal when an agent intentionally causes a negative
event (this is consistent with Shaver’s analysis as well). Both models also suggest that
unintentional behavior can incur blame, although Guglielmo et al. provide a more
specific explication of the conditions under which this occurs. In noting that
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unintentional behavior can warrant blame, both models differ from Shaver’s model,
which appears to hold intentionality as a necessary condition of blame, and from
Weiner’s and Schlenker et al.’s models, which focus on controllability rather than
intentionality.
But Guglielmo et al.’s model and Cushman’s model nonetheless differ in several
key ways. One important difference is in the specified relationship between causality and
intentionality: Cushman argues that perceivers process these factors in parallel, whereas
Guglielmo et al. argue that intentionality is relevant only when causality is present. On
Guglielmo et al.’s model, the question of intentionality (as well as that of blame) is
meaningful only if perceivers have determined that an agent caused the negative event in
question. If this particular agent did not cause a negative outcome, blame will not be
applied to this agent. However, according to Guglielmo et al., blame can still be applied
if a norm-violating event did not result in a harmful outcome. Perceivers can still
evaluate negative events such as an attempt (that failed), a plan (that wasn’t executed) or
an omission (e.g., not taking proper precautions despite knowledge of potential harm). In
all of these instances, the agent is indeed the cause of the event (e.g., of the malicious
plan), so the perceiver will analyze the remaining steps specified by the model.
The models also differ in specifying which other factors — aside from causality
and intentionality — contribute to blame. Consistent with the claims of Shaver and
Weiner, Guglielmo et al.’s model holds that for intentional negative actions, blame may
be reduced to the extent that the agent’s behavior was justified. Cushman’s model does
not explicitly contain such a possibility. Similarly, Guglielmo et al.’s model asserts that
blame for unintentional negative events is guided by obligation and preventability. If
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these factors are absent, blame should be minimal (or nonexistent). In contrast, these
factors appear to be largely irrelevant on Cushman’s model, which should predict that
unintentional harm is uniformly blameworthy.
Evidence for Guglielmo et al.’s Path Model. There is a great deal of evidence
that each step in Guglielmo et al.’s model impacts judgments of blame. As discussed
previously, blame is largely guided by variation in causality (Cushman, 2008; Sloman et
al., 2009) and intentionality (Darley & Shultz, 1990; Lagnado & Channon, 2008; Malle
& Bennett, 2002; Ohtsubo, 2007; Young & Saxe, 2009).
The role of obligation in moral judgment has been examined far less often, in part
because most studies hold obligation constant by presenting stories in which agents have
clear obligations to prevent negative outcomes from occurring. When it has been
examined, obligation has shown an important influence on moral judgment. For
example, Haidt and Baron (1996) reported that people judged it morally worse for an
agent to withhold information from a friend than from a neighbor, which itself was worse
than withholding from a stranger. Although the agent did not intentionally provide false
information in these cases (indicating that the model in Figure 1-4 would follow the “no”
track at step 3), moral judgments tracked variation in the agent’s obligation to prevent
this negative outcome.
A similar account appears to explain findings by Knobe (2003a), who examined
people’s judgments about a CEO who knowingly harmed the environment. People who
viewed the act of harming to be unintentional nonetheless assigned a great deal of blame
(Guglielmo & Malle, 2010), which may be because they believe that a CEO is obligated
to prevent such harm. In contrast, when the protagonist’s main goal is more laudable
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(Cushman & Mele, 2008; Phelan & Sarkissian, 2008), this may diminish the
protagonist’s obligation to prevent the negative side effect and, as a result, people’s
judgments of blame. In sum, blame judgments substantially depend on assessments of an
agent’s obligation, or what the agent should have done (Hamilton, 1978; Malle, Moses, &
Baldwin, 2001; Schlenker et al., 1994).
Finally, a consideration of what the agent could have done is also critical for
blame judgments. This notion of preventability — whether the agent had the relevant
cognitive and physical capacities to prevent the negative event in question — is similar to
Weiner’s (1995) controllability concept, and has received strong empirical support. For
example, Darley and Shultz (1990) reported that children judge unintended harm worthy
of more blame and punishment if the harm was foreseen (and thus preventable) than if it
was unforeseen and thus unpreventable. Similarly, Alicke, Weigold, and Rogers (1990)
showed that regardless of whether an agent’s motives were negative or positive, people
ascribed more blame to the agent for causing a foreseen negative outcome than an
unforeseen one.
Information-seeking Predictions of Information Models
Given that they aim to explicate the particular features that shape people’s moral
judgments, information models (Cushman, 2008; Guglielmo et al., 2009; Schlenker et al.,
1994; Shaver, 1985; Weiner, 1995) offer the best theoretical lens for understanding
people’s information-seeking behavior. Several of the models highlight the critical role
of causality assessments, positing that perceivers seek to establish whether a given
negative event was caused by a human agent (Cushman, 2008; Guglielmo et al., 2009;
Shaver, 1985).
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In addition to the importance of causality information, several accounts also
emphasize particular mental-state information that perceivers care about (and which, by
extension, we should expect them to seek). Cushman (2008) highlights the importance of
a target’s beliefs (whether the target knew that his action would cause harm) and desires
(whether the target wanted to cause harm). Other theories highlight the importance more
generally of intentionality (of which beliefs and desires are constituent parts) (Guglielmo
et al., 2009; Shaver, 1985). Several accounts have further emphasized the importance of
a target’s reasons or justifications, noting that moral judgments may be either mitigated
when the target’s reasons for acting are socially desirable or exacerbated when these
reasons are socially undesirable. Finally, the controllability or preventability of the
target’s negative action also impacts moral judgments, such that perceivers assign greater
moral condemnation when they believe that the target could have prevented the given
negative outcome from occurring (Guglielmo et al., 2009; Weiner, 1995).
There are, consequently, many features that should play a prominent role in
people’s information-seeking strategies, including information about causality,
intentionality, reasons, and preventability. Although several models of moral judgment
predict a general prominence of these features in people’s information-seeking, the Path
Model of Blame in particular (Guglielmo et al., 2009; Malle et al., 2012) provides the
clearest theoretical specification of particular sequences or links between these features,
and it therefore offers predictions concerning how people’s information-seeking
strategies will unfold. The Path Model discusses the process of information-seeking by
appealing to the constitutive processes of concept activation and value setting. Once a
particular concept (e.g., intentionality) in perceivers’ conceptual model of blame has been
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activated, perceivers will seek to set or determine the value of that concept (e.g., was it
intentional or unintentional?); once the value is set, then the subsequent concept is
activated, and so on. In general terms, the Path Model therefore posits that perceivers
will seek information sequentially, in accordance with the specified steps of the model.
More specifically, the model asserts that negative outcomes trigger a search for causality
information (who caused the outcome?), followed, so long as the outcome was personcaused, by a search for intentionality information (did the person cause the outcome
intentionally?). If it was intentional, perceivers should search for reasons information
(why did the person do it?); and if it was unintentional, perceivers should search for
preventability information (could the person have prevented it from happening?). These
predictions will be discussed in further detail in the subsequent Predictions section,
immediately preceding Study 1.
Biased Information Models of Moral Judgment
Biased7 information models hold that although the critical information elements
identified by the preceding models — concerning causality, intentionality, and mental
states — may shape explicit judgments of blame, these elements are themselves directly
influenced by more basic, perhaps implicit, moral judgments (Alicke, 2000; Knobe,
2010). Thus, the general claim of these models is that initial moral judgments (e.g., about
the badness of an outcome or an agent) shape perceptions of an agent’s causal and mental
7

In the psychological literature, “bias” often carries normative connotations of error or
irrationality. However, this is not the meaning that is intended here. Although the
postulated effects of Alicke’s (2000) model are often held to constitute judgmental error
on the part of perceivers, the same is not true of Knobe’s (2010) model. Thus, the current
analysis invokes the more neutral meaning of “bias” as in signal detection theory, merely
connoting a particular tendency or pattern in people’s judgments (viz., for their moral
judgments to somehow influence their judgments of causality and mental states).
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involvement in the event at hand. If true, these models reverse the order of processing
postulated by the above information models in suggesting that moral judgment precedes,
rather than results from, causal-mental analysis. It should be noted that biased
information models are not strictly incompatible with the information models discussed
earlier. Neither type of model explicitly denies the existence of the processing order
favored by the other type. Nonetheless, these two types of models clearly disagree about
which processing order is most prevalent and thus has the most explanatory power with
respect to people’s judgment patterns. For a more detailed discussion, see Guglielmo and
Malle (2012).
Alicke: Culpable Control Model of Blame
Alicke’s (2000) culpable control model specifies the impact of “spontaneous
evaluations” on judgments of causality and mental states (Alicke refers to these
judgments as “structural linkage assessments”), as well as on blame judgments. As we
will see, the general claim of the model is that people’s judgments about causality and
mental states are directly influenced by prior spontaneous evaluations. The model holds
that spontaneous evaluations are “affective reactions” that arise “in response to
information concerning a person's intentions, behaviors, or the consequences they
produce, or… a person's social attractiveness, reputation, or social category” (Alicke,
2000, p. 558). Alicke conceptualizes “structural linkage assessments” as causal-mental
analysis, constituting perceivers’ judgments about an agent’s (1) causal connection to an
outcome, and (2) mental states (e.g., intentions and foresight). These are, of course,
fundamental elements in the information models of moral judgment discussed earlier
(Cushman, 2008; Guglielmo et al., 2009; Shaver, 1985).
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Alicke’s central claim is that “spontaneous evaluations encourage a blamevalidation mode of processing” (2000, p. 556), in which “observers review structural
linkage evidence in a biased manner by exaggerating the actor’s volitional or causal
control.” (p. 558). Thus, “spontaneous evaluations influence blame attributions both
directly as well as indirectly by means of their effect on more deliberate structural linkage
assessments.” (p. 559, emphasis added).
Although Alicke does not provide a complete graphical depiction of his model, it
can be inferred from his discussion (2000, pp. 564-568) of five unique combinations of
the relationships between spontaneous evaluations, blame, and causal-mental assessments
(e.g., spontaneous evaluations may directly influence blame, but blame may have no
further influence on causal-mental assessments, etc.). Three of these combinations
specify direct effects of spontaneous evaluations on blame; one specifies an indirect
effect of spontaneous evaluations on blame (via causal-mental assessments); one
specifies simultaneous direct and indirect effects. Figure 1-5 combines all of these
effects into a single representation of Alicke’s model, whereby the greater the number of
proposed pathways between pairs of variables (Alicke, 2000, p. 565), the thicker the
arrow connecting them in Figure 1-5.8 We see that, according to Alicke’s model, the
strongest relationship is the direct spontaneous evaluations → blame link, followed by
the spontaneous evaluations → causal-mental assessments link, and the causal-mental
assessments → blame link (the last two of which constitute the indirect effect of

8

The shading of the “Spontaneous Evaluations” element in Figure 1-5 denotes that this
variable is assumed to be present in the model but is typically not assessed empirically.
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spontaneous evaluations on blame).9 In short, Alicke’s model implies that the direct
effect of spontaneous evaluations on blame is much larger than the indirect effect. It is
worth noting that Alicke’s model is similar to Haidt’s (2001) in that both claim that early
negative affective responses can shape subsequent judgments or reasoning processes that
serve to validate or justify the initial affect. However, Haidt (2001) does not describe the
kind of judgments that might be relevant here; rather, the primary claim of his model is
simply that moral judgments are intuitive. In contrast, Alicke (2000) emphasizes
particular judgments — namely, those concerning causality and mental states — that are
posited to be influenced by early negative affect.

Figure 1-5. Implied graphical representation of Alicke’s culpable control model.

Evidence for Alicke’s culpable control model.
Direct effects. The most compelling evidence for Alicke’s (2000) model would
show an effect of spontaneous evaluations on blame that cannot be accounted for by
causal-mental assessments (i.e., judgments of causality, intention, negligence, etc.).
Alicke’s (2000) section on Direct Spontaneous Evaluation Effects discussed a study that
found an effect of outcome negativity (assumed to cause spontaneous evaluations) on
The strength of the harmful events → spontaneous evaluations link cannot be inferred
in the same way because Alicke does not include the former variable in the models on
page 565. Presumably this path should be quite strong, but because it is not directly
addressed by Alicke’s model, the arrow in Figure 1-5 is intended to designate merely the
existence of this path, not its strength.
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blame that was not mediated by causal ratings (Alicke, Davis, & Pezzo, 1994). However,
Alicke et al. (1994) do not report any tests of mediation, nor does it appear that they
obtained ratings of causality.
Few existing studies have tested the mediational model implied by Alicke’s
model, but a set of studies by Mazzocco et al. (2004) provide an exception. In these
studies, a protagonist shot and killed an intruder who turned out to be either his
daughter’s boyfriend or a dangerous criminal. The results showed the outcome bias
effect, whereby people assigned more blame (and negligence) in the more negative
scenario (i.e., the boyfriend case). The critical question for Alicke’s (2000) model
concerns the strength of two paths. The first is the direct effect: outcome (read,
spontaneous evaluations) → blame, after accounting for the effect of negligence on
blame. The second is the indirect effect: negligence → blame, after accounting for the
effect of outcome on negligence. On Alicke’s account, the direct effect should be far
stronger than the indirect one. However, results showed the opposite pattern: the
negligence → blame path (the indirect effect) was significant in all four studies with an
average r of .42, whereas the outcome → blame path (the direct effect) was significant in
just one study (it was marginally significant in another) and had an average r of .17.10
And even the (small) direct effect observed by Mazzocco et al. (2004) was not from
spontaneous evaluations to blame, as required by Alicke’s model, but from outcome to

The average effect size of r = .17 for the direct effect (the outcome → blame path)
was identical to that reported in a meta-analysis of outcome bias effects (Robbennolt,
2000). However, this meta-analysis analyzed the zero-order outcome bias effect (i.e.,
without controlling for inferences such as negligence). A meta-analysis of the residual
outcome → blame path would surely reveal an effect smaller than r = .17.
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blame, assuming that spontaneous evaluations mediate that effect. Whether spontaneous
evaluations drive this effect is unclear because spontaneous evaluations were not
measured.
Recent work by Alicke and Zell (2009) measured ratings of a protagonist’s
likeability (another presumed trigger of spontaneous evaluations) and examined their
direct impact on blame. In one study, participants read about a protagonist who was
either socially attractive (e.g., he was polite to a policeman; he volunteered at a homeless
shelter) or unattractive (e.g., he was rude to a policeman; he lied to his boss); in both
cases, the protagonist accidentally punched and injured an innocent woman. The
unattractive character was blamed more than the attractive one, and this effect was
mediated by likeability ratings (which might be considered a measure of spontaneous
evaluations).
Indirect effects. Although there is little existing evidence for direct effects of
spontaneous evaluations on blame, we should consider the evidence for indirect effects.
If such effects stem from a motivational bias of spontaneous evaluations, whereby people
“want” to perceive greater negligence (or causality, etc.) when faced with particularly
negative outcomes, then this pattern may support Alicke’s model.
Alicke (1992) presented a story about an agent who was speeding and got into a
car accident; the unlikeable agent (who wanted to hide a vial of cocaine) was seen as
more causally responsible for the accident than the likeable agent (who wanted to hide his
parents’ anniversary gift). According to Alicke’s (1992) explanation, the negative
spontaneous evaluations elicited by the unlikeable character led people to enhance their
assessments of causality (although the study did not assess spontaneous evaluations).
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Recall that participants in Mazzocco et al.’s (2004) studies judged an agent as more
negligent when his actions had especially negative consequences (e.g., his daughter’s
boyfriend dying) than when they did not (e.g., a dangerous criminal dying). Similarly,
Alicke et al. (1994) found higher ratings of negligence and irresponsibility (as well as
blame) in the boyfriend condition than in the criminal condition.
Knobe: Moral Pervasiveness Model
Knobe’s moral pervasiveness model (Knobe, 2010; Pettit & Knobe, 2009),
depicted in Figure 1-6 (Phillips & Knobe, 2009, p. 33), holds that people’s “initial moral
judgments” (Phillips & Knobe, 2009, p. 31) have a robust influence on their judgments
about an agent’s mental states. Knobe’s (2003a, 2003b) earliest work suggested that
initial moral judgments were simply judgments of blame, but more recent specifications
of Knobe’s account hold that initial moral judgments are akin to assessments of goodness
or badness: “people’s judgments of good and bad are actually playing a role in the
fundamental competencies underlying their concept of intentional action.” (Knobe, 2006,
p. 221, emphasis added). On Knobe’s model, initial moral judgments influence all the
components of moral judgment (following the initial event detection) identified by
information models (e.g., Cushman, 2008; Guglielmo et al., 2009). For example, Knobe
(2010) argues that initial moral judgments influence judgments of intentionality
(including related judgments about what the agent desired, believed, or decided to do),
causality (Knobe & Fraser, 2008) and justifying reasons for acting (Knobe, 2007). Since
these judgments are not considered (by Knobe or anyone else) to be moral themselves,
they are here referred to as nonmoral inferences.
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Figure 1-6. Knobe’s moral pervasiveness model.

Knobe’s initial moral judgments are similar to Alicke’s spontaneous evaluations
but Knobe’s account goes further in suggesting not just that moral judgments can guide
key nonmoral judgments (e.g., about intentionality) but that people’s very concepts of
these nonmoral judgments are fundamentally shaped by moral concerns: “Moral
judgment is pervasive, playing a role in the application of every concept that involves
holding or displaying a positive attitude toward an outcome” (Pettit & Knobe, 2009, p.
593). 11 Knobe’s and Alicke’s models are similar to one another (as a comparison of
Figures 1-5 and 1-6 reveals), but they have two key differences. First, Alicke’s model
emphasizes direct effects (early evaluation → blame), whereas Knobe’s model
emphasizes indirect effects (via causal-mental inferences). Second, Alicke postulates a
motivated process of blame-validation — people are motivated to overperceive causality
and culpable mental states (relative to some normative standard) in order to justify their
initial negative evaluations. In contrast, Knobe’s model does not postulate such
motivated perception — rather, initial moral judgments are simply part of the
(normatively correct) conceptual structure of causal-mental inferences.
Evidence for Knobe’s moral pervasiveness model. To the extent that Knobe’s
model represents the indirect effect discussed by Alicke, it is supported by some of the

11

The shading of the initial moral judgment element in Figure 1-6 denotes that this
variable is assumed to be present in the model but is typically not assessed empirically.
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studies reviewed above. For example, Mazzocco et al. (2004) reported that the indirect
effect of outcome negativity on blame, mediated by negligence judgments, was far
stronger than the direct effect; this pattern is consistent with Knobe’s claim that
negativity directly enhances culpable mental state judgments (which thereby enhance
explicit moral judgments of blame).
Much of the other evidence for Knobe’s model comes from studies of the “sideeffect effect” (Leslie, Knobe, & Cohen, 2006), which shows that people view negative
(but not positive) side effects as intentional. In the original demonstration of the effect
(Knobe, 2003a), a CEO adopted a program that increased profits and also harmed
[helped] the environment. Although the CEO stated, “I don’t care at all about harming
[helping] the environment” — thereby putatively indicating a lack of desire for the side
effect — most people said that helping the environment was unintentional but that
harming the environment was intentional. This basic pattern is robust across differences
in age and vignette content (Cushman & Mele, 2008; Leslie et al., 2006; Mallon, 2008).
Knobe sometimes suggests that positive actions can similarly influence
perceptions of intentionality. For example, Knobe (2003b) showed that people judged
the outcome of an agent’s lucky shot to be intentional when it was negative (killing his
aunt) or positive (saving lives), but not when it was neutral (hitting a bull’s-eye). Thus,
Knobe’s account posits that moral significance (Knobe, 2006) — not simply moral
negativity — influences intentionality assessments.
Other evidence shows that morality appears to impact a host of nonmoral
judgments aside from those of intentionality. For example, people more often judged that
the harming CEO intended the outcome (Knobe, 2004; McCann, 2005), decided to bring
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about the outcome, and was in favor of the outcome than was the helping CEO (Pettit &
Knobe, 2009). People are also more inclined to say that the harming CEO knew the
environment would be harmed than to say the helping CEO knew it would be helped
(Beebe & Buckwalter, 2010).
Finally, moral judgments appear to influence assessments of causality (Knobe &
Fraser, 2008) and freedom (Phillips & Knobe, 2009). For example, Knobe & Fraser
(2008) presented a case in which both a professor and an administrative assistant took
pens from a desk, leaving no pens for the receptionist to write an important message.
Both the professor and the assistant typically did take pens, but the professor was not
supposed to (the assistant was allowed to). Participants reported that the professor caused
the problem (of the receptionist being without a pen) more so than the assistant did.
Information-seeking Predictions of Biased Information Models
Biased information models (Alicke, 2000; Knobe, 2010), like process models,
also do not offer many clear predictions about the kind of information that perceivers will
search for en route to their moral judgments. These models posit that moral judgments
shape mental-state inferences, but they do not clearly specify which features drive moral
judgments in the first place. Alicke’s (2000) culpable control model emphasizes the role
of general negative evaluations concerning a target person’s character, reputation, or
motives; such an emphasis suggests that perceivers would be most inclined to seek
information about the target’s disposition or past negative behavior. Knobe’s (2010)
moral pervasiveness model asserts that people make immediate initial moral judgments,
which end up influencing their explicit, reported moral judgments. But as with Haidt’s
model, Knobe’s model does not identify the features that impact either of these moral
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judgments, and it therefore does not predict any systematic patterns in people’s
information-seeking behavior.
Prior Literature on Information Search
We have now surveyed the landscape of moral judgment models, locating them in
a guiding framework with two overarching goals: (1) specifying the psychological
processes that generate moral judgments (largely addressed by process models), and (2)
specifying the information elements that guide moral judgments (largely addressed by
information and biased information models). Together, these goals underscore the
importance of examining moral judgment from an information processing perspective.
However, questions of information and questions of process have largely been examined
separately in the moral judgment literature. As this chapter has argued, one critical way
of examining these questions in conjunction is to assess the process of informationseeking as it relates to moral judgment. The current studies were therefore designed to
examine this information-seeking process, particularly with respect to the claims of the
Path Model of Blame (Guglielmo et al., 2009), which provides the clearest set of
predictions about people’s information-seeking behavior. But before we can discuss the
design of these studies, and their corresponding predictions, we will first need to briefly
consider prior methods in the literature for assessing people’s information-seeking
behavior.
Although the topic of information search has been neglected by scholars of moral
judgment, it has nonetheless been studied heavily in the literature on judgment and
decision making (Gigerenzer & Gaissmaier, 2011). For example, scholars have explored
people’s information search strategies as they relate to consumer decision making
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(Jacoby, Morrin, Jaccard, Gurhan, Kuss, & Maheswaran, 2002; Reisen, Hoffrage, &
Mast, 2008), voting behavior (Redlawsk, 2004), food preferences (Zander & Hamm,
2010), medical decision making (Dhami & Harries, 2010), and various individual
difference characteristics (Bröder, 2003; Ferrari & Dovidio, 2001).
One method that has commonly been used in prior literature to assess people’s
information search strategies is an “information display board” (Harte & Koele, 2001;
Jacoby, Jaccard, Kuss, Troutman, & Mazursky, 1987). In this approach, participants are
presented with a matrix of information in which theoretically meaningful features are
manipulated; participants can sequentially search through the cells of the matrix,
revealing whichever information they think will help them complete the decision task at
hand. For example, in an apartment evaluation task, participants might be given an
opportunity to view particular kinds of information about various apartments (concerning
their price, size, parking arrangements, etc.) to help them in selecting their preferred
apartment (Payne, 1976). A second, and even more compelling, method of assessing
people’s information search strategies is through the use of an “active information
search” paradigm (Huber, Wider, & Huber, 1997; Reisen, Hoffrage, & Mast, 2008).
Rather than having participants search through a set of preselected features, this approach
allows participants to ask questions and receive answers, thus providing a more
naturalistic method for uncovering the particular features that are most critical for
participants’ decision strategies. The current studies implement variants of both the
information display board and active information search methodologies, which will of
course be discussed in further detail in subsequent sections.

37

Although investigation of information search strategies in the consumer and
decision making literature has been plentiful, what existing evidence to we have
regarding such strategies as they relate to moral judgment? Unfortunately not much. As
noted earlier, this topic has been widely neglected by the literature on moral judgment.
Scholars have sometimes speculated about the biased nature of people’s informationseeking behavior (e.g., Haidt, 2001, p. 822 suggests that “moral reasoning is not left free
to search for truth but is likely to be hired out like a lawyer by various motives, employed
only to seek confirmation of preordained conclusions”), but there exists almost no
empirical work examining such behavior.
In a rare exception, Carlsmith (2006) has investigated how people’s informationseeking strategies may reveal their underlying motives for punishment. Carlsmith and
colleagues (Carlsmith, 2008; Carlsmith, Darley, & Robinson, 2002) have revealed an
important dissociation between people’s expressed motives for punishment on the one
hand and the motives that ultimately shape their punishment decisions on the other. This
work showed that people’s assignments of punishment were largely driven by factors
putatively related to retribution rather than factors related to deterrence, even though
people were highly supportive of the view that punishment should serve a deterrence
function (Carlsmith, 2008; Carlsmith et al., 2002). Carlsmith (2006) extended this work
by examining whether this dominance of retribution motives would likewise reveal itself
in people’s information search strategies, such that they would prefer to acquire
retribution information over deterrence information.
In one critical study that tested this prediction (Carlsmith, 2006, Study 2),
participants were asked to assign punishment sentences as part of a judicial decision
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making task, and they could request different types of information to help them arrive at
their decisions. There were nine different types of information that participants could
request, which together constituted three putative underlying motives for punishment:
retribution (constituted by information about the magnitude of harm, the perpetrator’s
intent, and any extenuating circumstances); incapacitation or the likelihood of repeated
wrongdoing (constituted by information about the perpetrator’s likelihood of future
violence, prior record, and self-control); and general prevention or deterrence
(constituted by information about the general frequency of this crime, its detection rate,
and its degree of publicity). Results overwhelmingly showed that participants requested
information about retribution both earlier and more often than information about either of
the other underlying motives for punishment. In a follow-up study, Carlsmith (2006,
Study 3) presented participants with each type of information, rather than having them
request information; results of this study showed that participants were most confident in
their sentencing decisions after receiving retribution information as compared to either
incapacitation or deterrence information.
A recent set of studies by Keller, Oswald, Stucki, and Gollwitzer (2010) aimed to
replicate the critical information search patterns revealed by Carlsmith (2006). Indeed,
even when offering information about a fourth punishment motive (“special prevention,”
concerning the likelihood of this specific perpetrator being rehabilitated), Keller et al.
(2010) found that people overwhelmingly sought information about retribution.
Together, therefore, the few investigations of people’s information search behavior as
related to moral judgment reveals that people are largely inclined to seek information
related to retribution.
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The studies reported by Carlsmith (2006) and Keller et al. (2010), however, have
a number of noteworthy limitations that make it difficult to assess their implications for
existing models of moral judgment. For one, the studies informed participants that the
hypothetical targets being evaluated were guilty of the crimes for which they were
accused. Consequently, participants had no need to search for information related to
determining guilt (an important part of moral judgment, to be sure). Thus, these studies
have examined only a portion of the moral decision making process (viz., the post-guilt
portion). More importantly, the punishment motives of retribution, incapacitation, and
deterrence that were examined by Carlsmith (2006) and Keller et al. (2010) do not have
clear theoretical parallels to the critical elements of existing models of moral judgment.
These models (particularly information models) are most directly concerned with
clarifying the particular features that shape people’s moral judgments, rather than the
ultimate behavior regulation motives that may underlie such judgments. All the same,
the information search results of Carlsmith (2006) and Keller et al. (2010) provide a
degree of indirect support for certain predictions of existing information models of moral
judgment. As it turns out, the widely-requested “retribution” information that was
provided by these studies primarily targeted information about mental states (including
the perpetrator’s intentions and reasons), which are of course critical for several
information models (Cushman, 2008; Guglielmo et al., 2009; Shaver, 1995). It is up for
debate whether such information should rightly be classified as constitutive of retributive
motives (indeed, the pretesting results of Keller et al., 2010, call into question such
classification). But this classification will not be challenged here. Rather, the important
point for our present purposes is that the little existing evidence regarding people’s
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information search strategies of moral judgment is at least consistent with the basic
predictions of several such models.
The current project extends the literature on information search and moral
judgment by implementing additional — and more flexible — methods for assessing
people’s information search strategies, and by examining people’s information search
strategies as they relate to existing theoretical models of moral judgment. In particular,
the primary theoretical model tested by the current project will be the Path Model of
Blame, which provides both the most specific and most comprehensive predictions
regarding people’s information seeking. Whereas several other models describe
important informational features that impact moral judgment, the Path Model has
advantages over these model in that it provides explicit specification of the relationships
or sequences among these features. Moreover, the Path Model specifies distinct
pathways to moral judgment depending on the intentionality of the event in question. In
contrast, other information models of moral judgment either omit the intentionality
concept entirely (Schlenker et al., 1994; Weiner, 1995), or they omit specification of
which other features are relevant as a function of intentionality (Cushman, 2008; Shaver,
1985). The next section will provide an overview of the current studies, as well the
critical predictions of each one, as implied by the Path Model of Blame.
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Chapter 2
Study Overview and Predictions

The current studies test several predictions that the Path Model of Blame makes
regarding the information-seeking strategies that people use en route to arriving at
judgments of blame. These studies implement two distinct paradigms for assessing these
information-seeking strategies. Study 1 implements an “information offer” paradigm
(akin to the “information display board” paradigm from the judgment and decision
making literature), in which participants are presented with opportunities to receive
different types of information (from critical theoretically derived categories). This
paradigm can assess participants’ likelihood and speed of accepting these information
offers (i.e., indicating that they want to receive the information) as a function of the
information content and how it relates to participants’ existing knowledge about the
event. Study 2 adopts a less constrained “information search” paradigm (akin to the
“active information search” paradigm from the judgment and decision making literature),
in which participants have opportunities to ask questions — and receive answers to these
questions — to help them arrive at a judgment of blame. Thus, rather than seeking
information only from pre-selected categories (as in Study 1), Study 2 allows participants
to seek whatever information they wish to have. Study 3 returns to the information offer
paradigm of Study 1 and introduces a between-subjects manipulation of time pressure to
assess the extent to which people’s information-seeking strategies operate in an intuitive
versus a deliberative manner.
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Together, the present studies therefore converge on an understanding of the
information seeking process of moral judgment by examining how this process emerges
under partially constrained conditions (as in Study 1’s use of discrete categories from
which to receive information and Study 3’s further introduction of time pressure), as well
as under relatively unconstrained conditions (as in Study 2). The subsequent sections
provide a cursory overview of the methodology of each study (complete details are
provided in subsequent Method sections) and, more importantly, the key predictions of
each study.
Study 1: Information Offer
In the information offer paradigm of Study 1, participants will read about different
negative events and will respond to various “offers” to receive different types of
information. The negative events will come from four different categories,
corresponding to four different “locations” in the Path Model: outcome-specified events
(describing only the occurrence of a negative outcome); causality-specified events
(describing that a particular person caused a negative outcome); intentional-specified
events (describing that a particular person intentionally caused a negative outcome); and
unintentional-specified events (describing that a particular person unintentionally caused
a negative outcome). At any given time, participants can receive one of four information
offers, corresponding to the four key elements of the Path Model (causality,
intentionality, reasons, and preventability). Participants can choose either to accept a
given information offer (indicating that they want to receive the corresponding
information) or to reject the offer.
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Study 1 (as well as subsequent studies) specifically tests predictions of the Path
Model of Blame. According to the Path Model, participants should seek different types
of information in response to different types of negative events (see Figure 1-4). In
particular, upon learning about a negative event, people should be most inclined to seek
information about causality (i.e., whether the event was agent-caused or not) as compared
to other types of information. Upon learning about an agent-caused negative outcome,
people should be most inclined to seek information about intentionality (i.e., whether the
event was caused intentionally or not); upon learning about an intentionally-caused
negative outcome, people should be inclined to seek information about reasons (i.e., the
agent’s motives or reasons for causing the event); and upon learning about an
unintentionally-caused negative outcome, people should be inclined to seek information
about preventability (i.e., whether the agent could have prevented the outcome from
occurring).
These predictions should result in differential rates and speeds of offer acceptance
as a function of how the information targeted in the offer (i.e., causality, intentionality,
reasons, or preventability) relates to the participant’s prior knowledge state. Specifically,
participants should be more likely and faster to accept a given information offer when the
offer targets information immediately subsequent to their current knowledge state
(according to the specified steps in the Path Model), as compared to when the offer
“jumps” steps beyond their current knowledge state. For example, participants should be
more likely and faster to accept offers for information about intentionality when they
have just learned that the event was agent-caused (in which case the offer of
intentionality information targets the next step in the Path Model) than when they have
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just learned about the mere occurrence of a negative outcome (in which case the offer of
intentionality information jumps past the causality step in the Path Model). This study
therefore characterizes these general types of information offers as next offers and jump
offers: whereas next offers target information that is immediately subsequent (according
to the Path Model) to participants’ current knowledge state, jump offers target
information that jumps one or more steps.
Similar predictions about the rates and speeds of accepting next offers vs. jump
offers also hold for offers that target information about reasons and preventability. In
particular, people should be more likely and faster to accept reasons information when
they have learned that an outcome was intentional as compared to when they have
learned that an outcome was merely agent-caused. Conversely, people should be more
likely and faster to accept preventability information when they have learned that an
outcome was unintentional as compared to when they have learned that an outcome was
merely agent-caused.
Many other models reviewed in the previous chapter highlight the importance of
select subsets of the components that are central to the Path Model (e.g., Cushman, 2008;
Shaver, 1985; Weiner, 1995). However, none of these models include all of the Path
Model’s concepts; and more importantly, none of these models describes sequential
processing of these concepts (with the possible exception of Shaver’s model — as
described earlier, this model makes some claims about an optimal or prescribed ordering
of judgments). Consequently, although these models might predict that people will
generally seek information about the concepts targeted in this study (i.e., concerning
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causality, intentionality, reasons, and preventability), the models have no reason to
predict differential speeds of information acceptance.
Study 2: Information Search
Study 2 implements a more open-ended information search paradigm for
assessing people’s information-seeking strategies of moral judgment. Participants will
again read about the same four event types as in Study 1 (outcome-, causality-,
intentional-, and unintentional-specified events). But rather than responding to
information offers from pre-selected theoretically derived categories, participants will be
allowed to make various open-ended “information requests” about each event.
Participants will pose these information requests as questions — these requests can of
course target any information that participants want to know, and their only constraint is
that they must be posed as questions with Yes/No answers. Participants’ information
requests will then be coded into distinct theoretically meaningful categories, and the
prevalence of these different types of information requests will then be assessed. The
Path Model predicts different forms of initial information seeking as a function of event
type. In particular, participants should initially ask causality questions in response to
outcome-specified events; they should initially ask intentionality questions in response to
causality-specified events; and they should initially ask reasons and preventability
questions in response to intentional- and unintentional-specified events, respectively.
The predictions of the Path Model of course extend beyond participants’ initial
question asking. The model further predicts specific sequences of questions — that is,
after participants have asked a given question, they should be more likely to ask certain
subsequent questions. Aside from predicting that when participants learn about a
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negative outcome they will ask initial causality questions (as described in the previous
paragraph), the Path Model further predicts that subsequent questions will be more likely
to ask about intentionality than about any other type of information. In other words, the
general claim is that there will be an especially strong (unidirectional) link between
causality and intentionality, such that questions about the former will specifically trigger
questions about the latter (as opposed to triggering other types of questions). Similar to
this hypothesized strong link between causality and intentionality, the Path Model makes
other such parallel predictions about links between types of information seeking. In
particular, for events that turn out to be intentional, it predicts a strong (unidirectional)
link between intentionality and reasons; for events that turn out to be unintentional, it
predicts a strong (unidirectional) link between intentionality and preventability.
Again, other extant models describe the importance of the components described
here — concerning causality, intentionality, reasons, and preventability — but these
models do not describe a preferred ordering among these concepts and they therefore do
not predict the differential information-seeking patterns described here. The same is also
true of related models of juror decision making, such as the Story Model (Pennington &
Hastie, 1992), which holds that jurors construct coherent narratives of available evidence
and then use these narratives to inform their verdicts. The Story Model, like extant
models of moral judgment, would therefore predict non-differentiated information
seeking — people should indeed seek information about the concepts described here, but
not in any preferred ordering.
In addition to testing people’s information-seeking behavior, Study 2 also tests
predictions about patterns in people’s blame ratings. For one, it predicts the widely47

demonstrated pattern that blame should be higher for events described to be intentional
than for those described to be unintentional (Cushman, 2008; Darley & Shultz, 1990;
Malle et al., under review; Shaver, 1985). But more importantly, it predicts that this
blame differentiation as a function of intentionality will emerge even when participants
are not explicitly provided with information about intentionality. Since participants
should largely request information about intentionality (as described in the preceding
paragraph), their blame ratings should therefore strongly differentiate between intentional
and unintentional events regardless of whether this intentionality information is explicitly
provided in the text of the event or whether participants must actively discover this
information (by asking questions about it). Thus, the pattern of blame differentiation
should emerge for all event types (not just intentionality-specified events, which are
directly specified to be intentional or unintentional, but also for causality- and outcomespecified events). An even stronger version of this blame differentiation hypothesis
predicts not just the existence of such differentiation for all event types, but equivalent
differentiation for cases in which participants indeed request intentionality information.
In other words, given that participants have information about intentionality, their blame
differentiation between intentional and unintentional negative events will be the same
regardless of how they obtained the intentionality information (i.e., whether it was
directly provided in the stimulus text or whether they discovered it via their information
search). Study 2 will examine the role of information seeking on blame judgments by
assessing both the weak and strong versions of the blame differentiation hypothesis.
Study 3: Information Offer and Time Pressure
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One potential concern with Studies 1 and 2 is that these studies reveal strategies
of information-seeking only under conditions in which participants have ample time to
deliberate. In both studies, participants had plenty of time to check their knowledge, to
consider what else they might want to know, and to accordingly respond to information
offers (Study 1) or make requests for information (Study 2). These conditions indeed are
representative of some real-world instances of moral judgment, such as in the courtroom,
where jurors are encouraged to evaluate evidence in a careful and deliberate manner. But
there are other contexts in which the capacity for such deep processing may not be
available. A journalist may not have time before the publication deadline to carefully
decide whether to pursue leads on X, then Y, then Z, or whether to do the reverse. The
same is sometimes true for criminal investigations — in highly time-sensitive cases, a
police chief will not be able to slowly and carefully craft a plan about which witness to
interview first, which suspect to pursue most heavily, and which evidence to follow up
on, but rather will need to make these decisions quickly and on the spot.
In such instances of time pressure — when people no longer have ample time to
deliberate and instead must rely on more intuitive strategies of information-seeking — do
the Path Model’s predicted patterns still obtain? Study 3, which implements the same
information offer paradigm as Study 1, was designed with this question in mind and in
fact has two aims. The first is to replicate the critical patterns revealed in Study 1 with a
separate sample (and one with a different composition: Study 1 recruits participants from
the general online community, and Study 3 recruits undergraduate student participants).
The second is to assess how patterns of information seeking may change when
participants no longer have substantial time to deliberate about their information-seeking
49

strategies and instead must rely primarily on intuitive processing. To assess this aspect,
some participants in Study 3 will have a relatively unconstrained amount of time in which
to decide whether to accept each information offer (ten seconds), whereas others will
have only a very short time window in which to make these decisions (two seconds).
Aside from mirroring certain real-world contexts of information-seeking and
moral judgment that were described earlier, the introduction of this strong time pressure
also allows for investigation of potential boundary conditions of the Path Model. Do the
Path Model’s predicted patterns emerge even when participants face strong time pressure
and thus must rely on intuitive processing in their decisions to accept or reject
information offers? Or do the patterns break down once participants no longer have
ample time to deliberate? For example, does the expected differentiation between
different types of information offers (e.g., between “next” offers that target information
immediately subsequent to people’s knowledge state and “jump” offers that skip steps
beyond people’s knowledge state) disappear when people are under time pressure? And
does the bifurcating property of intentionality — whereby people typically seek reasons
information for intentional events and preventability information for unintentional events
— break down when intuitive processing predominates? Study 3 allows us to assess
these questions and to determine the extent to which people’s adherence to the Path
Model relies on intuitive versus deliberative processing.
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Chapter 3
Study 1: Information Offer

Method
Participants and procedure. Participants (N = 61) were recruited online from
the Amazon Mechanical Turk website and they completed the study online in exchange
for $.50. After participants provided their consent to participate, the study began with a
two-screen instructions sequence, explaining the general nature of the experimental task
and how exactly it works (see Appendix A for the complete text of these instructions).
After reading the instructions, participants completed three practice trials, followed by 32
experimental trials. Three breaks were provided during the set of 32 experimental trials,
in each of which participants were given a brief reminder of the task instructions. Upon
completion of all experimental trials, participants answered several demographic
questions (sex, age, ethnicity, nationality, highest level of education, political affiliation,
and religiosity).
Each of the three practice trials and 32 experimental trials consisted of six basic
steps (see Figure 3-1). Step 1 was a prompt to begin a new trial by pressing the Space
Bar. In Step 2, the text of the event was presented on the screen. After this text was on
the screen for 2000 ms, participants received a “next offer” prompt (Step 3), instructing
them to press the Space Bar to view the next information offer (the event text remained
on the screen during this time). Once the participant pressed the Space Bar, this “next
offer” prompt and the event text immediately disappeared; then, following a 1000 ms
delay, Step 4 presented the text of the first information offer appeared on the screen,
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where it remained for a maximum of 6000 ms. Participants were instructed to provide a
Yes or No response to the offer (by pressing the keyboard letters I or O), indicating that
they wanted, or did not want, to receive the information corresponding to the offer. In
the instructions (see Appendix A), participants were encouraged to be selective in their
Yes/No responses, such that they should say No if the offer seemed irrelevant or if they
felt they already knew about the feature targeted by the offer.

Figure 3-1. Schematic depiction of the sequence of steps in each trial from Study 1.

What happened at Step 5 depended on participants’ response to the information
offer. If the participant rejected the information offer (i.e., pressed No), then Step 5 was
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just the disappearance of the offer from the screen. If instead the participant accepted the
information offer (i.e., pressed Yes), then at Step 5 a “retrieving answer” screen appeared
for 2000 ms indicating that the answer to the information offer was being retrieved, after
which the corresponding information was displayed as a complete sentence. Response
times for accepting/rejecting information offers were calculated as the time between the
display of the information offer (beginning of Step 4) and the participant’s Yes/No button
press indicating acceptance or rejection of the offer. If participants failed to provide a
Yes or No response to the information offer within the 6000 ms response window, then
Step 5 displayed a “respond faster” screen for 2000 ms, requesting that participants try to
respond faster in subsequent trials.
Each trial contained a minimum of one and a maximum of three information
offers. If the given trial contained more than one information offer, then after Step 5
above, the “next offer” prompt (Step 3) would appear on the screen after 1500 ms; then
Steps 4 and 5 would again occur for this next information offer. Thus, Steps 3, 4, and 5
— the display of the “next offer” prompt, followed by information offer, followed by the
display of corresponding information (or a warning) as a function of participants’
response to the offer — were repeated for each information offer in the trial.
After the final information offer of the trial, Step 6 was the assignment of blame.
At this point, participants were informed that no more information was available and they
answered a dichotomous (i.e., Yes or No) blame question: “Does [agent] deserve
BLAME?”12 If participants said No to this question, they advanced to the next trial

12

The content of “[agent]” was filled in with the name of the particular agent in that
trial.
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(receiving the Step 1 “next trial” prompt). If participants said Yes to this question, they
were then asked “How much blame does [agent] deserve?” and they pressed a number
from 1 (“no blame at all”) to 9 (“maximum blame possible”) to provide their blame
rating. 13 Upon submitting their rating, they advanced to the next trial (receiving the Step
1 “next trial” prompt).
The entire process described in the preceding paragraphs (Steps 1 to 6) was
repeated for each of the three practice trials and 32 experimental trials. The experimental
trials were separated into four blocks, with break screens presented before the beginning
of a new block. Each break screen contained a reminder of the keywords and their
meanings (see Table 1 and Appendix A). In addition, each break screen presented brief
feedback about the participant’s performance in the previous block (namely, regarding
the frequency with which they said Yes to information offers during that block). If
participants’ Yes rate in the previous block was 40% or lower, they were told: “You have
not said Yes to many offers. Remember we expect that people will typically say Yes to
around 60-70% of the offers. If the offer is something that you feel you want to know, you
should say YES to it.” If participants’ Yes rate in the previous block was 90% or higher,
they were told: “You have said Yes to almost all of the offers. Remember we expect that
people will typically say Yes to around 60-70% of the offers. Please try to be a little
more selective in your responses: if the offer is something that you feel you already know,
or that you think is not relevant, you should say NO to it.” If participants’ Yes rate in the

13

If, due to their acceptance/rejection decisions, participants had not learned about any
agent (e.g., if they rejected all offers), then the dichotomous blame question simply asked
“Does anyone deserve BLAME?” and, if participants gave a Yes response, the follow-up
question asked “How much blame does that person deserve?”
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previous block was between 40% and 90%, they were told: “You are doing great — keep
it up.”
Design and materials. Participants received seven different categories of
“specified” events, varying the type of information provided in the event text (see
Appendix B): Outcome-specified events (describing only a negative outcome); Causalityspecified events (describing a negative outcome that was caused by a given agent);
Intentional-specified events (describing a negative outcome that was caused intentionally
by a given agent); Unintentional-specified events (describing a negative outcome that
was caused unintentionally by a given agent); Reasons-specified events (describing an
intentionally-caused outcome along with information about the agent’s reasons);
Preventability-specified events (describing an unintentionally-caused outcome along with
information about whether the agent could have prevented it); and Non-agent events
(describing a negative outcome that arose via natural causes).
Each information offer came from one of four different information content
categories, signified by a single cue word: CAUSE (which offered information about
whether the event was caused naturally or by a person); INTENTIONAL (which offered
information about whether a person brought about the event intentionally); REASONS
(which offered information about a person’s reasons for bringing about the event); and
PREVENTABLE (which offered information about whether a person could have
prevented the event from occurring). Table 1 lists the four information cue words and the
exact formulations/meanings of each one (also see the task instructions in Appendix A).
As noted earlier, if participants accepted a given information offer, the corresponding
information was presented on the screen as a complete sentence. For example, for the
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(outcome-specified) stimulus event “Wayne had a black eye,” the causality information
was “Wayne had a black eye, which was somehow caused by Charles.” The
intentionality information for this event was “Wayne had a black eye, which Charles
intentionally gave him.” And the reasons information was “Wayne had a black eye,
which Charles intentionally gave him after he shouted a racial slur at Charles’ girlfriend.”
Table 1.
Information content cuewords and their meanings/definitions.
Information Content Cueword

Meaning of Information Content Cueword

CAUSE

Who or what caused this event to happen?

INTENTIONAL

Did someone do this intentionally?

REASONS

What were the person's reasons for doing this?

PREVENTABLE

Could the person have prevented the event
from happening?

Crucially, each given information offer was classified as constituting one of five
distinct offer types, which were defined according to the relationship between the event
category and the information cue. These offer types were as follows:
•

NEXT offers offered information about the step in the Path Model immediately
subsequent to participants’ current step. For example, if the participant read an
outcome-specified event and received a causality offer, this would constitute a
NEXT offer, as causality is the step subsequent to the detection of a negative
outcome, according to the Path Model. Similarly, if the participant read a
causality-specified event and received an intentionality offer, this too would
constitute a NEXT offer (as intentionality is the step subsequent to causality). An
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offer could also constitute a NEXT offer as a function of participants’ response to
a previous offer. For example, if the participant read an outcome-specified event,
accepted an initial causality offer (which itself would constitute a NEXT offer),
and then received an intentionality offer, this second offer would also constitute a
NEXT offer (since they had just learned that the event was person-caused, due to
accepting the prior causality offer, and were now offered information about
intentionality, the next step).
•

BACK offers offered information about a step that preceded participants’ previous
step. For example, if the participant read an intentional-specified event and
received a causality offer, or if the participant read a reasons-specified event and
received an intentionality offer, either of these offers would constitute BACK
offers (as they both target steps prior to the participant’s current step).

•

JUMP offers offered information about a step that jumped two or more steps
ahead of participants’ current step. For example, if the participant read an
outcome-specified event and received an intentionality, reasons, or preventability
offer, these would all constitute JUMP offers. Similarly, if the participant read a
causality-specified event (or if the participant had just accepted a causality offer
in response to an outcome-specified event) and then received a reasons or
preventability offer, either of these would constitute a JUMP offer.

•

SWITCH offers offered information about a step in the Path Model on the
opposing “path” from participants’ current step. For example, if the participant
read an unintentional-specified event and received a reasons offer, this would
constitute a SWITCH offer (as the participant was on the “unintentional” path of
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the model but the offer targets information on the “intentional” path). Similarly,
if the participant read an intentional-specified event and received a preventability
offer, this too would constitute a SWITCH offer (as it switches the participant
from the “intentional” path to the “unintentional” path).
•

NON-AGENT offers offered information (about causality or intentionality) in
response to an event that was specified as non-agent-caused.

Results
Data preparation. As an initial step, all trials (N = 3036 trials with Yes or No
responses, across 61 participants) were screened for response time outliers, using the
following procedure. First, all responses that were faster than a reasonable lower bound
(set as 400 ms) were removed (recall that the upper bound was capped at 6000 ms, which
was the response time window). This step resulted in the removal of 1.2% of the total
trials. Second, using all the trials that remained, within-subject response time means and
standard deviations were calculated. Then, for each participant, any responses that were
more than 2.5 within-subject standard deviations beyond (i.e., greater than or less than)
the within-subject mean were removed. In other words, responses were removed based
on how they compared to that participant’s overall distribution of responses (rather than
how they compared to the overall distribution across participants). This within-subject
outlier removal procedure resulted in the removal of another 2.8% of the total trials.
Thus, overall 4.0% of trials were flagged as outliers and removed from all subsequent
analyses. This resulted in a total of 2914 valid trials to be further analyzed.
After removing outliers in the manner described above, mean acceptance rates
and acceptance speeds were calculated for each offer type. For example, the acceptance
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rate (i.e., likelihood of accepting the given offer type) and acceptance response times
from all trials in which participants accepted intentional next offers were averaged to
create composite acceptance rate and response time measures for this offer type. This
procedure was repeated for each offer type (e.g., intentional JUMP, causality NEXT,
reasons SWITCH, etc.). These overall means for acceptance rates and acceptance
response times are shown in Figures 3-2 and 3-3, respectively. The patterns of these
means, particularly as they relate to the predictions of the Path Model, will be examined
next.
Moving forward vs. backward
Acceptance rates. As an initial test of patterns in acceptance rates, we should find
that people are more likely to accept offers for information they have not yet received
(i.e., that moves them forward in the Path Model) than for information they have already
received (i.e., that moves them backward). Inspection of Figure 3-2 suggests that people
more often accepted NEXT offers than BACK offers (for information about both
causality and intentionality). To assess this pattern statistically, a binomial multilevel
model was specified, in which individual trials were the unit of analysis and responses
(Yes vs. No) were modeled as a function of offer type (NEXT vs. BACK offers),
information cue (causality vs. intentionality: the two cues for which participants received
both NEXT and BACK offers), and the offer type × information cue interaction. The
model also included random intercepts for subjects. The analysis revealed a strong main
effect of offer type, z = 18.16, p < .001, indicating that NEXT offers were accepted far
more often (88%) than were BACK offers (26%). This NEXT vs. BACK effect was
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stronger for questions targeting causality (96% vs. 22%) than for questions targeting
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Figure 3-2. Average offer acceptance rates by information content and offer type.
Response times. As with the initial test of patterns in acceptance rates, we should
find that people are faster to accept offers for information they have not yet received than
for information they have already received. Inspection of Figure 3-3 indeed suggests that
people were faster to accept NEXT offers than to accept BACK offers. To assess this
pattern statistically, a multilevel model was specified in which individual trials were the
unit of analysis and response time was modeled as a function of offer type (NEXT vs.
BACK offers), information cue (causality vs. intentionality), and the offer type ×
information cue interaction, including random intercepts for subjects. The analysis
revealed a main effect of offer type, t (841) = 5.60, p < .001, such that people were in fact
faster to accept NEXT offers (M = 1572, SD = 827) than to accept BACK offers (M =
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1987, SD = 1100). Neither the main effect of information cue nor the offer type ×
information cue interaction was significant, both ts < 1.0, ps > .10. The particularly slow
acceptance times for BACK offers suggests that even in the rare cases in which
participants accepted a backward information step (which they did just 26% of the time,
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as noted in the previous paragraph), they were quite hesitant to do so.
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Figure 3-3. Average acceptance response time by information content and offer type.
Immediate moves forward vs. jumps forward
Acceptance rates. We can next examine acceptance rates for NEXT offers at a
given step as compared to JUMP offers about other subsequent steps. The Path Model
predicts that acceptance rates of the former will be larger than the latter — for example,
people should be more likely to accept causality NEXT offers (those offering information
about causality, given that the participant has just discovered a negative outcome) than to
accept intentionality JUMP offers (those offering information about intentionality before
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the participant has yet learned that an agent caused the event). To assess this pattern, a
binomial multilevel model was specified in which trial-level responses were modeled as a
function of information cue (causality vs. intentionality, including only NEXT offers for
the former and only JUMP offers for the latter), including random intercepts for subjects.
This analysis revealed a small effect, whereby people were slightly more likely to accept
causality NEXT offers (96%) than intentionality JUMP offers (93%), z = 1.87, p < .07.
Separate models were then specified to compare intentionality next offers to reasons
jump offers and to preventability jump offers. Intentionality NEXT offers (81%) were
indeed accepted more often than preventability JUMP offers (70%), z = 3.29, p < .001,
but were not accepted more often than reasons JUMP offers (80%), z < 1.0, p > .10.
The comparison of NEXT vs. JUMP offers can also be examined within cues
(rather than across cues). The Path Model predicts that people will more often accept
NEXT offers of a given cue type as compared to JUMP offers of the same cue type. A
binomial multilevel model was specified, modeling trial-level responses as a function of
offer type (NEXT vs. JUMP), information cue (intentionality vs. reasons vs.
preventability), and the offer type × information cue interaction, including random
intercepts for subjects. The analysis revealed an effect of trial type, but in the opposite
direction of the Path Model’s prediction, such that JUMP offers were accepted more
often (82%) than were NEXT offers (68%), z = 7.90, p < .001. A targeted contrast
examining the offer type × information cue interaction showed that this differentiation as
a function of offer type was stronger for reasons cues than for the intentionality and
preventability cues taken together, z = 2.97, p < .01. Nonetheless, follow-up analyses
examining each cue separately revealed that JUMP offers were accepted more often than
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NEXT offers for the intentionality cue, z = 4.53, p < .001, the reasons cue, z = 7.11, p <
.001, and the preventability cue, z = 1.84, p < .07.
Response times. The Path Model predicts that when people encounter a negative
outcome, they will first be inclined to seek information about causality — establishing
who or what caused the outcome. Thus, we should find that people are faster to accept
causality NEXT offers (those offering information about causality, given that the
participant has just discovered a negative outcome) than to accept intentionality JUMP
offers (those offering information about intentionality before the participant has yet
learned that an agent caused the event). To test this pattern, a multilevel model was
specified in which individual trials were the unit of analysis and response time was
modeled as a function of information cue (causality NEXT offers vs. intentionality JUMP
offers), including random intercepts for subjects. This model revealed a significant effect
of cue, t (663) = 3.50, p < .001, showing that people were indeed faster to accept
causality NEXT offers (M = 1546, SD = 779) than to accept intentionality JUMP offers
(M = 1718, SD = 808). This pattern suggests that it takes additional time to infer the
jumped-over information (about causality, in this case).
In a similar manner, the Path Model also predicts that people should be faster to
accept intentional NEXT offers than to accept reasons JUMP offers or preventability
JUMP offers. These patterns were examined using the same multilevel modeling
approach described in the previous paragraph. This analysis revealed that people were
indeed faster to accept intentionality NEXT offers (M = 1603, SD = 881) than to accept
reasons JUMP offers (M = 1783, SD = 938), t (452) = 2.67, p < .01. However, people

63

were no faster to accept intentionality NEXT offers than to accept preventability JUMP
offers (M = 1568, SD = 700), t (434) < 1.0, p > .10.
In addition to its predictions regarding differential response times across cue
types, the Path Model also predicts differences within a given cue type, as a function of
the type of offer (NEXT vs. JUMP, etc.). In particular, for one and the same information
cue, people should be faster to accept NEXT offers (which target information
immediately subsequent to participants’ current knowledge state) than to accept JUMP
offers (which target information that jump two or more steps ahead of their current
knowledge state). To assess this pattern, trial-level response times were modeled as a
function of offer type (NEXT vs. JUMP), information cue (intentionality vs. reasons vs.
preventability), and the offer type × information cue interaction, including random
intercepts for subjects. This analysis showed that the main effect of offer type was not
significant, F (1, 1071) < 1.0, indicating that NEXT offers were no faster (nor slower)
overall as compared to JUMP offers. However, there was a strong offer type ×
information cue interaction, F (2, 1071) = 18.28, p < .001, revealing that the effect of
offer type on response times differed as a function of the type of information offer (see
Figure 3-3).
Thus, to analyze the patterns further, the effect of offer type (NEXT vs. JUMP)
was examined for each of the three information cues separately. Consistent with the Path
Model’s prediction, people were faster to accept intentionality NEXT offers (M = 1603,
SD = 881) than to accept intentionality JUMP offers (M = 1718, SD = 808), t (587) =
1.96, p < .06. The same was true for offers about reasons: again, reasons NEXT offers
were accepted more quickly (M = 1626, SD = 732) than were reasons JUMP offers (M =
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1783, SD = 938), t (172) = 2.12, p < .05. In contrast to the Path Model’s prediction, the
opposite pattern was true for offers about preventability: here, people were slower to
accept preventability NEXT offers (M = 2081, SD = 931) than to accept preventability
JUMP offers (M = 1568, SD = 700), t (194) = 5.29, p < .001.
Staying on same path vs. switching paths
Acceptance rates. Lastly, the Path Model predicts that people will be less likely
to accept offers that “switch” them from one intentionality path to another, as compared
to offers that keep them on their current intentionality path. For example, people should
be less likely to accept information about reasons when they have just learned that an
event was unintentional (i.e., a reasons SWITCH offer) than when they have just learned
that an event was intentional (i.e., a reasons NEXT offer). To examine these patterns, the
acceptance rates of NEXT offers and SWITCH offers were compared to each other for
both reasons and preventability cues. A binomial multilevel model indeed revealed that
preventability SWITCH offers were accepted less often (37%) than preventability NEXT
offers (62%), z = 5.53, p < .001. However, the reverse was true for reasons offers: here,
reasons SWITCH offers were accepted more often (58%) than reasons NEXT offers
(46%), z = 2.61, p < .01.
Response times. Finally, response times were examined for differences between
NEXT and SWITCH offers. For both reasons cues and preventability cues, there were no
differences in acceptance response time for NEXT offers as compared to SWITCH
offers, both ts < 1.2, ps > .10.
Discussion
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Study 1 examined people’s information-seeking strategies of moral judgment by
implementing an “information offer” paradigm in which participants were presented with
offers to receive information from various pre-selected, theoretically guided, categories.
These information categories corresponded to the critical concepts of the Path Model of
Blame: causality, intentionality, reasons, and preventability. Participants could choose
whether to accept or reject a given offer — if they accepted the offer, they received the
corresponding information about that concept. The Path Model made several predictions
about the likelihood and speed of people’s information offer acceptances. In general, it
predicted that people would be more likely and faster to accept offers for information
immediately subsequent to their current knowledge state (i.e., NEXT offers), as
compared to information that targeted information they had already received (i.e., BACK
offers) or information that jumped multiple steps ahead of their current knowledge state
(i.e., JUMP offers).
Despite the minimal constraints on participants’ acceptance behavior (they were
encouraged to be selective in their acceptance decisions, but no limits were actually
placed on the frequency with which they could accept offers), several of the predicted
patterns emerged. First, people were far more likely to accept NEXT offers than to
accept BACK offers; and when they did accept BACK offers, doing so took much longer
than did accepting NEXT offers. People also tended to accept NEXT offers about a
given stage more often and more quickly than JUMP offers about a subsequent stage (i.e.,
offers of information that skipped one information stage as defined by the Path Model).
In particular, people accepted causality NEXT offers more often, and more quickly, than
they accepted intentionality JUMP offers. People also accepted intentionality NEXT
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offers more quickly than they accepted reasons JUMP offers (though not more often).
People accepted intentionality NEXT offers more often than preventability JUMP offers
(though not more quickly).
Importantly, offer acceptance speed for one and the same information cue also
depended on the offer type. Intentionality NEXT offers were accepted more quickly than
intentionality JUMP offers, and reasons NEXT offers were accepted more quickly than
reasons JUMP offers. In contrast to the Path Model’s prediction, people were slower to
accept preventability NEXT offers than to accept preventability JUMP offers. But taken
together, the results of Study 1 support many of the Path Model’s predictions, particularly
by illustrating that information about causality has processing priority over subsequent
information about intentionality, which itself (usually) has processing priority over
subsequent information about reasons and preventability.
The aspect of the results that is perhaps most challenging for the Path Model
concerns people’s responses to SWITCH offers. These were offers that targeted one path
of the Path Model, even though participants had previously been on the other path. For
example, reasons SWITCH offers provided reasons information when the participant had
learned about an unintentional event; preventability SWITCH offers provided
preventability information when the participant had learned about an intentional event.
The Path Model predicted that people would be less likely, and slower, to accept these
SWITCH offers as compared to NEXT offers (which do not switch paths). However,
acceptance response times did not differ between NEXT and SWITCH offers. And
whereas preventability SWITCH offers were accepted less often than preventability
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NEXT offers, reasons SWITCH offers were accepted more often than reasons NEXT
offers.
Do these results counter the Path Model’s claim that the concept of intentionality
plays a bifurcating role, steering perceivers to different information (reasons vs.
preventability) as a function of its value? One reason to suspect not is that people were
still more inclined to accept reasons NEXT offers (46%) than preventability SWITCH
offers (37%), z = 2.09, p < .05, and they also accepted the former more quickly than the
latter, t (111) = 2.90, p < .01. In other words, given that they had learned about an
intentional event, participants were more inclined to subsequently consider information
about reasons than about preventability, just as the Path Model predicts. However, the
reverse pattern did not hold: preventability NEXT offers were not accepted more often
than reasons SWITCH offers, nor more quickly (in fact, they were slower). Given that
people accepted SWITCH offers more often, and more quickly, than the Path Model had
predicted, it is important to further examine whether this potentially model-challenging
behavior persists across other contexts.
One important way to further examine perceivers’ inclination to differentially
seek information about reasons vs. preventability — and to further examine the process
of information-seeking more generally — is to allow them to engage in a more openended search for information. Although Study 1 placed minimal constraints on
perceivers’ ability to accept information offers (e.g., they were allowed to accept as many
or as few as they wanted), it of course constrained the kinds of information that they
could obtain. Study 2 therefore implements a less constrained “information search”
paradigm, in which participants are allowed to make various information requests — in
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the form of Yes/No questions — en route to forming their moral judgments. These
information requests will then be content-coded into theoretically relevant categories and
will allow us to assess whether the Path Model is further supported in this informationseeking context. Do perceivers search for information in the canonical order specified by
the Path Model? Do they differentially search for information about reasons and
preventability as a function of the intentionality of the event in question? And how are
their ultimate judgments of blame influenced by their information search process?
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Chapter 4
Study 2: Information Search

Method
Participants and procedure. Participants were 32 undergraduate students who
completed the study in exchange for course credit. All participants completed the study
in individual testing sessions. At the beginning of the experimental session, the
experimenter provided the participant with a copy of the task instructions and then read
through the instructions aloud. Participants were encouraged to ask clarification
questions at any point during this instruction period. After the instruction period, the
experimenter seated participants at a computer in an individual lab testing room and
provided a final brief review of the task. The experimenter pointed out the location on
the computer screen where the various events and answers to participants’ questions
would appear, and participants were instructed to put on an adjustable headpiece with a
microphone into which they would ask questions during the task. The experimenter then
left the participant testing room and was seated at a computer in a separate control room.
Participants completed 14 trials, each of which consisted of four basic steps (see
Figure 4-1). In Step 1, the experimenter sent the text of the event (via a computer-based
chat program) to the participant (all events are listed in Appendix B). This was followed
immediately by Step 2, in which the experimenter sent a previously learned scripted text
prompt asking the participant either to ask a question about the event or to say “Ready” if
ready to assign blame (all scripted text prompts are listed in Appendix C). Step 3 was the
participant’s response: either asking a question (an information request) or saying
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“Ready.” If the participant did the latter, the participant then assigned blame (Step 4,
described further below). If, instead, the participant made an information request about
the event, the experimenter sent a scripted text message indicating that the answer was
being retrieved from the information database. After a delay of approximately 6-8
seconds, the experimenter sent the Yes/No answer to the participant.14 Participants were
allowed to make up to four information requests about each event. Thus, if they made an
initial information request, Steps 2 and 3 were repeated (with the experimenter sending
the scripted question prompt, and the participant either saying “Ready” or making an
information request and receiving an answer) until either the participant said “Ready” or
the participant had used all four information requests, whichever occurred sooner. In
Step 4 (blame assignment), the experimenter sent a scripted text prompt asking the
participant to do three things: briefly summarize the event; provide a numeric blame
rating; and indicate to whom the blame was being assigned. Then the next trial began,
and all four steps described above were repeated for the given event in that trial.
Participants were given a brief (30 second) break between the sixth and seventh trials.
Design and materials. Participants read about the same categories of “specified”
events as in Study 1, varying the type of information that was initially provided in the
event text (see Appendix B): Outcome-specified events (the event described only a
negative outcome); Causality-specified events (the event described a negative outcome
that was caused by a given agent); and Intentionality-specified events (the event
described a negative outcome that was caused either intentionally or unintentionally by a
14

If the participant’s question did not have a Yes/No answer, or if the Yes/No answer
was not contained in the information database, the experimenter sent a scripted text
message asking the participant to ask a different question.
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given agent). Moreover, events in each of these categories had different possible
“ultimate” configurations (reflecting the pre-determined answers contained in the
information database). In particular, outcome-specified events could be ultimately
intentional (i.e., the database indicated that the event, though only described as a negative
outcome, was in fact caused intentionally by an agent), ultimately unintentional, or
ultimately non-agent caused (i.e., caused naturally).15 Causality-specified and
intentionality-specified events could be ultimately intentional or ultimately unintentional
(though in the case of the intentionality-specified events, the intentionality information
was of course already provided in the text of the stimuli themselves. Thus, there were
seven different event types overall: Outcome (ultimately Intentional); Outcome
(ultimately Unintentional); Outcome (ultimately Non-agent); Causality (ultimately
Intentional); Causality (ultimately Unintentional); Intentional; and Unintentional. Each
participant received two variants of each of these seven types, for a total of 14 trials
overall.

15

The ultimately non-agent caused events were included in the design not because they
are particularly theoretically relevant, but rather because they helped to provide a
representative sampling of real-world negative behaviors (some of which indeed are nonagent caused).
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Figure 4-1. Schematic depiction of the sequence of steps in each trial from Study 2.
The events were presented in blocks, such that outcome-specified events were
presented first, followed by causality-specified events, followed by intentionalityspecified events (both intentional and unintentional versions. Increasing the
informational complexity of the events across blocks in this manner ensured that
participants’ information search strategies for more informationally-sparse events were
not biased by the particular features contained in more informationally-rich events. For
example, if participants requested information about intentionality in response to
outcome-specified events, it could not be because they had been primed by prior stimuli
to think about such information, as such stimuli (i.e., intentionality-specified events) were
always presented in the last block. Participants were not made explicitly aware of the
distinct event types, nor of the transition between blocks.
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Various forms of counterbalancing were implemented across participants.
Individual item content was counterbalanced such that a given item (e.g., damage to a
car) was presented, across participants, as an outcome-specified event, a causalityspecified event, and an intentionality-specified event. Moreover, each of these items was
presented, across participants, with each possible ultimate configuration: non-agentcaused, intentional, and unintentional. Lastly, the order of the ultimate configuration of
events was counterbalanced across participants, such that some participants first read an
ultimately non-agent-caused event, some first read an ultimately intentional event, and
some first read an ultimately unintentional event.
Data preparation and coding. All participant questions (N = 1124 total
questions across all 32 participants) were transcribed for subsequent coding into content
categories. These categories were derived from prior literature and from the author’s
bottom-up examination of the questions themselves. These categories focused on the
explicit verbal/surface meaning of participants’ information request questions. The
comprehensive set of 24 content categories is shown in Appendix D, which provides a
description of each category, keywords that signify that a given question is a
representative of this category, and examples of such representative questions from this
category.
After all questions were transcribed, approximately 10% of the questions (n =
119) were coded by two independent coders to assess coding reliability. Reliability was
high (intercoder agreement was 86%). All coding disagreements were jointly discussed
and resolved, and the coding scheme was modified accordingly. The two coders then
independently coded another subset of questions (n = 121) to ensure continued high
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reliability. Reliability remained high in this second round of joint coding (intercoder
agreement was 79%). Again, all coding disagreements were jointly discussed and
resolved, and, where necessary, the coding scheme was modified accordingly.
Following the two rounds of reliability coding, the remaining questions were
divided approximately in half, with the two coders each coding one of these halves.
Coder 1 then independently coded all 399 questions that Coder 2 had coded; Coder 2
independently coded 125 of the 485 questions that Coder 1 had coded. Reliability
remained high again: Coder 1 independently agreed with 79% of Coder 2’s codes, and
Coder 2 independently agreed with 85% of Coder 1’s codes. Again, all coding
disagreements were jointly discussed and resolved, and the coding scheme was modified
accordingly.
Finally, upon completion of the coding described above, the author determined
that the content of several questions appeared to justify the creation of two additional
content categories (event_specification and uncodable — numbers 25 and 26 in
Appendix D). The two coders independently reconsidered all questions from six
different categories (consequences, occur_agent, occur_noagent, possible_agent,
accident, and elaboration) for possible reclassification into the new event_specification
or uncodable categories.
Once all questions had been categorized into one of these 26 surface-level
categories, I then collapsed these surface-level categories into a set of nine conceptually
distinct umbrella categories, to be used in all analyses presented below. This collapsing
procedure and the selection of umbrella categories was theory-guided (thus, categories
that are critical for the Path Model and other models of moral judgment were included) as
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well as data-driven (several of the surface-level categories targeted higher-level concepts
— for example, surface-level questions about carelessness, recklessness, incapacitating
factors, etc. all seemed to target the higher-level concept of preventability). The nine
umbrella coding categories were the following: event specification; other negativity;
causality; intentionality; reasons; obligation; preventability; response; and uncodable.
Certain categories that are commonly cited as relevant for moral judgment — such as
responsibility and controllability — were omitted from the set of umbrella categories
because questions about these categories were essentially non-existent as revealed by the
first round of surface-level coding (see the Results section for a further discussion of this
point). Table 2 provides definitions of the categories along with example constitutive
information requests for each one. See Appendix E for a complete mapping of the 26
surface-level categories onto the nine umbrella categories.
Table 2.
Definitions and examples of conceptual coding categories.
Question
Type

Definition

Examples
1. Were they in some sort of physical fight?
2. Did the other person use a weapon to hurt
Monica?
3. Were there any other people involved in this
accident?

Event
specificity

The question asks for information
about the event (that does not
clearly fit in any of the below)
categories, such as its

Other
negativity

The question asks about the scope of 1. Did anyone get sick from eating food at the
restaurant?
the consequences or whether the
event led to other negative
2. Did Brittany survive the knife wound in her
consequences.
leg?

Causality

The question asks about who or
what caused the event (including
information about the person’s
characteristics, background, etc.).
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1.
2.
3.
4.

Was the forest fire caused by a person?
Did Monica break her own arm?
Did he die of natural causes?
Is Trent an adult?

Intentionality

The question asks about whether a
person/group caused the event
intentionally (or purposely,
deliberately, accidentally, etc.).

Reasons

The question asks about agent’s
1. Was it done out of animosity?
reasons for bringing about the event,
2. Was Paul trying to help Brittany?
or whether the agent was justified in
3. Did Wayne provoke Charles?
doing so.

Preventability

The question asks whether the agent 1. Could Wayne have prevented that accident?
was able to prevent the event from
2. Was Ryan being careless when he
happening (including whether the
accidentally started the fire?
agent acted carelessly or recklessly).

Response

The question asks about how the
agent or the victim appraised or
responded to the event (including
emotional responses, apologies).

1. Did the person feel remorse for shattering
the window?
2. Did Trent apologize?
3. Are the Smiths mad?

Uncodable

The question is unclear or otherwise
does not clearly fit in any of the
above categories.

1. Was Matt adding to Frank’s unhealthy
lifestyle?
2. Was there any need for Darren to provide
correct testimony at a later date?
3. Was Marcus in a real hurry?

1. Did Bill shatter the window deliberately?
2. Did Ryan cause the house to burn down on
purpose?

Results
Depth of information search. We can first assess how “deeply” participants
searched for information, or how many information requests they made prior to assigning
blame. One measure of depth simply assesses how often participants made any
information requests prior to providing a blame judgment. Unsurprisingly, participants
were less likely to make information requests in response to informationally-rich events
than to informationally-sparse ones. In particular, participants requested at least some
information (i.e., made one or more information requests) in response to 56% of
intentional-specified events and 64% of unintentional-specified events; requests were
more common in response to causality-specified events (88%) and outcome-specified
events (92%).
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A more detailed measure of search depth is the average number of information
requests that participants made. Including the cases in which no information requests
were made (as described in the preceding paragraph), participants made the greatest
number of information requests about outcome-specified events (M = 2.80), followed by
causality-specified events (M = 2.39), unintentional-specified events (M = 1.62), and
intentional-specified events (M = 1.48). A similar pattern emerged when examining only
the trials in which participants made at least one information request: again, the greatest
number of information requests occurred in response to outcome-specified events (M =
3.06), followed by causality-specified events (M = 2.71), intentional-specified events (M
= 2.64), and unintentional-specified events (M = 2.54). All subsequent analyses reported
here exclude cases in which participants did not engage in any information search. Thus,
these analyses ask: given that some form of information search occurred, what was its
content?
Content of information search. This project has emphasized the information
search predictions of the Path Model of Blame, but other models of course make
predictions about the particular information requests that perceivers should make.
Central to Weiner’s model (1995) is the concept of controllability; Alicke (2000)
emphasizes the role of an agent’s general character or prior negative behavior; and
several models emphasize the concept of responsibility (Schlenker et al., 1994; Shaver,
1985; Weiner, 1995). Did participants in Study 2 ask about these features in their
information requests? Resoundingly, they did not. Just four information requests out of
the total of 1124 (i.e., well below 1%) directly asked about “control.” Just seven
information requests (again less than 1% of the total) asked about an agent’s prior
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negative behavior or general behavioral tendencies (i.e., the surface-level code
occur_agent). And just 18 information requests (1.6% of the total number) asked about
“responsibility” (or a variant: for example, “responsible”). And even among this small
set, the term “responsibility” took on a host of meanings, just as it has in the literature
(see the previous discussion of models of responsibility in Chapter 1). Although the term
arguably seemed to target moral responsibility in some instances (e.g., “Was the cause of
her not paying attention her own responsibility?”), it also targeted obligation (e.g., “Was
there one individual whose responsibility it was to keep that area clean?”), clarification of
causality (e.g., “Is one person responsible for this?”), and admission of guilt (e.g., “Did
she take responsibility for her actions?”). In any case, even with the most liberal
interpretive criteria, questions about “controllability,” prior behavior or character, and
“responsibility” were so rare that their omission from the set of umbrella coding
categories was indeed warranted.16 By comparison, 5.16% of all questions included the
root intent* (whereby the * includes all possible extensions: thus, the terms “intent,”
“intention,” “intentional,” and “intentionally” were included in this count). Moreover, an
additional 15.84% of questions included a synonym of “intentional” (including the roots
accident*, purpose*, and deliberate*).
Indeed, once all information requests were categorized into the nine umbrella
categories, the vast majority of these requests targeted concepts that are represented in the
Path Model of Blame. As Table 3 reveals, questions about causality were most common
16

It is possible that participants refrained from asking many questions about
responsibility because they felt that their explicit task of assigning blame was identical to
that of attributing responsibility. Although this possibility would explain the infrequency
of responsibility questions in Study 2, it would also speak against theoretical claims that
responsibility is a distinct and necessary precondition for blame (e.g., Shaver, 1985).
79

(25% of all information requests), followed by questions about intentionality (21%),
event specificity (16%), reasons (14%), and preventability (12%). Together, these five
conceptual elements accounted for nearly 90% of all the information requests that
participants made. Just 10% of questions overall targeted concepts not directly included
in the Path Model (6% asked about the occurrence of other negative consequences; 4%
asked about interpersonal responses of the agent and/or victim), and 2% of questions
were unable to be coded into any category. Thus, the Path Model was supported at a very
initial level by the fact that its conceptual elements were individually well-represented in
people’s information search strategies and together accounted for nearly all instances of
information requests. But of course the Path Model makes more specific predictions
regarding the prevalence of individual question categories and the sequences between
them. The results of these predictions are explored in the remainder of the Results
section.
Ultimately intentional vs. ultimately unintentional events. The Path Model
predicts that certain concepts — including causality and intentionality — are relevant
regardless of whether the event at hand is indeed intentional or not. But the Path Model
also predicts that certain concepts are differentially relevant as a function of intentionality
— in particular, reasons are relevant for intentional events, whereas preventability is
relevant for unintentional events. Therefore, a useful first step in examining the content
of people’s information search patterns is to compare people’s questions about
“ultimately intentional” events (i.e., those that are intentional, according to the
information contained in the information database) with their questions about “ultimately
unintentional” events (i.e., those that are unintentional, according to the information
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database). Consistent with the predictions of the Path Model, the overall prevalence of
questions about the first several stages of the model (event specificity, other negativity,
causality, intentionality) did not differ as a function of whether the events were ultimately
intentional or unintentional (see Table 3), all χ2 (1) < 1.9, ps > .10. Only in the latest
stages of the Path Model was there a divergence in information search as a function of the
ultimate intentionality status of the events in question. Specifically, people asked more
reasons questions for events that were ultimately intentional (26% of all questions) than
for those that were ultimately unintentional (7%), χ2 (1) = 58.4, p < .001. Conversely,
people asked more preventability questions for events that were ultimately unintentional
(18%) than for those that were ultimately intentional (7%), χ2 (1) = 22.2, p < .001.
Importantly, information-seeking strategies were quite different for events that were
ultimately non-agent caused; for these events, people persisted in asking causality
questions (52% of all questions) and they never asked questions about reasons. Since
these non-agent caused events do not have particular theoretical relevance (see footnote
15), they will be excluded from all further analyses.
Table 3.
Prevalence of information search questions by “ultimate” event type.
Overall
Prevalence

“Ultimate” Event Type
Ultimately
Intentional

Ultimately
Unintentional

Event specificity

15%

18%

11%

16%

Other negativity

7%

7%

2%

6%

18%

20%

52%

25%

Question Type

Causality
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Ultimately Nonagent Caused

Intentionality

21%

22%

20%

21%

Reasons

26%

7%

0%

14%

Preventability

7%

18%

10%

12%

Response

4%

5%

2%

4%

Uncodable

1%

2%

2%

2%

Note. Table depicts the percentage of total information requests that came from
each questions (rows) for each of the ultimate event types (columns). The
percentages in each column (but not in each row) sum to 100%
Outcome-specified events. Among all outcome-specified events (i.e., those that
mentioned only the negative outcome and no other information), participants initially
sought information about causality (see Figure 4-2; also see Table 4 in Appendix F for a
complete list of the percentages). In particular, causality questions constituted 61% of all
first questions (58% among ultimately intentional events and 64% among ultimately
unintentional events), which was far greater than the next most prevalent category
(intentionality: 20% of all first questions, collapsing across ultimately intentional and
unintentional events), χ2 (1) = 42.1, p < .001. Intentionality questions became somewhat
more prevalent in later questions (constituting 29% and 25% of all second and third
questions, respectively).
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Figure 4-2. Proportion of information requests from each question category among
outcome-specified events. Proportions are shown for the first three question positions
(rows), for ultimately intentional events (left panel) and ultimately unintentional (right
panel) events.
Ultimately intentional events yielded a substantial number of reasons questions in
later question positions — these questions constituted 19% and 27% of third and fourth
questions, respectively. As expected, preventability questions were less prevalent than
reasons questions in these positions, constituting less than 10% of all questions in either
position, χ2 (1) = 8.32, p < .01. In contrast, preventability questions were more prevalent
for ultimately unintentional events, constituting 12% and 19% of third and fourth
questions, respectively. As expected, reasons questions were less frequent than
preventability questions in these positions, constituting less than 5% of all questions in
either position, χ2 (1) = 6.97, p < .01.

83

Causality-specified events. Among all causality-specified events (i.e., those that
mentioned the negative outcome and an agent who caused it), participants initially sought
information about intentionality (see Figure 4-3; also see Table 5 in Appendix G for a
complete list of the percentages). In particular, intentionality questions constituted 55%
of all first questions, which was far greater than the next most prevalent category
(preventability: 13% of all first questions), χ2 (1) = 44.9, p < .001. Ultimately intentional
events then elicited a substantial number of reasons questions (42% and 54% of second
and third questions, respectively), but far fewer preventability questions (just 11% and
4% of second and third questions, respectively), χ2 (1) = 27.0, p < .001. As predicted,
ultimately unintentional events elicited a substantial number of preventability questions
(30% and 29% of second and third questions, respectively), but far fewer reasons
questions (4% and 10% of second and third questions, respectively), χ2 (1) = 14.1, p <
.001.
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Figure 4-3. Proportion of information requests from each question category among
causality-specified events. Proportions are shown for the first three question positions
(rows), for ultimately intentional events (left panel) and ultimately unintentional (right
panel) events.
Intentionality-specified events. Among the intentionality-specified events that
were indeed intentional (i.e., those that explicitly described an intentional negative
event), questions about reasons predominated, constituting 60% of first questions and
39% of second questions (see left panel of Figure 4-4; also see Table 6 in Appendix H for
a complete list of the percentages), which was far greater than the prevalence of the next
most common question (event specification) in these positions, χ2 (1) = 25.8, p < .001.
As expected, questions about preventability, causality, and intentionality were infrequent,
with each category constituting 10% or fewer of the questions in any position.
Among the intentionality-specified events that were unintentional (i.e., those that
explicitly described an unintentional negative event), questions about preventability were
most common, constituting 32% of first questions and 29% of second questions (see right
panel of Figure 4-4). These rates were higher than the prevalence of either of the next
most common questions (event specification or negativity) in these positions, χ2 (1) =
8.65, p < .01. As expected, questions about reasons were infrequent, constituting less
than 15% of questions in each position. Also as expected, questions about both causality
and intentionality were infrequent, constituting less than 10% of questions in each
position.
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Figure 4-4. Proportion of information requests from each question category among
intentionality-specified events. Proportions are shown for the first two question positions
(rows), for ultimately intentional events (left panel) and ultimately unintentional (right
panel) events.
Likelihood of any instance of question type, collapsing across question position.
A final way of examining the content of people’s information search is to assess how
likely it was for participants to ask a given question in their information search,
regardless of its question position. For example, in response to intentional-specified
events, how likely was it for participants to ask about reasons at some point in their
information search? Figure 4-5 depicts these “any instance” rates for each event type and
each of the six most prevalent question categories (also see Table 7 in Appendix I for a
complete list of percentages). People asked at least one causality question in response to
76-90% of outcome specified events, but rarely for any other event types. A binomial
multilevel model was specified, in which individual trials were the unit of analysis and
the presence of a causality question (no vs. yes) was modeled as a function of specified
event type (outcome-, causality-, or intentionality-specified), true event type (ultimately
intentional vs. unintentional), and their interaction. The model included Helmert
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contrasts on the specified event type factor, such that causality- and intentionalityspecified events were compared to each other, and the two together were compared to
outcome-specified events. Finally, the model also included random intercepts for
subjects and items. The model revealed a significant effect of the second Helmert
contrast, confirming that causality questions were far more likely to occur among
outcome-specified events than among causality- or intentionality-specified events
considered together, z (307) = 9.63, p < .001.
Intentionality questions were prevalent among both outcome- and causalityspecified events. In particular, people asked at least one intentionality question in 5966% of all outcome-and causality-specified events. Again, a binomial multilevel model
was specified; in this analysis, the Helmert contrasts were reordered such that outcomeand causality-specified events were compared to each other, and the two together were
compared to intentionality-specified events (again with random intercepts for subjects
and items). The analysis revealed that intentionality questions were far more prevalent
among outcome- and causality-specified events than among intentionality-specified
events, z (307) = 6.30, p < .001, and they were slightly more prevalent among causalityspecified events than among outcome-specified events, z (307) = 2.20, p < .05.
The prevalence of reasons and preventability questions largely depended on the
ultimate intentionality of the event in question. For causality-specified events that were
ultimately intentional, people asked at least one reasons question in 46% of the cases but
rarely asked one or more preventability questions (19% of cases). In contrast, for such
events that were ultimately unintentional, people asked at least one preventability
question in 47% of cases but rarely asked one or more reasons questions (22% of cases).
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In response to intentional-specified events, people asked at least one reasons question in
72% of cases but rarely asked preventability questions (14% of cases). Conversely, in
response to unintentional-specified events, people asked preventability questions in 56%
of cases but rarely asked reasons questions (17% of cases). A binomial multilevel model
examining the prevalence of reasons questions revealed a main effect of true event type,
such that these questions were far more prevalent for ultimately intentional events than
for ultimately unintentional events, z (307) = 5.71, p < .001. Moreover, reasons questions
were more prevalent among causality-specified events than among outcome-specified
events, z (307) = 2.51, p < .05, but they were even more prevalent among intentionalityspecified events than among these two conditions taken together, z (307) = 2.09, p < .05.
A binomial multilevel model examining the prevalence of preventability questions
revealed a main effect of true event type, such that these questions were far more
prevalent for ultimately unintentional events than for ultimately intentional events, z
(307) = 3.91, p < .001. Moreover, preventability questions were more prevalent among
causality-specified events than among outcome-specified events, z (307) = 2.47, p < .05,
but they were no more prevalent among intentionality-specified events than among these
two conditions taken together, p > .10.
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Figure 4-5. Trial-based likelihood of at least one instance of each information search
question type by specified and true event types. Y-axis depicts the proportion of trials in
which at least one question was asked from the listed category.
Questions about event specificity were common (present in 25-39% of cases) but
their prevalence did not differ by event type: they were not predicted by specified event
type nor true event type nor their interaction, all ps > .10. Finally, questions about
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negativity were relatively infrequent overall, but were marginally more prevalent among
intentionality-specified events than among outcome- and causality-specified events taken
together, z (307) = 1.74, p < .09.
Pattern of information search. Another critical method for understanding
people’s information-seeking strategies is examining sequences or chains of questions.
Whereas the previous section examined the prevalence of various types of informationseeking in different question positions (e.g., whether questions about X were more
prevalent than questions about Y in the first question position), it is also critical to assess
whether the prevalence of a given question can be predicted by the question that preceded
it (e.g., whether questions about X are more likely when preceded by questions about Y).
Indeed, the Path Model of Blame makes several predictions about such question
sequences. When perceivers discover a negative outcome, the Path Model predicts not
only that they will initially ask questions about causality (a pattern that was confirmed in
the previous section), but also that these causality questions will be immediately followed
by questions about intentionality (so long as the event was agent-caused). Similarly, the
Path Model predicts not only that agent-caused events will trigger initial questions about
intentionality (a pattern that was confirmed in the previous section), but also that these
intentionality questions will be immediately followed by questions about either reasons
(if the event was intentional) or preventability (if the event was unintentional).
Outcome-specified events. As described previously, initial questions about
outcome-specified events predominantly asked about causality (61% of all first questions,
averaging across ultimately intentional and ultimately unintentional events). When an
initial causality question was followed by a subsequent question, 42% of such questions
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asked about intentionality. This intentionality rate was marginally greater than the rate
for (again) asking causality questions (26%), χ2 (1) = 3.43, p < .07, and the intentionality
rate was significantly greater than the rate for all other questions (the next highest was
event specificity, at 14%), all χ2 (1) > 12.4, ps < .001. In 8% of cases following a firstposition causality question, participants decided to assign blame rather than ask further
questions.
Further, for ultimately intentional events, when a second-position intentionality
question was followed by a subsequent question, 43% of such questions asked about
reasons. This rate was descriptively higher than the rate for any other questions
following a second-position intentionality question (21% of such questions again asked
about intentionality and 14% asked about negativity), but there were too few cases to test
these patterns statistically. In 13% of cases following a second-position intentionality
question for ultimately intentional events, participants decided to assign blame rather than
ask further questions.
For ultimately unintentional events, when a second-position intentionality
question was followed by a subsequent question, 50% of such questions asked about
preventability questions. This rate was descriptively higher than the rate for any other
questions following second-position intentionality questions (33% of such questions
asked about causality and 17% again asked about intentionality), but there were too few
cases to test these patterns statistically. In 57% of cases following a second-position
intentionality question for ultimately unintentional events, participants decided to assign
blame rather than ask further questions.
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Figure 4-6 combines the results concerning the content of information search and
the results concerning the pattern of information search into a single graphic. This figure
lists the proportion of first, second, and third questions (depicted in separate rows) that
came from each question category, for both ultimately intentional events (in the left
panel) and ultimately unintentional events (in the right panel). In addition, the line
weights represent conditional probabilities, depicting the likelihood of particular
information search content in question position n+1 given the occurrence of particular
content in question position n. For example, Figure 4-6 shows that 58% of people’s
initial questions about ultimately intentional events asked about causality and 30% of
their second questions (collapsing across the content of first questions) asked about
intentionality (also see Table 4 in Appendix F). Moreover, the line from first-position
causality questions to second-position intentionality questions — which is thicker than
any other lines emitting from first-position causality questions — indicates that initial
causality questions were more likely to be followed by intentionality questions than by
any other type of question, as described earlier in this section. Similarly, the line from
second-position intentionality questions to third-position reasons questions indicates that
such intentionality questions were more likely to be followed by reasons questions than
by any other type of question.
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Figure 4-6. Content and patterns of information search among outcome-specified events
for events that are ultimately intentional (left panel) and ultimately unintentional (right
panel). Percentages reflect the proportion of information requests that came from each
question category, for each question position (these are also shown in Figure 4-2).
Connecting lines reflect conditional probabilities, depicting the likelihood that a given
information request at question position n was followed by each type of information
request at question position n+1.
Causality-specified events. As expected, similar patterns of question sequences
were observed among the causality-specified events. As described previously, initial
questions predominantly asked about intentionality (55% of all first questions, averaging
across ultimately intentional and ultimately unintentional events). For ultimately
intentional events, when an initial intentionality question was followed by a subsequent
question, 57%% of such questions asked about reasons. This rate was higher than the
rate for any other questions following an initial intentionality question (fewer than 10%
of such questions asked about any other single category), χ2 (1) = 11.97, p < .001. These
conditional probabilities are depicted in Figure 4-7 (left panel), in which the thickest line
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from first-position intentionality questions goes to second-position reasons questions. In
26% of cases following an initial intentionality question for ultimately intentional events,
participants decided to assign blame rather than ask any further questions.
For ultimately unintentional events, when an initial intentionality question was
followed by a subsequent question, 39% of such questions asked about preventability.
Excluding questions about negativity, this rate was higher than the rate of any other
questions following an initial intentionality question, all χ2 (1) > 4.0, ps < .05; however,
the preventability rate was not significantly greater than the negativity rate following an
initial intentionality question (22%), χ2 (1) = 1.64, p > .10. These conditional
probabilities are depicted in Figure 4-7 (right panel), in which the thickest line from firstposition intentionality questions goes to second-position preventability questions. In
26% of cases following an initial intentionality question for ultimately intentional events,
participants decided to assign blame rather than ask any further questions.
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Figure 4-7. Content and patterns of information search among causality-specified events
for events that are ultimately intentional (left panel) and ultimately unintentional (right
panel). Percentages reflect the proportion of information requests that came from each
question category, for each question position (these are also shown in Figure 4-3).
Connecting lines reflect conditional probabilities, depicting the likelihood that a given
information request at question position n was followed by each type of information
request at question position n+1
Overall conformity to Path Model predictions. We can combine several of the
patterns described previously to examine the overall extent to which patterns of
information search support the predictions of the Path Model. To examine this overall
model conformity, we can assess the magnitude of four conditional probability values:
P(Causality|Outcome); P(Intentionality|Causality); P(Reasons|Intentional); and
P(Preventability|Unintentional). These values tell us, respectively, the probability that
someone requests: information about causality given that they know a negative outcome
has occurred; information about intentionality given that they know the event was agentcaused; information about reasons given that they know the event was intentional; and
information about preventability given that they know the event was unintentional.
These probabilities of course correspond to the four critical links between conceptual
elements as specified by the Path Model. In general, the model will be supported if
P(y|x) > P(z|x), whereby x represents the model-specified “origin node” that uniquely
links to the “destination node” y, and z represents all other possible destination nodes.
For example, the model would be supported if P(Intentionality|Causality) was greater
than each of P(Reasons|Causality), P(Preventability|Causality), etc.
To calculate these conditional probabilities, the following strategy was
implemented. First, the pool of items at each origin node was collected, whereby each
item was a distinct person-question (i.e., a given question asked by a given participant
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within a given trial). In general, the origin node indicates the conceptual node of the Path
Model about which the participant has most recently acquired information. Thus, either
of two conditions qualified a trial as constituting a particular origin node: (1) if the item
was the first question of the trial and information about the origin node was the latest
model-relevant information directly provided in the stimulus text; or (2) if the item was
anything later than the first question of the trial and the participant had just requested
information about the origin node in the immediately preceding question. For example,
an item qualified as having a causality origin node either if it was the first question
position of a causality-specified event, or if it was the second or beyond question position
of an outcome-specified event and the participant had requested causality information in
the immediately preceding question. Similarly, an item qualified as having an intentional
origin node if it was the first question position of an intentional-specified event, or if it
was the second or beyond question position of an outcome- or causality-specified event
and the participant had requested intentionality information in the immediately preceding
question. In this manner, four pools of origin nodes were collected: outcome origin
nodes, causality origin nodes, intentional origin nodes, and unintentional origin nodes.
With these pools of origin nodes in place, I could then assess conditional
probability values within each one. These values assessed the likelihood of moving to
each possible destination node, given starting from the origin node. In these analyses,
two possible kinds of moves were taken to constitute moving to a given destination node.
The first was an “immediate move,” in which the immediate information request from the
origin node targeted the destination node. For example, if causality was the origin node
and the participant’s next question targeted intentionality, this sequence would constitute
96

a causality → intentionality move. The second was a “linger, then move,” in which the
immediate information request from the origin node gathered clarifying information, and
then the subsequent information request targeted the destination node. This clarifying
information could entail an information request either about the origin node itself or
about event specification. For example, if causality was the origin node and the
participant’s next question targeted either causality or event specification, followed by a
question targeting intentionality, this sequence too would constitute a causality →
intentionality move. These “linger, then move” sequences were included in the total
count of moves to a destination node because the Path Model allows for such sequences
in people’s information search. It does not demand that people will immediately progress
from one node to the next (although this pattern is posited to capture the majority of
cases). Rather, sometimes people seek to further clarify the value of their current node
before progressing to the next node — hence the model testing here classifies origin node
→ same node → destination node sequences as constituting origin node → destination
node moves. Moreover, sometimes people seek to further clarify background
information about the event itself before progressing to the next node — hence the model
testing here classifies origin node → event specification → destination node sequences as
constituting origin node → destination node moves.
Examination of the conditional probability values indeed provided strong support
for the predictions of the Path Model. Starting at the earliest stage of the model,
P(Causality|Outcome), also expressed as the outcome → causality link, was large (.64)
and was substantially higher than the next largest conditional probability at this step,
P(Intentional|Outcome) = .22, χ2 (1) = 43.1, p < .001. In other words, when participants
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started at the outcome node (i.e., discovered that a negative outcome occurred) and
“moved” somewhere (i.e., engaged in some form of information search), there was a 64%
chance that they moved in accordance with the Path Model’s prediction (i.e., to the
causality node). In 22% of cases participants learned about a negative outcome and
asked about intentionality without first asking about causality.
Continuing through the steps of the model, P(Intentionality|Causality), also
expressed as the causality → intentionality link, was also large (.54), indicating that when
participants started at the causality node and moved somewhere, there was a 54% chance
that they moved in accordance with the Path Model’s prediction (i.e., to the intentionality
node). This rate was again far greater than the next largest conditional probability at this
step, P(Causality|Causality) = .20, χ2 (1) = 54.3, p < .001. But even this latter value is
really not at odds with the Path Model, as it simply indicates that in 20% of cases,
participants take several questions to determine the value of the causality node before
moving on to subsequent nodes. The largest model-challenging conditional probability at
this step was P(Reasons|Causality) = .11, indicating that in 11% of cases participants
learned about causality and then asked about reasons without first asking about
intentionality.
Similarly, P(Reasons|Intentional), also expressed as the intentional → reasons
link, was large (.54), indicating that when participants started at the intentional path and
moved somewhere, there was a 54% chance that they moved in accordance with the Path
Model’s prediction (i.e., to the reasons node). This rate was again far greater than the
next largest conditional probability at this step, both P(Intentional|Intentional) and
P(Causality|Intentional) = .13, χ2 (1) = 34.6, p < .001. Just as in the previous paragraph,
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the value of P(Intentional|Intentional) is not problematic for the Path Model, as it simply
indicates that participants sometimes perseverated in determining the value of the
intentionality parameter before moving to subsequent nodes. The value of
P(Causality|Intentionality), although small, nonetheless indicates that in 13% of cases,
participants moved back up the Path Model, further asking about causality even though
they had already asked about intentionality.
The last phase of this conditional probability analysis revealed that
P(Preventability|Unintentional) = .29. Thus, when participants started at the
unintentional path and moved somewhere, there was a 29% chance that they moved in
accordance with the Path Model’s prediction (i.e., to the preventability node). This rate
was descriptively higher than any other conditional probability at this step, although it
was not significantly greater than P(Event Specificity|Unintentional) = .28, nor
P(Causality|Unintentional) = .20, both χ2 (1) < 2.0, ps > .10.
Blame ratings. A useful initial step in assessing people’s blame ratings is to
examine events in which intentionality was explicitly described. Here we should find
that participants assign greater blame for intentional-specified events than for
unintentional-specified events. Indeed, as Figure 4-8 reveals, people assigned far more
blame when outcomes were specified to have been caused intentionally (M = 8.22, SD =
1.77) than when identical outcomes were specified to have been caused unintentionally
(M = 4.68, SD = 2.73). This pattern simply replicates the widely demonstrated effect
that, holding outcomes constant, intentional events are more blameworthy than
unintentional ones.
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But importantly, we can further examine whether this same differentiation
occurred even when events did not explicitly provide information about intentionality.
That is, for causality-specified events and for outcome-specified events, did people again
assign more blame for events that were ultimately intentional than for those that were
ultimately unintentional? The results indeed provide evidence for robust patterns of this
type. Among causality-specified events, people assigned greater blame for events that
were ultimately intentional (M = 8.34, SD = 1.85) than for those that were ultimately
unintentional (M = 5.42, SD = 2.61). Moreover, this same pattern extended to the
outcome-specified events. Again, for these events, ultimately intentional events received
greater blame (M = 6.93, SD = 3.11) than did ultimately unintentional events (M = 4.97,
SD = 2.92).

Figure 4-8. Average blame ratings by specified and ultimate event type.
To assess these patterns, a multilevel model was specified in which trial-level
blame ratings were predicted by true event type (ultimately intentional vs. ultimately
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unintentional), including random intercepts for subjects and items. The model revealed a
strong effect of true event type, simply confirming that blame was far greater for events
that were ultimately intentional than for those that were ultimately unintentional, t (307)
= 10.13, p < .001. However, this model did not fit as well as one that also included
specified event type and the interaction between specified event type and true event type,
χ2 (4) = 14.18, p < .01. In other words, the pattern of blame ratings could not be
accounted for solely by variation in true event type — adding specified event type to the
model provided additional explanatory power. In particular, blame was less
differentiated as a function of true event type (ultimately intentional vs. ultimately
unintentional) among outcome-specified events than among intentionality- and causalityspecified events taken together, t (307) = 1.93, p < .07. Indeed, as Figure 4-8 reveals,
ultimately intentional events elicited relatively less blame among outcome-specified
events than among intentionality- and causality-specified events, whereas ultimately
unintentional events received relatively consistent levels of blame across specified event
type.
However, we can obtain a clearer picture by further considering whether
participants in fact requested information about intentionality in their search. We should
not expect to see much differentiation as a function of the event’s ultimate intentionality
for cases in which participants never asked about this information. Thus, all individual
outcome- and causality-specified trials (i.e., those for which intentionality information
was not provided in the stimulus text) were further broken down as a function of whether
participants requested information about intentionality at some point during their
information search.
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A revised multilevel model examined blame ratings for all intentionality-specified
trials as well as all outcome- and causality-specified trials for which participants did not
request intentionality information. A model including only a main effect of true event
type again showed that ultimately intentional events received more blame than ultimately
unintentional events, t (162) = 5.75, p < .001. However, this model fit substantially
worse than a model that also included specified event type and the interaction between
specified event type and true event type, χ2 (4) = 25.43, p < .001. This full model
revealed that blame was higher among causality-specified events (M = 7.74, SD = 2.46)
than among outcome-specified events (M = 5.66, SD = 3.29), t (162) = 3.56, p < .001 (see
Figure 4-9). Moreover, the model revealed that the effect of true event type on blame
ratings was far stronger among intentionality-specified events than among the other
events taken together, t (162) = 3.35, p < .01. In other words, whereas blame was
substantially differentiated as a function of intentionality when this information was
directly provided to participants (i.e., among the intentionality-specified events), this
differentiation was markedly weaker when this information was not provided and
participants did not request it.
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Figure 4-9. Average blame ratings among intentionality-specified events and among
causality- and outcome-specified events for trials in which participants did not request
intentionality information.
Finally, we can conduct the same analysis when considering trials in which
participants did request intentionality information. A revised multilevel model examined
blame ratings for all intentionality-specified trials as well as all outcome- and causalityspecified trials for which participants requested intentionality information. Again, a
model including only a main effect of true event type showed that ultimately intentional
events received more blame than ultimately unintentional events, t (221) = 11.95, p <
.001. Importantly, the fit of the model did not improve by also including specified event
type and the interaction between specified event type and true event type as predictors, χ2
(4) = 1.38, p > .10. Thus, once considering only the cases in which participants had
intentionality information (either provided via the stimulus text or acquired via their
information search), blame ratings no longer varied at all as a function of specified event
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type — they could be explained entirely by variation in the “ultimate” intentionality
status of the event in question (see Figure 4-10).

Figure 4-10. Average blame ratings among intentionality-specified events and among
causality- and outcome-specified events for trials in which participants requested
intentionality information.
Discussion
Study 2 examined the content and patterns of people’s information search
strategies by implementing an information search paradigm in which participants could
ask open-ended questions (and receive answers) en route to forming a blame judgment.
The results of the study provided strong support for the Path Model of Blame. For one,
the general kinds of questions that people asked overwhelmingly targeted the key
conceptual nodes of the model. Although around 10% of questions targeted concepts not
identified by the model (6% asked about the severity of negative consequences and 4%
asked about the agent’s or victim’s response to the event — see Table 3), the vast
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majority of the questions indeed model-identified concepts of event specificity, causality,
intentionality, reasons, and preventability.
But aside from this overall distribution of questions, the more specific patterns in
people’s question-asking further supported the predictions of the Path Model. When
people learned about negative outcomes (i.e., for outcome-specified events), they were
far more likely to ask questions about causality than about any category. When they
learned that negative events were agent-caused (i.e., for causality-specified events), they
were far more likely to ask questions about intentionality than about any other category.
When they learned that negative events were caused intentionally, they were far more
likely to ask questions about reasons than about any other category. And when they
learned that negative events were caused unintentionally, they were far more likely to ask
questions about preventability than about any other category.
These patterns also held when examining sequences in people’s question-asking.
Among outcome-specified events, people’s initial causality questions were more likely to
be followed by questions about intentionality than about any other category. Among
causality-specified events that were ultimately intentional, initial intentionality questions
were more likely to be followed by questions about reasons than about any other
category; among causality-specified events that were ultimately unintentional, initial
intentionality questions were more likely to be followed by questions about preventability
than about any other category (though not significantly so when compared to questions
about negativity).
Moreover, examination of the trial-based likelihood of question-asking further
supported the predictions of the Path Model (see Figure 4-5). Questions about causality
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predominated when this information was not directly provided in the stimulus text — in
particular, these questions were asked at least once in 83% of the outcome-specified
trials. Questions about intentionality, too, were prevalent when this information was not
directly provided — they were asked at least once in 60% of outcome-specified trials and
in 65% of causality-specified trials. Importantly, the presence of reasons and
preventability questions were largely dependent on the ultimate intentionality of the event
at hand. Reasons questions were asked among 44% of all ultimately intentional events
but only among 16% of all ultimately unintentional events. This pattern was reversed for
questions about preventability: these questions were asked among 37% of all ultimately
unintentional events but only among 17% of all ultimately intentional events.
The conditional probability analyses examining origin node → destination node
links also provided strong support for the Path Model. These analyses showed that in
nearly all cases, the strongest link from a given origin node was, by a large margin, the
one that went to the model-predicted destination node. More specifically, each of the
outcome → causality, causality → intentionality, and intentional → reasons links had
conditional probabilities of 54-64%, indicating that people conformed to the modelpredicted patterns in a clear majority of these cases. The only exception was the
unintentional → preventability link, which had a conditional probability of just 29%. In
other words, the Path Model was robustly supported in accounting for people’s search
behavior at most nodes of the model, but had somewhat weaker support in accounting for
their behavior upon detecting unintentional negative events in particular. The weakness
of the unintentional → preventability link will be discussed in more detail in the General
Discussion (Chapter 6).
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Finally, the Path Model was supported by the patterns in blame ratings. First,
Study 2 showed, unsurprisingly, that participants assigned far more blame for behaviors
that were described as intentional (i.e., the intentional-specified events) than for those
described as unintentional (i.e., the unintentional-specified events). But more
importantly, Study 2 showed that this differentiation was equally strong when
participants requested intentionality information rather than having it built into the text
stimulus (for outcome- and causality-specified events). As expected, the differentiation
was markedly weaker for cases in which participants did not request information about
intentionality. Together, these patterns indicate that intentionality has a robust impact on
blame, that participants will actively seek intentionality information when it is not
directly provided, and that, once obtained, such information uniformly impacts blame
regardless of the manner in which it was acquired.
Studies 1 and 2 have implemented novel and useful methodologies for assessing
strategies of information-seeking as they relate to moral judgment, and they together have
provided strong support for the predictions of the Path Model of Blame. But one
common limitation of these studies is that they have allowed participants to seek
information in a context with no, or very little, time pressure. Study 2 put no time
pressure at all on participants — they could take as much time as they wanted to think
about the events and make their information requests. Study 1 forced participants to
accept or reject offers within a specified time window, but this window was sufficiently
long enough (6000 ms) that it did not create particularly strong time pressure (in fewer
than 1% of trials were participants unable to respond within this time window).
Consequently, in these first two studies, participants had ample time to deliberate in their
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information-seeking strategies. But several theorists suggest that moral judgments are
primarily intuitive (Haidt, 2001) or that intuitive and deliberative responses often conflict
with one another (Greene, 2007). Thus, it is possible that people’s information-seeking
behavior would show substantially different patterns — and ones that may not support
the Path Model’s predictions — when they must rely primarily on their intuitive, rather
than deliberative, responses.
Study 3 was therefore designed to assess what happens to people’s informationseeking strategies under conditions in which they face such time pressure. More
specifically, Study 3 examines whether the patterns predicted by the Path Model (and
revealed in Studies 1 and 2) depend on ample time for deliberative processing, or whether
they also emerge when people must rely on intuitive processing. It was far more feasible
to introduce a time pressure manipulation to the information offer paradigm of Study 1
than the information offer paradigm of Study 2 — in the latter case, time pressure would
likely alter performance (e.g., making participants talk more quickly, or with shorter or
more fragmented sentences), but would not necessarily reveal anything meaningful about
search strategies. Thus, Study 3 implemented a modified version of Study 1, in which
participants either had essentially no time constraints on their decisions to accept or reject
information offers (a 10-second response window), or they had very tight constraints (a
2-second response window). This design allows us to determine the extent to which
participants continue to adhere to the Path Model’s predictions — or the extent to which
they deviate from these predictions — in cases where their processing capacity is highly
constrained.
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Chapter 5
Study 3: Information Offer and Time Pressure

Method
Participants and procedure. Participants (N = 79) were undergraduate students
who completed the study in exchange for course credit. Each participant completed the
study in an individual computer room within a larger testing suite. The computer
program randomly assigned participants to one of two between subjects conditions (see
Design and Materials section). As in Study 1, after providing their consent to participate,
participants read an instruction screen, which described what they would be doing in the
study and how the task works. Participants again completed three practice trials,
followed by 32 experimental trials, with three breaks throughout. Finally, they answered
several demographic questions (sex, age, ethnicity, nationality, highest level of education,
political affiliation, and religiosity).
Design and materials. The experimental materials were identical to those used
in Study 1. The design was identical to that in Study 1, except for one feature.
Specifically, participants were randomly assigned to one of two between subjects
conditions, which varied the amount of time that participants were given to provide their
Yes or No response to each information offer. In the unspeeded condition (n = 42),
participants had 10,000 ms to provide a response; in the speeded condition (n = 37) they
had just 2000 ms. Only participants in the speeded condition were specifically instructed
to provide their Yes or No responses as quickly as possible (instructions are shown in
Appendix J).
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Results
Data preparation. As in Study 1, all trials (N = 3852 trials across 79
participants) were screened for outliers using the following procedure. First, all
responses faster than 400 ms or slower than 6000 ms were removed. This maximum
response time value was selected so that the results could be directly compared to the
results of Study 1 (this cutoff of course applied only to the unspeeded condition — in the
speeded condition it was not possible to have a response time longer than 2000 ms). This
step resulted in the removal of 2.5% of the total trials. Second, as in Study 1, withinsubject response time means and standard deviations were calculated using all the
remaining trials. Then, for each participant, any responses that were more than 2.5
within-subject standard deviations beyond the within-subject mean were removed. This
within-subject outlier removal procedure resulted in the removal of another 1.9% of the
total trials. Thus, overall 4.4% of trials were flagged as outliers and removed from all
subsequent analyses. This resulted in a total of 3681 valid trials to be further analyzed.
Moving forward vs. backward
Acceptance rates. As in Study 1, a binomial multilevel model revealed that
participants in the unspeeded condition were more likely to accept NEXT offers (90%)
than BACK offers (25%), z = 15.84, p < .001 (see Figure 5-1). The same pattern held
among the speeded condition: again, participants were more likely to accept NEXT offers
(89%) than BACK offers (30%), z = 13.33, p < .001 (see Figure 5-2). As in Study 1, the
NEXT vs. BACK effect was stronger for causality information (96% for NEXT offers vs.
28% for BACK offers, collapsing across speed conditions) than for intentionality
information (83% vs. 25%).
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Figure 5-1. Average offer acceptance rates by information content and offer type in the
unspeeded condition.
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Figure 5-2. Average offer acceptance rates by information content and offer type in the
speeded condition.
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Response times. Replicating the pattern from Study 1, participants in the
unspeeded condition were faster to accept NEXT offers (M = 1528, SD = 840) than to
accept BACK offers (M = 2144, SD = 1136), t (591) = 4.42, p < .001 (see Figure 5-3).
The same pattern emerged in the speeded condition: again people were faster to accept
NEXT offers (M = 901, SD = 331) than to accept BACK offers (M = 1017, SD = 396), t
(486) = 2.74, p < .01 (see Figure 5-4). As the patterns of means reveal, there was also an
offer type × condition interaction, such that the acceptance time differentiation between
NEXT offers and BACK offers was weaker in the speeded condition than the unspeeded

Offer Type

1600

1800

2000

2200

NEXT
BACK
JUMP
SWITCH

1200

1400

Average Acceptance RT (ms)

2400

condition, t (1077) = 3.86, p < .001.

XX
Cause

X
Intentional

X
Reasons

X
Preventable

Offered Information Content

Figure 5-3. Average acceptance response time by information content and offer type in
the unspeeded condition.
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Figure 5-4. Average acceptance response time by information content and offer type in
the speeded condition.
Immediate moves forward vs. jumps forward
Acceptance rates. As in Study 1, the Path Model again predicts that people will
be more likely to accept causality NEXT offers (those offering information about
causality, given that the participant has just discovered a negative outcome) than to
accept intentionality JUMP offers (those offering information about intentionality before
the participant has yet learned that an agent caused the event). Replicating Study 1, this
pattern held in the unspeeded condition, such that participants more often accepted
causality NEXT offers (96%) than intentionality JUMP offers (92%), z = 2.43, p < .05.
The pattern also emerged in the speeded condition: again, participants more often
accepted causality NEXT offers (95%) than intentionality JUMP offers (85%), z = 2.93, p
< .01. Also as in Study 1, people in the unspeeded condition were more likely to accept
intentionality NEXT offers (84%) than preventability JUMP offers (76%), z = 2.06, p <
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.05. The same pattern existed in the speeded condition (intentionality NEXT = 82% vs.
preventability JUMP = 79%) but it did not reach statistical significance, z < 1.5, p > .10.
Intentionality NEXT offers were not accepted more often than reasons JUMP offers in
either the unspeeded or speeded conditions, both zs < 1.2, ps > .10, again replicating the
findings from Study 1.
Just as in Study 1, NEXT offers and JUMP offers were also compared within
cues. In the unspeeded condition, JUMP offers were accepted more often than NEXT
offers, z = 3.41, p < .001. Simple effects comparisons showed that this effect emerged
for intentionality information (JUMP = 92% vs. NEXT = 84%), z = 2.65, p < .01, and for
preventability information (76% vs. 61%), z = 2.83, p < .01, but not for reasons
information (87% vs. 88%), p > .10. Similarly, in the speeded condition, JUMP offers
were accepted more often than NEXT offers, z = 2.50, p < .05. Simple effects
comparisons within this condition showed that the effect emerged only for reasons
information (JUMP = 85% vs. NEXT = 71%), z = 2.64, p < .01, but not for intentionality
information (85% vs. 82%) nor for preventability information (79% vs. 71%), both zs <
1.40, ps > .10
Response times. The Path Model again predicts that people will be faster to
accept causality NEXT offers (those offering information about causality, given that the
participant has just discovered a negative outcome) than to accept intentionality JUMP
offers (those offering information about intentionality before the participant has yet
learned that an agent caused the event). Indeed, collapsing across speed condition,
causality NEXT offers were accepted more quickly than intentionality JUMP offers, t
(821) = 2.04, p < .01, and this effect was not moderated by speed condition, t < .25.
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Similarly, intentionality NEXT offers were accepted more quickly than reasons JUMP
offers across speed condition, t (604) = 2.90, p < .01, and this effect was not moderated
by speed condition, t < 1.4, p > .10. Intentionality NEXT offers also were accepted more
quickly than preventability JUMP offers across speed condition, t (581) = 4.04, p < .001.
This effect was weakly moderated by speed condition, t (581) = 1.77, p < .08, indicating
that the response time difference between intentionality NEXT offers and preventability
JUMP offers was somewhat weaker in the speeded condition than the unspeeded
condition.
Next, acceptance response times for NEXT offers and JUMP offers were
examined within each information content type. As predicted, intentional NEXT offers
were accepted more quickly than intentional JUMP offers, collapsing across speed
condition, t (739) = 2.21, p < .05, and this effect was not moderated by speed condition t
< .20. Similarly, reasons NEXT offers were accepted more quickly than reasons JUMP
offers, t (325) = 2.14, p < .05, and this effect was not moderated by speed condition, t <
1.40. The pattern was reversed for preventability information: here, preventability NEXT
offers were accepted more slowly than preventability JUMP offers, t (276) = 2.08, p <
.05, and again this effect was not moderated by speed condition, t < .40.
Staying on same track vs. switching tracks
Acceptance rates. As in Study 1, the Path Model predicts that people will be less
likely to accept SWITCH offers (which switch them from one intentionality path to
another) as compared to NEXT offers (which keep them on their current intentionality
path). In the unspeeded condition, people were indeed less likely to accept SWITCH
offers than NEXT offers both for reasons information (51% vs. 87%), z = 6.47, p < .001,
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and for preventability information (29% vs. 61%), z = 5.97, p < .001. The same patterns
held in the speeded condition: again, people were less likely to accept SWITCH offers
than NEXT offers both for reasons information (60% vs. 71%), z = 1.93, p < .06, and for
preventability information (43% vs. 71%), z = 4.57, p < .001. Although SWITCH offers
were accepted less often than NEXT offers in both the unspeeded and speeded
conditions, this effect was nonetheless moderated by speed condition, z = 2.47, p < .05,
such that the differentiation was less pronounced in the speeded condition than the
unspeeded condition.
Response times. Replicating the pattern from Study 1 (but in contrast to the
predictions of the Path Model), acceptance response times were no faster for reasons
NEXT offers than for reasons SWITCH offers, collapsing across speed condition, t (278)
< .50, and this (null) effect was not moderated by speed condition, t < .50. Similarly,
acceptance response times were no faster for preventability NEXT offers than for
preventability SWITCH offers, t (184) < .30, and this pattern also was not moderated by
speed condition, t < .30.
Discussion
Study 3 used the same “information offer” paradigm from Study 1, in which
participants accepted or rejected various information offers from pre-selected,
theoretically meaningful, categories. This study served both to assess whether the
findings from Study 1 would replicate and to examine the effect of time pressure of
information-seeking strategies. The inclusion of this latter, speeded, condition was
important both because it provides an analog to certain real-world instances in which
perceivers have relatively little time to make information-seeking decisions, and because
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it tests whether the Path Model’s predictions — which were well supported in Studies 1
and 2 — would emerge when people had to rely on intuitive processing strategies.
The results of Study 3 indeed strongly replicated those of Study 1, revealing that
the patterns posited by the Path Model are generated not only by deliberative processing
but also by intuitive processing. Again, people were both faster and more likely to accept
NEXT offers (i.e., offers for information that moved them forward in the Path Model)
than to accept BACK offers (i.e., offers for information that moved them backward in the
model), and these patterns held in both the unspeeded and speeded conditions. Also as in
Study 1, people were faster and more likely to accept causality NEXT offers than
intentionality JUMP offers, and they were faster and more likely to accept intentionality
NEXT offers than preventability JUMP offers (again, these patterns emerged in both
speed conditions). Moreover, within-cue comparisons further supported the Path
Model’s predictions. People were faster to accept intentionality NEXT offers than
intentionality JUMP offers, and they were also faster to accept reasons NEXT offers than
reasons JUMP offers. Lastly, people in both speed conditions were more likely to accept
NEXT offers than SWITCH offers (the latter of which offered information about the
opposing intentionality path).
It is important to note that overall response times differed markedly between the
unspeeded and speeded conditions, confirming that people in the speeded condition were
indeed pushed to respond much more quickly than they otherwise would have.
Nonetheless, nearly all patterns (concerning both acceptance rates and response times)
were remarkably parallel across speed conditions, thus providing robust support for the
Path Model. There were some small signs of weaker effects in the speeded condition.
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For example, response time differentiation between NEXT offers and BACK offers was
not as strong in this condition, indicating that participants did not find it quite as
unnatural to step backward in the model. Participants in the speeded condition also were
more likely to accept SWITCH offers (as compared to those in the unspeeded condition),
indicating that time pressure made people somewhat less sensitive to the bifurcating role
of intentionality in shaping subsequent processing.
The slight differences between the speed conditions do not present a particular
challenge to the Path Model, but there are three patterns in Study 3 that do provide such a
challenge and therefore warrant further attention. First, people accepted JUMP offers
about given information content more often than NEXT offers about that same content
(which was also the case in Study 1). However, JUMP offers necessarily provided
information not only about the targeted content but also about the jumped-over content.
For example, if a participant accepted an intentionality JUMP offer, the corresponding
provided information told them not just about intentionality but also, necessarily, about
agent-causality (i.e., if the event was intentional or unintentional, then providing this
intentionality information also of course conveyed that the event was agent-caused; and if
the event was non-agent-caused, then this information was conveyed in telling the
participant that intentionality is not relevant in this case). Thus, participants could decide
to accept JUMP offers and essentially receive two pieces of information at once. The
critical finding in support of the Path Model, however, is that participants consistently
took longer to accept JUMP offers than NEXT offers, indicating that even though they
commonly accepted offers that jumped over concepts, making this mental jump took
additional time.
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Deviating from this pattern, and constituting the second challenge to the Path
Model, was the finding that participants in Study 3, as in Study 1, were particularly slow
to accept preventability NEXT offers (overall and as compared to preventability JUMP
offers). One possible explanation for this pattern is that people may have interpreted the
preventability cue to mean something akin to intentionality. It is often reasonable to
assume that if someone’s negative action was not preventable, then it must have been
unintentional; conversely, if it was preventable (and yet the person still did it), then it
must have been intentional. This would help explain why participants accepted
preventability JUMP offers quickly and often — in these cases, they were ready to
receive information about intentionality, which would be provided with the
corresponding information for the preventability cue. On this interpretation, the slow
acceptance speeds for preventability NEXT offers (i.e., offers for preventability
information, once they have just learned that the event was unintentional) would reflect
participants’ interpretation that these offers are somewhat redundant with what they
already know.
The third challenge for the Path Model concerns the rate and speed with which
people accepted SWITCH offers. Particularly for information about reasons, people
accepted SWITCH offers (i.e., those that offered information about reasons, once the
participant had just learned that the event was unintentional) more often and more
quickly than the Path Model had predicted. But this finding, too, may reflect an
ambiguity in the meaning of the word “reasons.” People often use the term to refer
simply to the general cause or explanation of an event (as in “What was the reason this
happened?”), rather than to a particular person’s reasons or motives for acting. Thus,
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people’s willingness to accept information about reasons in response to unintentional
events may just reflect their motivation to obtain information about the cause of the event
or about other relevant details that would help explain its occurrence. In fact, revisiting
the results of Study 2, people often requested information about causality and event
specification (in addition to preventability) once they had learned about unintentional
events, suggesting that they were still trying to determine the “reasons” (in the colloquial
use of the term) why the events occurred. Future research can better explore people’s
interpretation of the term “reasons” (as well as “preventability”) in more detail, and in
fact I provide more discussion of this topic in the next chapter.
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Chapter 6
General Discussion

The current studies examined the information-seeking process of moral judgment
by implementing an information offer paradigm (in which participants accepted or
rejected pre-selected offers to receive different types of information: Studies 1 and 3) and
an information search paradigm (in which participants could make unconstrained
information requests: Study 2). This chapter reviews the key findings from these studies,
discusses their implications for the Path Model of Blame and for other existing
theoretical models, identifies limitations of the current project, and discusses several
important and promising avenues for future research on information search processes and
moral judgment.
Review of the Current Results and Their Implications for Models of Moral
Judgment
Studies 1 and 3. In Studies 1 and 3, participants read about a number of negative
events and had opportunities to accept or reject various offers for additional information
about the events. In particular, each offer targeted information about one of four
theoretically relevant information content categories: causality, intentionality, reasons, or
preventability (i.e., the four critical conceptual elements of the Path Model). Each offer
further constituted a particular “offer type,” as a function of how it related to the
participant’s acquired knowledge about the event. NEXT offers targeted the immediately
subsequent concept in the Path Model (e.g., targeting intentionality if the participant had
just learned about an agent-caused event); BACK offers targeted a previous concept (e.g.,
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targeting causality if the participant had already learned that the event was intentional);
JUMP offers jumped over a concept (e.g., targeting intentionality if the participant had
not yet learned that the event was agent-caused); SWITCH offers targeted a concept on
the opposing path of the model (e.g., targeting reasons if the participant had learned that
the event was unintentional).
Studies 1 and 3 measured the likelihood and speed of offer acceptances as a
function of offer type and information content. The results of both studies provided
strong and consistent support for the Path Model’s predictions. People were faster and
more likely to accept NEXT offers than to accept BACK offers. They were also faster to
accept NEXT offers about given information content than to accept JUMP offers about
either that same content or about subsequent content. For example, people accepted
intentionality NEXT offers more quickly than they accepted either intentionality JUMP
or reasons JUMP offers. Lastly, people were less likely to accept offers that switched
them onto a different intentionality path (i.e., SWITCH offers) than to accept offers that
kept them on the same intentionality path (i.e., NEXT offers).
Importantly, these patterns were minimally impacted by the introduction of time
pressure in Study 3. Participants in this speeded condition had only a 2000 ms window in
which to decide whether to accept or reject each information offer. Average response
times were markedly faster in this condition (indicating that the time pressure indeed
forced participants to respond more quickly than they otherwise would), but the patterns
of their rates and speeds of acceptance were nearly identical to the patterns that emerged
without such time pressure. There were small signs that certain model-implied patterns
were somewhat weaker in the speeded condition (although the patterns still existed).
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Specifically, people’s differentiation between NEXT and BACK offers, and between
NEXT and SWITCH offers, was smaller when under time pressure. This suggests that
when facing strong time pressure, people become somewhat more likely to seek
information that is generally important for blame, rather than to specifically seek
information that is maximally relevant given their existing knowledge.
Study 2. In Study 2, participants could ask open-ended questions to acquire
whatever information they thought was relevant for assigning blame (with the only
requirement being that the questions had to have Yes/No answers). The major advantage
of this study was that the information search process was almost entirely unconstrained
— rather than having to select information from particular (theoretically guided)
categories, participants could request any information they wanted. This study therefore
allowed for a more naturalistic assessment of information seeking, and it also allowed for
the examination of additional information categories that were not included in Studies 1
and 3 (regarding event specificity, the occurrence of other negative consequences, and
interpersonal responses). Participants’ information requests were content-coded using a
two-stage coding process. First, a bottom-up procedure was used, in which each
information request was coded into one of 26 categories that tracked verbal, surface-level
features. Then, these 26 surface-level codes were collapsed into several theoretically
derived categories (plus some additional categories that were not theoretically derived but
were strongly represented in the bottom-up approach), resulting in a set of nine umbrella
categories to be further analyzed.
The results of this study provided strong support for the Path Model. Upon
discovering the mere occurrence of negative outcomes (i.e., in response to outcome123

specified events), participants were far more inclined to ask questions about causality
than about any other category. Upon discovering agent-caused negative outcomes (i.e.,
in response to causality-specified events), participants were far more inclined to ask
questions about intentionality than about any other category. Upon discovering
intentionally caused negative outcomes (i.e., in response to intentional-specified events),
participants were far more inclined to ask questions about reasons than about any other
category. And upon discovering unintentionally caused negative outcomes (i.e., in
response to unintentional-specified events), participants were far more inclined to ask
questions about preventability than about any other category.
Conditional probability analyses of origin node → destination node links also
supported the predictions of the Path Model. These analyses examined the likelihood of
“moving” to a given destination node from a given origin node, regardless of how one
arrived at the origin node (i.e., whether one was placed there via the stimulus text or
whether one arrived there via one’s previous information request). The results of these
analyses showed that the conditional probability of the outcome → causality link was .64,
the causality → intentionality link was .54, the intentional → reasons link was also .54,
and the unintentional → preventability link was .29. In each of the first three cases, these
model-implied conditional probabilities were far stronger than any of the competing links
from the given origin node. In other words, the Path Model was highly successful in
predicting the type of information that people would search for given that they knew a
negative outcome had occurred, was agent-caused, or was intentional.
The last link (unintentional → preventability, with a value of .29) was weaker and
did not differ from the magnitudes of the unintentional → event specificity link (.28) nor
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the unintentional → causality link (.20). Thus, whereas in a sizable proportion of trials
people sought information about preventability upon detecting an unintentional negative
event, they also often sought information about details of the event or about causality, the
latter two of which are not predicted by the Path Model. One possible explanation of
these patterns is that unintentional negative behaviors are less scripted or less common
than intentional ones (they are certainly less common when it comes to their coverage in
the existing moral judgment literature), in which case people may need to revisit earlier
stages of the model to clarify certain event or contextual details before seeking
information about preventability. Perceivers may also be inclined to assign blame to an
extended number of agents in the case of unintentional events — not only the immediate
causally-responsible agent, but also other agents who may have been able to intervene to
prevent the event. But this burden of preventability may not extend to other agents in the
case of intentional negative outcomes — it is far more difficult for someone to prevent
another’s intentional harm than another’s unintentional harm, so this distributed
expectation of preventability may exist only in the latter case.
Lastly, the patterns of people’s blame ratings in Study 2 again supported the Path
Model. Unsurprisingly, people assigned far more blame for events that were explicitly
described as intentional than for those that were explicitly described as unintentional.
But this differentiation also emerged even for events in which this intentionality
information was not explicitly provided (i.e., outcome- and causality-specified events).
Most importantly, this blame differentiation as a function of intentionality was equally
strong regardless of whether participants were directly given intentionality information in
the stimulus text or whether they actively acquired this information via their information
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search. These patterns illustrate the robust importance of intentionality for blame — if
perceivers lack information about intentionality they are inclined to seek it; and once
obtained, intentionality information consistently (and strongly) impacts their eventual
blame judgments, irrespective of the manner in which it was acquired.
Implications for the Path Model and other models of moral judgment. The
Path Model of Blame (Guglielmo et al., 2009; Malle et al., 2012) describes the
conceptual structure underlying people’s blame judgments. Although the model
accommodates a host of findings from the existing literature on moral judgment —
particularly regarding the relevance of individual features on such judgments — the
specific processing paths specified by the model had not previously been tested. The
current studies provided comprehensive tests of the Path Model by examining these
processing paths as they relate to people’s information-seeking strategies. The results
revealed that the processing paths specified by the model are indeed well supported.
When people discovered negative events, they sought information about causality,
followed by information about intentionality (assuming the event was agent-caused).
Intentionality robustly impacted blame (as many models of moral judgment suggest),
such that people assigned far more blame to agents who intentionally caused negative
events than to those who did so unintentionally, and this differentiation was equally
strong regardless of how people acquired intentionality information (i.e., whether it was
directly provided or whether they had to search for it). But more importantly,
intentionality bifurcated further processing, as predicted by the Path Model but not by
other models. In particular, in Study 2 people preferentially sought reasons information
when learning about intentional negative events, and they preferentially sought
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preventability information when learning about unintentional negative events. In Studies
1 and 3, people were less likely to accept information offers when the offered information
would switch them onto a different processing path than when it would keep them on
their current path.
These results strongly support the predictions of the Path Model, but what are
their implications for other models of moral judgment? In some ways it is difficult to
answer this question, as most other models have little to say about what the informationseeking process should look like. Many models identify particular information features
(including some of the same ones identified by the Path Model) that are important in
shaping moral judgments. For example, several models describe the influence of
intentionality (Cushman, 2008; Shaver, 1985), preventability (Schlenker et al., 1994;
Weiner, 1995) and reasons (Shaver, 1985) on people’s moral judgments (however, no
single model includes all of these critical conceptual nodes that the Path Model specifies).
And indeed people often accepted information about these features (Studies 1 and 3) and
spontaneously asked questions about them (Study 2). But these models are mute about
specific sequences or contingencies between these features, and thus they do not offer
predictions regarding whether certain features are relevant before others, or whether
certain features are relevant only if other features have particular values. Consequently,
the models do not predict differential acceptance speeds in Studies 1 and 3 as a function
of offer type (e.g., that NEXT offers were accepted more quickly than JUMP offers).
Similarly, these models do not predict that certain question contingencies in Study 2
would be stronger than others (e.g., that causality questions would most often be followed
by intentionality questions). Lastly, they do not predict differential information seeking
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as a function of intentionality — i.e., that intentional events would lead to information
seeking about reasons, and unintentional events would lead to information seeking about
preventability.
Descriptive vs. normative nature of the Path Model. Perhaps as much as any
other topic in social psychology or judgment and decision making, the study of moral
judgment is imbued with strong normative questions. What is the correct or appropriate
way to make moral judgments? What features should we care about when we morally
evaluate others’ behavior? And what does the Path Model — the primary focus of this
dissertation — have to say about these questions? As a psychological model, the Path
Model cannot offer much here — the goal of the model is to provide a descriptive
account of how, in fact, people make moral judgments, rather than a prescriptive account
of how, in principle, they should make these judgments.
Thus, deciphering the prescriptive nature of moral judgment will be best left to
other domains — philosophy, law, theology, etc. —but we can at least speculate about
how the Path Model might intersect with such a prescriptive analysis. Assessing moral
judgments on prescriptive grounds requires a criterion by which to evaluate optimality.
In other words, on what basis should we evaluate moral judgments as being optimal or
not? There is no optimization strategy that is obviously correct, but one strategy that is
useful to further explore here is consequentialism (which has been pervasive in
philosophical writing for centuries). On consequentialist grounds, we might think of
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moral judgments as being optimal to the extent that they successfully minimize negative
outcomes (or, conversely, maximize positive ones). 17
Under this consequentialist criterion, is the Path Model a successful prescriptive
model? Does adherence to the model minimize the likelihood of negative consequences?
It may indeed. Each of the three critical components of the model — intentionality,
reasons, and preventability — predicts future negative behavior, and thus assigning
blame (and punishment) according to variation in these components is likely to
correspondingly minimize such behavior. Intentional negative behavior is more apt to be
repeated than unintentional negative behavior; thus, we can better prevent future negative
behavior by blaming the former more severely than the latter. Compared to negative
behaviors performed for socially desirable reasons, those performed for socially
undesirable reasons are more apt to lead to future negative behaviors; thus, on a
consequentialist analysis, the latter should be blamed more severely than the former.
And it is of course easier to minimize the occurrence of preventable negative behaviors
than unpreventable ones; thus, a consequentialist approach should assign more blame to
the former than the latter. Together, then, it seems that the general patterns of the Path
Model — whereby negative behaviors receive more blame to the extent that they are
intentional, they are performed for bad reasons, or they are preventable — indeed
minimize the occurrence of future negative behavior and thus, on consequentialist
grounds, may provide a reasonable prescriptive account of moral judgment.

17

Here we’ll need to make the uncontroversial assumption that moral judgments tend
to trigger proportionate punishment.
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In sum, the Path Model offers a descriptive model of moral judgment rather than a
prescriptive one — that is, as a psychological model, it aims to explain how people
actually make moral judgments, rather than how they should make these judgments.
Nonetheless, the prescriptive nature of moral judgment is itself an important topic, and
we may wish to assess whether the Path Model likewise succeeds as a prescriptive model.
Although this question will be best addressed by scholars in other domains, the initial
analysis presented here suggests that the Path Model may be a reasonable prescriptive
model. In particular, if we posit that moral judgments should serve a consequentialist
function (which is one possible prescriptive motivation, though surely not the only one),
then it seems that assigning blame in response to variation in the model’s features
(intentionality, reasons, and preventability) indeed provides a means for minimizing the
occurrence of future negative behavior.
An Information Processing View of Moral Judgment
Earlier we saw that existing models of moral judgment can be organized around
two goals. Information models aim to clarify which information features shape moral
judgments. Process models aim to clarify which psychological processes (including, for
example, intuitive vs. deliberative processes) give rise to moral judgments.
Unfortunately, existing models have primarily examined just one of these questions at the
expense of the other. For example, information models (Cushman, 2008; Schlenker et
al., 1994; Shaver, 1985; Weiner, 1995) have identified a host of information features
relevant for moral judgment — including causality, intentionality,
responsibility/obligation, controllability/preventability, and reasons/justifications — but
they have largely neglected examination of the psychological processes of obtaining and
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synthesizing this information. Process models have claimed that moral judgments are
driven almost exclusively by intuitive processes (Haidt, 2001), or, contrastingly, that both
intuitive and deliberative processes drive moral judgments, whereby the dominant
process leads to a particular type of moral judgment (i.e., deontological vs.
consequentialist: Greene, 2007). However, these models have largely neglected
examination of the particular information features that shape moral judgments.
The current project has offered an integration of the information and process
traditions of moral judgment by examining the information-seeking process. This
approach of course grants that certain critical information features influence moral
judgments; but as important, it also examines how perceivers preferentially and
sequentially search for these features, and how the values of certain features may
constrain or impinge upon subsequent searches for other features. The Path Model of
Blame (Malle et al., 2012) has described this process in terms of concept activation and
value setting. Once a given concept of perceivers’ conceptual model of blame has been
activated, perceivers aim to establish the value of the concept (e.g., determining whether
the feature is present vs. absent, or determining the degree to which the feature is
present). This process of value setting can occur in a variety of ways, including active
information search (as examined in the current studies), knowledge retrieval, or
simulation. The notion of concept activation reflects the general aim of information
models, identifying the fundamental concepts that underlie moral judgments. And the
notion of value setting reflects the general aim of process models, identifying particular
psychological processes that are deployed to assess the values or parameters of these
concepts. Thus, the current project, in examining the Path Model of Blame through the
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lens of information seeking, illustrates how we can arrive at a comprehensive
understanding of moral judgment by jointly considering questions about information and
questions about process.
Dual processes and moral judgment. Dominant process models of moral
judgment (Greene, 2007; Haidt, 2001) have adopted a dual process framework in
explaining moral judgments. Greene (2007) argues that both intuitive and deliberative
processes are engaged when we evaluate morally-relevant behavior, and the
predominating process elicits a corresponding kind of moral judgment (deontological or
consequentialist, respectively). Haidt (2001) argues that intuitive processes drive nearly
all instances of moral judgments and deliberative processes are involved primarily in
constructing post hoc justifications for our already-made judgments. Setting aside some
limitations of these perspectives (see Guglielmo, 2012, for a detailed review), the current
project has had little to say about how this dual process framework may relate to people’s
information-seeking behavior. Why?
As I have argued elsewhere (Guglielmo, 2012), we can consider the role of
intuition and deliberation at two different stages in the process of moral judgment: normviolation detection and causal-mental analysis (the latter stage includes analysis of the
key concepts reviewed here, such as causality, intentionality, reasons, and preventability).
Evidence indicates that we detect norm-violating events primarily via intuitive processes
— we simply intuit that certain outcomes (e.g., physical harm, psychological distress,
damage, etc.) are “bad” and are potentially worthy of moral judgment. However, there is
no compelling reason to believe that causal and mental analysis — which of course was
the focus of the current project — is itself inherently either intuitive or deliberative.
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Which of these processes dominates will depend on the nature and the strength of the
information regarding causality, intentionality, and mental states. Weak or ambiguous
information pulls for deliberative processing; strong and unequivocal information pulls
for intuitive processing (Monin, Pizarro, & Beer, 2007).
Researchers typically choose the strength and ambiguity of this information in
service of particular theoretical perspectives. For example, studies of Haidt’s model
typically present scenarios in which negative actions are clearly intentional and lack
plausible justifications, so intuitive processes predominate in these cases. Studies of
Greene’s model typically present scenarios involving conflicting moral rules (in which an
agent can avert greater harm by directly harming one innocent person), so intuitive and
deliberative processes conflict with each other in these cases. Since the presence of
intuitive vs. deliberative processes largely reflects the details built into the cases at hand,
it does not seem particularly fruitful to establish which process predominates in people’s
information-seeking behavior. Rather, the more fruitful endeavor is to establish which
information people search for, in what order, and how people’s search behavior
influences their eventual moral judgments — consequently, this is the approach I have
adopted in the current project. Indeed, one important finding from the current studies
was that people’s information-seeking behavior was remarkably consistent regardless of
whether they could rely on relatively deliberative processing (as in Study 1) or whether
they had to rely on relatively on intuitive processing (as in the speeded condition in Study
3). This parallel reflects the robustness of people’s inclination to obtain particular types
of information, irrespective of the type of processing used to obtain it.
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Other evidence of stagewise information processing. This project has provided
evidence of sequential or stagewise processing in people’s information-seeking behavior,
whereby they typically search for information in sequence of causality → intentionality
→ reasons or preventability. Other recent evidence points to similar stagewise
processing in related social psychological domains. Malle and Holbrook (2012)
examined the ease and speed with which people could make a variety of social inferences
about everyday behaviors. Across several studies that varied whether perceivers
evaluated text or video stimuli, and whether their inferences were probed via
methodologies assessing retrieval access or online processing, Malle and Holbrook
(2012) revealed a strikingly consistent pattern of hierarchical processing. In particular,
people were always fastest and most likely to identify whether an agent’s behavior was
intentional (these inferences were often nearly as fast as inferences about the agent’s
gender). They were somewhat slower and less likely to make inferences about the
specific contents of the agent’s mind, including the agent’s goals or thoughts. And
people were consistently slowest and least likely to make dispositional inferences about
the agent’s personality characteristics. At a crude level, the current findings indeed show
certain parallels with Malle and Holbrook’s (2012) findings, illustrating that people are
initially concerned with establishing the intentionality of an event, are later concerned
with establishing an agent’s particular reasons or motives for acting, and are far less
frequently concerned with establishing an agent’s general character, dispositions, or prior
behavior. But at a more general level, the current findings add to Malle and Holbrook’s
(2012) work in further demonstrating the utility of considering sequential information
processing models in accounting for social psychological phenomena.
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Limitations
The current studies provide the first attempts to assess the information-seeking
strategies that underlie moral judgment and will naturally have certain limitations. For
one, the studies were designed primarily to test the predictions of the Path Model of
Blame, rather than to provide comprehensive tests of multiple theoretical models.
Although the preceding section clarified that most extant accounts of moral judgment
offer few predictions about people’s information-seeking strategies, some of these
accounts nonetheless emphasize certain conceptual elements — such as controllability,
responsibility, or general character information — that do not have a prominent role in
the Path Model and were therefore not as closely examined in the current studies.
However, Study 2 revealed that participants very rarely made information requests about
these features — less than 1% of questions asked about “controllability,” less than 2%
asked about “responsibility,” and less than 1% asked about past behavior or character
information. These features were of course not included in the design of Studies 1 and 3,
so these studies cannot directly speak to people’s information-seeking strategies vis-à-vis
these features. Future studies could implement the same information offer paradigm as in
Studies 1 and 3 but include additional categories of information that are implicated by
various other models of moral judgment. If indeed the Path Model better represents the
conceptual structure that underlies people’s blame judgments, then people should be
more likely, and faster, to accept information about the Path Model’s key elements than
about the alternative categories noted above, including controllability, responsibility, and
the agent’s prior history or character.
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Another limitation of the current studies concerns the particular cue words that
were used in Studies 1 and 3 to assess people’s acceptance of information relevant to the
Path Model. In both studies, when people learned about unintentional negative
behaviors, they accepted offers for reasons information more often, and more quickly,
than the Path Model predicted. One possible explanation for this apparent modelchallenging pattern is that the everyday meaning of the term “reasons” is much more
general than the meaning implied by the Path Model. As noted in the Discussion section
of Study 3, people often use the term “reason(s)” in everyday language to refer to any
cause or explanation of an effect, as in the general explanatory question “What was the
reason why that happened?” But of course this meaning of “reasons” is quite different
from the meaning specified by the Path Model (and by the literature on moral judgment
more generally), which holds that “reasons” refer to the particular reasons (or motives or
goals) for which an agent performed a given action. Future research should therefore use
a less ambiguous cue word (such as “motives”) to assess the “reasons” concept of the
Path Model. The prediction of course is that once the ambiguity is removed and the cue
word can no longer be interpreted simply to mean “cause” (as in the case of the original
“reasons” cue), people should become markedly less likely, and slower, to accept such
information offers for unintentional behavior.
Lastly, another limitation of the current studies is that participants always had the
explicit task of assigning blame. At one level, this is actually not problematic for the
current project — given that the goal was to examine the information-seeking process of
moral judgment, it is only natural to provide participants with a moral judgment task
(viz., assigning blame) to which their information seeking applies. Nonetheless, it
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remains an open question whether the same patterns of information seeking would
emerge when participants did not have this explicit task. The Path Model would be even
further supported if these same patterns emerged even when participants were not directly
instructed to arrive at a moral judgment (e.g., if their task was to find out what happened,
or, even more simply, just to request whatever additional information they are curious
about). If such conditions elicited the same information-seeking strategies as in the
current studies, this would suggest that people can’t help but deploy their conceptual
framework of blame when encountering negative events — they don’t need to be
instructed to form a blame judgment; they are just naturally inclined to do so, but all the
while obeying a systematic conceptual framework.
The preceding discussion about the role of explicit tasks raises a related question
about whether the Path Model might be a model of task demands, rather than a genuine
psychological model. Would it be the case that any system (e.g., an AI system) given the
task of assigning blame must necessarily end up following the steps of the model? If so,
this would diminish the relevance of the model as a psychological explanation of blame
judgments, as the model would instead describe patterns (i.e., sets and sequences of
concepts) that are necessarily true. But there is reason to doubt that the Path Model
describes a logically necessary pattern of judgments, as well as reason to doubt that an
equivalence between the Path Model and an AI system’s strategy would itself imply the
irrelevance of the Path Model as a psychological account of blame.
To counter the concern that the Path Model describes logically necessary sets and
sequences of concepts, it will be useful to turn our attention to other existing models of
moral judgment. As described in detail in the introductory chapter of this dissertation, no
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other models of moral judgment in general — or of blame in particular — have included
the same set of concepts specified by the Path Model. Some previous models have
omitted certain of the Path Model’s concepts (e.g., reasons or preventability), whereas
others have included additional concepts that the Path Model omits (e.g., responsibility).
If it were the case that the concepts described by the Path Model were logically necessary
inputs to blame, it would seem quite surprising that this precise set of concepts has been
absent from every other extant model.
But perhaps more importantly, it is not clear that it would be possible for a set of
concepts to be logically necessary inputs to blame. To agree that certain concepts are
logically necessary for blame, we would first need to agree on a prescriptive solution to
blame, concerning its appropriate function and thus the sort of judgments that are
“correct.” That is, we would need to know what counts as a correct judgment for us to
determine which inputs would be necessary for generating such a judgment. But as
discussed earlier in this chapter, there is no obvious prescriptive solution to moral
judgment (nor is it obvious that a prescriptive solution is even possible). Although
consequentialism provides one possible prescriptive basis for moral judgment, this view
has faced much opposition and remains controversial (Kant, 1785/1959; for a review, see
Alexander & Moore, 2008). Without a clear prescriptive solution to moral judgment, we
cannot think of concepts as being logically necessary (or not) for blame.
Returning, then, to the question of how an AI system would assign blame, it
seems that such a system would not be able to derive a set of logically necessary rules,
from a more general overarching principle, to use in making its judgments. Rather, we
would have to teach such a system to adhere to specific rules or recognize specific
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distinctions. One reasonable strategy here would be to teach such a system to mimic our
own judgments, thus following the same rules and distinctions that we do. To implement
this strategy, we will need to be confident about our understanding of the descriptive
nature of moral judgment — indeed, as described in this dissertation, uncovering this
descriptive nature is the primary goal of the Path Model. It may, then, turn out that the
moral judgments of AI systems (if such judgments are to exist) will be quite similar to
human moral judgments. However, such similarity need not imply that the components
and structure of human moral judgments are logically necessary and thus that studying
them will offer little toward a psychological explanation of blame. Rather, it may be that
such similarity, if it turns out to exist, reflects the fundamental importance of
understanding the psychology of moral judgment and applying this very psychological
structure to non-human systems.
Model-nonconforming Patterns of Information Search
In the open-ended information search paradigm of Study 2, participants were
allowed to cease their search whenever they felt they had enough information to assign
blame. Although the content and patterns of participants’ information search largely
conformed to the predictions of the Path Model, in some cases they did not. Participants
refrained from seeking any information at all in around 10% of outcome- and causalityspecified events. Unsurprisingly, such refraining was markedly more likely among
intentional- and unintentional-specified events (44% and 36%, respectively). Moreover,
for 34-41% of outcome- and causality-specified events, participants did not request any
information about intentionality.
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It is important to know, then, how participants conceptualized the events in these
instances of non-existent or truncated information search patterns. Did they refrain from
asking about intentionality because the event description already implied that the event
was (un)intentional? Did they simply not care about whether the event was intentional or
not? Had they already figured out the intentionality of the event based on other questions
they had asked (e.g., concerning reasons, preventability, or event specification)? There is
at least some indication that latter possibility occurred in Study 2. Among causalityspecified events, participants assigned more blame for ultimately intentional events than
for ultimately unintentional events, even when they had not directly requested
information about intentionality (this trend also existed among the outcome-specified
events, although it was not significant). This pattern suggests that participants were still
able, to some degree, to infer the intentionality of the events (and assign blame
accordingly) by asking related questions that did not explicitly refer to intentionality.
Nonetheless, a more systematic investigation of participants’ conceptualizations
of the events would help clarify why participants sometimes chose not to ask particular
questions (or not to ask any questions at all). As described in the Procedure section of
Study 2, participants in this study provided open-ended descriptions of each event just
prior to assigning their numeric blame rating. These open-ended descriptions can be
examined in follow-up analyses to better understand how participants interpreted each
event. Such analyses may reveal consistencies in participants’ conceptualizations of
particular events (e.g., that were routinely interpreted to be intentional, even when
participants did not specifically ask about this feature), which may help explain why
participants sometimes did not request critical model-relevant information features.
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Moreover, future studies using this paradigm could more directly probe participants’
conceptualizations with targeted questions. For example, after assigning blame in
response to a given event, participants might be asked directly whether they thought the
event was intentional, whether they thought the agent had justified reasons for acting, and
so on.
Event Characteristics
The Path Model of Blame notes that the initial trigger of the moral judgment
process is the detection of a negative event. But as the results of Study 2 revealed, people
continue to probe the nature of the event throughout their information search. Across all
event types, people asked questions about event specification in 25-40% of cases, and
these questions were distributed relatively equally across question position. This pattern
is consistent with the Path Model’s conceptualization of the event as not a distinct
conceptual node of the model whose value must be set by the perceiver (as is the case for
all the other, genuine, nodes) but rather as the object to which the conceptual values are
applied. In this way, the Path Model holds (and the current studies reveal) that perceivers
proceed through the steps of the model in a canonical order, but perceivers also appear
inclined to continually sharpen their understanding of the event itself, to better clarify the
object to which their conceptual values are being applied.
It will therefore be important for future research on moral judgment to investigate
how perceivers seek and clarify information about event details. What are the kinds of
event features that perceivers care about? Do they impinge on perceivers’ search for
other model-relevant conceptual information? Are questions about event details just a
roundabout way of clarifying information about the conceptual nodes themselves (e.g.,
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whether this is the sort of event that tends to be agent- vs. non-agent-caused; whether this
is the sort of event that tends to have aggravating vs. mitigating reasons)?
The data from Study 2 can provide a useful first step in examining these
questions. In particular, examining all event specification information requests through
additional participant ratings and follow-up content coding can further assess the
intended meaning of these questions. New participants can rate the extent to which the
original event specification information requests seem to target particular conceptual
nodes (e.g., causality, intentionality, etc.). In this way, we can more precisely categorize
event specification requests into two general types: those that targeted other conceptual
nodes (but perhaps were indirect or ambiguous, and thus were not originally categorized
as such in the initial, stricter round of coding), and those that targeted information
specifically about the event. This latter group could then be subjected to a more detailed
analysis, to try to extract the key features that constitute people’s understanding of
events.
Initial inspection of these information requests suggests that such features are
likely to include information about the location or setting of the event (e.g., did it happen
late at night vs. during the day) and the schematic or scripted nature of the event (e.g.,
whether this was a fight; whether they were playing a game of baseball). Even if such
features do not directly target other conceptual nodes of the Path Model, they are likely to
constrain the values that such nodes can take. Certain scripted events trigger particular
conceptual values (e.g., injuries from a fight are likely to be seen as intentional and to
pull for reasons of self-defense or revenge), whereas other events trigger altogether
different conceptual values (a broken window from a baseball game is likely to be seen as
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unintentional but preventable). Accordingly, participants’ information requests about
event specification, even when not directly inquiring about model-relevant nodes, may
nonetheless aim to clarify related information that provides convergent evidence of the
value of these nodes (e.g., that the event was indeed unintentional).
Cost of Information Acquisition and Moral Judgment
In everyday instances of moral judgment, outside of the confines of the
laboratory, perceivers incur costs by engaging in an information search. In criminal
investigations, and even in journalistic contexts, acquiring information takes time,
energy, and resources that could otherwise be used for different purposes. The current
studies implemented some design features to create at least a semblance of such costs. In
Studies 1 and 3, participants had to wait for a brief delay whenever they accepted an
information offer (i.e., the information was not presented immediately), and they were
encouraged to be selective in their decisions to accept offers (i.e., not to simply accept all
offers). In Study 2, participants could make only up to four information requests about
each event, forcing them to home in on the most essential pieces of information.
But these costs introduced by the current studies are relatively minor, and future
research can better explore the impact of more substantial costs on perceivers’
information search processes. As an initial step in this direction, studies using the
information offer paradigm (as in Studies 1 and 3) could limit the number of information
offers that participants are allowed to accept (either at the trial- or experiment-level).
Such a constraint would force participants to be more judicious in their selections,
accepting only those offers that they believe to be most critical for their judgments.
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Examination of the impact of costs on information search strategies will be most
fruitful in contexts where there are potential benefits to be gained. For example, rather
than having a fixed number of events for which they assign blame (as in the current
studies), participants might be given a goal to assign blame for as many events as
possible within an allotted period of time. They would earn points (or money) for the
number of events they completed (greater rewards for more cases “solved”) but also for
the accuracy of their judgments (greater rewards for more accurate judgments, as
assessed by convergence with judgments from a separate group of fully-informed
participants). Thus, participants would be motivated to ask few questions so as to
complete a greater number of events, but they would also be motivated to ask enough
questions (or at least the right kind of questions) so as to arrive at an accurate judgment.
This situation mirrors the tradeoffs faced by police departments or district attorneys, who
have competing motivations to arrest and prosecute as many potential criminals as
possible, but also to solve these cases as fairly as possible (such that those who are indeed
guilty are punished and those who are innocent are not).
How might information search processes change under these conditions? Do
perceivers become less inclined to seek certain informational features once there are
greater costs involved in the search process? The Path Model would be supported most
strongly if people continued to proceed through the usual steps of the model even when
there are high costs for doing so. But it is possible, instead, that when higher costs are
involved, people will focus their information search on the earlier concepts of the model
(causality and intentionality) and their search will be less thorough for later concepts
(reasons and preventability). The former concepts tend to have a greater overall impact
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on blame than the latter concepts (e.g., on average, blame will vary more of a function of
whether an event was intentional vs. unintentional than as a function of the agent’s exact
reasons for acting intentionally), so people may preferentially seek information about the
former, at the expense of the latter, when there are more substantial costs involved in
searching.
Costs are frequently involved not only in the acquisition of information but also in
the delivery of a moral judgment (and, even more so, in the delivery of punishment).
When we blame or punish someone, we face the risk of potential backlash from the target
or from our broader social community (e.g., peers, ingroup members, constituents, etc.),
either of whom may think that we erred in our assessment (e.g., that we were too harsh
or, possibly in the case of the social community’s evaluation, that we were too lenient).
Thus, we are motivated not just to make blame judgments, but to make the right ones. Of
course, this motivation is apt to be particularly strong in situations where we are held
accountable for our judgments — where, for example, we must (or might have to) justify
or defend our judgments of blame and punishment.
Future studies can examine the role of such social accountability on information
search (and eventual blame) by manipulating whether participants are led to believe that
their information requests will be relatively more anonymous (e.g., read and responded to
by a computer program) or relatively more public (e.g., shared with and evaluated by
other subjects, either presently or in a future study). The prediction is that with the
introduction of greater social accountability, participants will engage in an even more
thorough and deliberate information search and will ultimately conform even more
strongly to their typical conceptual structure of blame. Thus, under these social
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accountability conditions, participants should make a greater number of information
requests overall, they should become especially likely to target the critical conceptual
nodes of the Path Model, and they should be more likely to do so at the model-specified
time (i.e., the relevant conditional probabilities should get stronger).
Motivated Information Search
One topic that has not been explored in the current research is the extent to which
people use motivated or biased information search strategies. All of the studies reported
here have sought to characterize how people use search strategies to obtain the truth
about particular parameters — Was this event person-caused or not? Intentional or not?
The assumption in this work is that perceivers are primarily concerned with establishing
the truth values of the essential nodes that constitute their conceptual model of blame
(Malle et al., 2012), regardless of what these values may be. But some scholars have
argued that perceivers engage in a motivated or biased search for blame-consistent
information, so as to be able to cast the target as particularly worthy of blame (Alicke,
2000; Haidt, 2001). According to these perspectives, perceivers should be inclined not
necessarily to establish the truth values of the critical parameters (e.g., intentionality) but
rather to confirm that these parameters have particular blame-implying values. For
example, upon discovering a negative event, perceivers should prefer to obtain
information that the event was intentional over information that it was unintentional.
Likewise, they should prefer information about a target’s unjustifiable reasons over
information about justifiable or exculpatory reasons.
These predictions of motivated or biased information search strategies share
parallels with widely demonstrated findings of confirmation bias (Klayman & Ha, 1987;
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Kunda, 1990; Lord, Ross, & Lepper, 1979; Nickerson, 1998; Snyder & Swann, 1978).
This body of research demonstrates that perceivers have a tendency to selectively seek
evidence that supports or favors their existing hypotheses. Related effects have been
shown in contexts of legal decision making. For example, Kassin, Goldstein, and
Savistsky (2003) found that people were inclined to ask more guilt-presumptive questions
and to use more interrogation techniques when they were led to believe that the target of
their investigation was guilty versus innocent. Similarly, Ask and Granhag (2005)
showed that participants interpreted evidence as more indicative of a target person’s guilt
when they were first led to believe that the target was guilty (however, this tendency was
weaker among a sample of criminal investigators than among a sample of university
students).
As it turns out, evidence of confirmation bias and motivated reasoning is the
subject of much theoretical debate. In particular, it may not be the case that such
evidence indeed constitutes any kind of biased processing. Some scholars have argued
that the evidence for confirmation bias is often overstated and that such tendencies to
seek hypothesis-consistent information, when they do exist, often reflect normative,
rational Bayesian inferences (Fischhoff & Beyth-Marom, 1983; McKenzie, 2006). In the
domain of moral judgment, people’s tendency to infer greater negligence and causal
involvement from a target with negative motives (as compared to positive or neutral
motives) may reflect inferences of diagnostic reasoning rather than motivated reasoning
(Guglielmo, 2012). A host of evidence indeed shows that negative characteristics
provide more diagnostic evidence of a person’s underlying dispositions and motives as
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compared to positive characteristics (Reeder & Brewer, 1979; Skowronski & Carlston,
1989; Sloman, Fernbach, & Ewing, 2012).
Setting aside the complications of assessing legitimately biased or motivated
information search strategies, the current studies were nonetheless not designed to test
these patterns. But future studies could indeed be designed with this aim in mind. For
example, rather than allowing participants to seek “true” answers to questions (as in the
current studies), participants might be allowed to seek particular answers to these
questions. Thus, rather than seeking an answer to the question “Was this intentional?”,
participants could decide whether to seek intentionality-implying evidence or to seek
unintentionality-implying evidence. Similarly, they could decide whether to seek
information about an agent’s aggravating reasons or about an agent’s mitigating reasons.
Whereas the current studies assess the particular conceptual nodes that shape blame, such
a modified “focused information search” methodology could assess the values that
perceivers tend to set (or assume) for each of these nodes. Claims of motivated or biased
information processing (Alicke, 2000; Haidt, 2001) would of course predict that people
will seek blame-implying information (e.g., that a behavior was intentional and/or was
performed with aggravating reasons), particularly as the negativity of the behavior
increases. In contrast, most information models of blame (Cushman, 2008; Guglielmo et
al., 2009; Shaver, 1985) are mute about whether such motivated information processing
occurs or how it might manifest.
Emotional Influences on Information Search
Relatedly, future research can also explore the role of particular emotions in
guiding perceivers’ information search processes. Several scholars have argued that
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emotions play a pivotal role in shaping moral judgments (Greene, 2007; Haidt, 2001;
Prinz, 2006). And indeed there is a great deal of evidence illustrating that moral
judgments are more permissive among people with dysfunctional emotional processing
(Ciaramelli et al., 2007; Koenigs et al., 2007; Moretto et al., 2010) and that moral
judgments are more severe among neurotypical participants who have been induced to
experience negative emotions such as disgust (Eskine, Kacinik, & Prinz, 2011; Horberg,
Oveis, Keltner, & Cohen, 2009; Schnall et al., 2008; Wheatley & Haidt, 2005). But a
critical limitation of most of the research linking emotion and moral judgment is that it
does not clarify the mechanism by which emotion influences moral judgment. As
Pizarro, Inbar, and Helion (2011) note, there are many possible theoretical interpretations
for such a link. For example, emotion might serve as a “moralizer,” transforming
typically non-moral behaviors into moral violations; but emotion might instead serve as
an “amplifier,” making moral judgments more extreme than they otherwise would be
(Pizarro et al., 2011).
But it appears that even within these possibilities there are further potential
explanations of the link between emotion and moral judgment. For example, under the
broad “amplifier” perspective, a “judgment amplifier” view would hold that emotion is
elicited by particular information features (regarding causality, intentionality, reasons,
etc.) and subsequently makes moral judgments more harsh; but a “feature amplifier” view
would hold that emotion directly influences the perception of such information features,
which themselves directly exacerbate moral judgments (cf. Feigenson & Park, 2006).
Unfortunately, these possibilities remain largely unexplored by scholars of moral
judgment, particularly with respect to the emotion of disgust (the emotion that has been
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most commonly examined as an amplifier of moral judgment). With respect to anger,
there is at least some evidence to support both patterns. Goldberg, Lerner, and Tetlock
(1999) provided evidence for the ”judgment amplifier” view, showing that anger
mediated the link between judgments of intention and punishment. Ask and Pina (2011)
provided evidence for the ”feature amplifier” view, showing that anger influenced
punishment by way of its effect on perceptions of criminal intent.
The paradigm employed by the current studies offers a useful method for
assessing the impact of emotion on people’s search for information. In particular, both
the information offer paradigm of Studies 1 and 3 and the information search paradigm of
Study 2 enable us to assess the extent to which particular emotions (such as disgust or
anger) lead perceivers to ask particular kinds of questions, and these paradigms can also
further test the “judgment amplifier” and “feature amplifier” explanations. According to
the “judgment amplifier” view, inducing negative emotions should have little to no
impact on people’s search processes but should instead just result in more severe
judgments of blame. According to the “feature amplifier” view, the experience of such
emotions leads perceivers not only to arrive at harsher moral judgments, but to seek the
kind of information (regarding mental states, for example) that would further justify such
harsh judgments. Thus, we should find that inducing negative emotions causes
perceivers to seek information about intentionality and reasons earlier in their
information search process, suggesting that they have already made certain blameimplying assumptions (e.g., that a person was causally involved, or even that the person
acted intentionally). Moreover, the modified “focused information search” paradigm
discussed in the previous section provides a further method for assessing claims
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regarding the impact of emotion. According to claims of motivated or biased search
processes, inducing negative emotions (e.g., anger) should make people more inclined to
seek information that implies intentionality or aggravating reasons over information that
implies unintentionality or mitigating reasons.
Summary
In this project, I have explored an important yet neglected topic in the psychology
of moral judgment: the process of information seeking. I implemented two novel
paradigms — an information offer paradigm and an information search paradigm — to
assess people’s information-seeking behavior, particularly as it relates to the Path Model
of Blame, the theoretical model of moral judgment that offers the clearest predictions
regarding information seeking. The Path Model holds that perceivers process
information in a canonical order en route to forming a judgment of blame, first clarifying
information about causality, then intentionality, followed by information either about
reasons (if the event was intentional) or about preventability (if the event was
unintentional).
The results of the current studies provided consistent and robust support for the
Path Model. In the more constrained information offer studies, people were faster to
accept information offers when the offers targeted whichever conceptual step came next
in the Path Model than when the offers jumped over conceptual steps. In the open-ended
information search study, people’s spontaneous question-asking conformed to the
model’s predicted ordering: people tended to ask questions about causality, followed by
questions about intentionality, followed by questions about reasons (for intentional
events) or preventability (for unintentional events). These studies therefore demonstrate
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that people indeed engage in systematic strategies of information seeking and that the
Path Model of Blame succeeds in characterizing such strategies. Finally, I discussed
several promising directions for future research, including the role of costs (and rewards)
on people’s search strategies and possible manifestations of motivated or emotionallyguided search strategies. The literature will benefit greatly from continued attention to
the important theoretical and applied topic of information search and moral judgment.
Indeed, there is a great deal more searching to be done.
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Appendix A
Instructions (Study 1)
[Participants read first instructions screen:]
You are going to read a series of events. For each, your task is to determine whether
someone deserves blame (and how much) for what happened.
Some of these events will have very little information at first. Therefore, you will have
opportunities to acquire more information, which should help you in making your blame
judgments.
We will give you various "information offers", which tell you about certain kinds of
information that you can receive. For each information offer, you must indicate — as
quickly as possible — whether you want to receive the corresponding information. You
will respond to each offer by pressing either:
YES (the letter I on your keyboard) if you want the information
or
NO (the letter O on your keyboard) if you do not want the information

[After clicking ‘Continue’, participants read second instructions screen:]
Each information offer comes from one of four categories, indicating the type of
information that can be obtained. Each type of offer is denoted by a single keyword.
Here are the keywords and their meanings:
Keyword

Meaning of Keyword

CAUSE

Who or what caused this event to happen?

INTENTIONAL

Did someone do this intentionally?

REASONS

What were the person's reasons for doing this?

PREVENTABLE

Could the person have prevented the event from happening?

We really want you to be selective in your YES/NO responses to the information offers.
If the offer is something that you especially want to know, you should say YES to it. If
it's something that you feel you already know, or that you think is not relevant, you
should say NO to it. We expect that people will typically say YES to around 60-70% of
the offers.
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You will now have a chance to practice the task: reading the events, receiving
information offers, providing YES or NO responses to the offers as quickly as possible,
and providing blame ratings. Please click the button below to get started.
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Appendix B
Text of Events (Studies 1-3)
Outcome-specified Events
These events described the occurrence of a negative outcome but provided no further
information:
A window of the Jones’ house was shattered. (included in Studies 1, 2, 3)
Wayne had a black eye. (1, 2, 3)
A massive forest fire broke out. (1, 2, 3)
Andrea’s car had a big dent in it. (1, 2, 3)
The Andersons’ house burned down. (1, 2, 3)
Frank was found dead in his house. (1, 2, 3)
A child came to school with bruises on her elbow. (1, 2, 3)
Monica had a broken arm. (1, 2, 3)
Traces of mercury were found in the local water supply. (1, 2, 3)
Geoff’s ceiling was damaged due to leaking water from the apartment above. (1, 2, 3)
The expensive sign in front of the new restaurant was broken. (1, 3)
A cat was dead in the middle of the sidewalk. (1, 3)
Garbage was strewn in the middle of the neighborhood street. (1, 3)
The motherboard of Allen’s office computer was completely fried. (1, 3)
Although no products were missing, the door to the shop was wide open at the start of the
workday. (1, 3)
The family’s heirloom vase was broken on the floor. (1, 3)
Part of Ralph’s new wooden fence was cracked and knocked over. (1, 3)
There were mud stains all over Cheryl’s freshly cleaned floor. (1, 3)

Causality-specified Events
These events described the occurrence of a negative outcome and noted that a particular
person or entity caused the outcome:
Brittany had a deep knife wound in her leg, which was somehow caused by Paul. (1, 2, 3)
Darren’s testimony in the murder case contained false information. (1, 2, 3)
It was determined that the restaurant’s food preparation area was extremely unsanitary. (1, 2,
3)
The padlock on the shed in the Smiths’ backyard was broken, and it turns out that Trent was
the one who caused it. (1, 2, 3)
A window of the Jones’ house was shattered, and it was established that Bill was the cause of
it. (2)
Wayne had a black eye, which was somehow caused by Charles. (2)
A massive forest fire broke out, and it was established that Veronica was the cause of it. (2)
Andrea’s car had a big dent in it, and it turns out that Tom was the one who caused it. (2)
The Andersons’ house burned down, and it was determined that Ryan somehow caused it. (2)
Frank was found dead in his house, and it was confirmed that Matt somehow caused the
death. (2)
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A child came to school with bruises on her elbow, which were somehow caused by her father.
(2)
Monica had a broken arm and it was established that Eric was the cause of it. (2)
Traces of mercury were found in the local water supply, which was somehow caused by the
nearby power plant. (2)
Geoff’s ceiling was damaged due to leaking water from the apartment above, and it was
established that Geoff's upstairs neighbor caused the leak. (2)
Barry, an agent for the CIA, leaked a sensitive government secret to a foreign spy. (1, 3)
Marissa, who is not handicapped, took the very last handicapped parking space in the hospital
lot. (1, 3)

Intentional-specified Events
These events described the occurrence of a negative outcome and noted that a particular
person or entity intentionally caused the outcome:
Dianne went to the store for 30 minutes, intentionally leaving her infant son in the parked car.
(1, 3)
The dry cleaner purposely damaged Sarah’s silk dress beyond repair. (1, 3)
At the party, Linda deliberately insulted Kelly by joking about Kelly’s music tastes. (1, 3)
A window of the Jones’ house was shattered, and it was established that Bill shattered it on
purpose. (2)
Wayne had a black eye, which Charles intentionally gave him. (2)
A massive forest fire broke out, which Veronica started deliberately. (2)
Andrea’s car had a big dent in it, and it turns out that Tom dented it on purpose. (2)
The Andersons’ house burned down, and it was determined that Ryan intentionally did it. (2)
Frank was found dead in his house, and it was confirmed that Matt deliberately caused his
death. (2)
A child came to school with bruises on her elbow, which her father purposely gave her. (2)
Monica had a broken arm and it was established that Eric intentionally caused it. (2)
Traces of mercury were found in the local water supply, which the nearby power plant
intentionally emitted. (2)
Geoff’s ceiling was damaged due to leaking water from the apartment above, and it was
established that Geoff's upstairs neighbor deliberately caused the leak. (2)
Brittany had a deep knife wound in her leg, which Paul intentionally gave her. (2)
Darren purposely provided false testimony as a witness in the murder case. (2)
It was determined that the restaurant’s food preparation area was intentionally left in an
extremely unsanitary condition. (2)
The padlock on the shed in the Smiths’ backyard was broken, which Trent purposely caused.
(2)
Jim kicked Aaron hard in the shin. (2)
When filing her tax returns, Amanda intentionally misreported her income. (2)
Gary’s car was missing from the store parking lot, and the security tape showed that Marcus
drove away with it. (2)
Katherine spray-painted graffiti all over the front door of Jane’s house. (2)

Unintentional-specified Events
These events described the occurrence of a negative outcome and noted that a particular
person or entity unintentionally caused the outcome:
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At the daycare center, Brianna mistakenly fed an infant something that made him terribly
sick. (1, 2, 3)
Theresa, the head of the payroll office, adjusted the employees’ paychecks, mistakenly
reducing the health benefits for all employees. (1, 3)
A window of the Jones’ house was shattered, and it was established that Bill shattered it by
mistake. (2)
Wayne had a black eye, which Charles unintentionally gave him. (2)
A massive forest fire broke out, which Veronica started accidentally. (2)
Andrea’s car had a big dent in it, and it turns out that Tom dented it by accident. (2)
The Andersons’ house burned down, and it was determined that Ryan unwittingly started the
fire. (2)
Frank was found dead in his house, and it was confirmed that Matt mistakenly caused his
death. (2)
A child came to school with bruises on her elbow, which her father accidentally gave her. (2)
Monica had a broken arm and it was established that Eric mistakenly caused it. (2)
Traces of mercury were found in the local water supply, which the nearby power plant
accidentally emitted. (2)
Geoff’s ceiling was damaged due to leaking water from the apartment above, and it was
established that Geoff's upstairs neighbor mistakenly caused the leak. (2)
Brittany had a deep knife wound in her leg, which Paul accidentally gave her. (2)
Darren unwittingly provided false testimony as a witness in the murder case. (2)
It was determined that the restaurant’s food preparation area was unintentionally left in an
extremely unsanitary condition. (2)
The padlock on the shed in the Smiths’ backyard was broken, which Trent accidentally
caused. (2)
Jim swung his leg around and unintentionally hit Aaron hard in the shin. (2)
When filing her tax returns, Amanda unwittingly misreported her income. (2)
Alice broke Jane’s expensive necklace by accident. (2)

Reasons Events
These events described the occurrence of an intentional negative outcome, as well as the
agent’s reasons for causing the outcome:
Jim kicked Aaron hard in the shin because he thought that Aaron had insulted him. (1, 3)
Katherine purposely spray-painted graffiti all over the front of Roger’s house to get back at
him for firing her. (1, 3)

Preventability Events
These events described the occurrence of an unintentional negative outcome, as well
some information about the agent’s ability to prevent the outcome:
Bill became violently ill after Jason accidentally served him meat that turned out to be
tainted, even though it was still within its expiration date and smelled fine. (1, 3)
When filing her tax returns, Amanda unwittingly misreported her income when she hastily
filled out her tax forms and didn’t double-check her calculations. (1, 3)

Non-agent Events
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These events described the occurrence of a negative outcome that was not caused by an
agent:
Most of the neighborhood houses were destroyed by a violent tornado. (1, 3)
Severe flooding damaged several roadways and washed away several cars. (1, 3)
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Appendix C
Scripted Prompts (Study 2)
To inform the participant that the question is ambiguous and therefore cannot be
answered:
There is an ambiguity in your question, so it cannot be answered by the database.
Please rephrase the question.
To inform the participant that the answer to the question is being retrieved from the
database:
Retrieving answer from database...
To ask the participant to provide a blame rating:
Please:
- Describe the event in one sentence in the most informative way you can.
- Give your blame rating on the 0 to 10 scale.
- Justify your blame rating in one or two sentences.
To tell the participant to take a brief break:
Please take a few moments to rest your eyes and whatever else. We'll resume with the
next event in about 30 seconds.
To ask the participant to provide a brief description of the event:
Please describe the event in one sentence in the most informative way you can.
To alert the participant to the upcoming event and prompt them to read it aloud:
Please read aloud the next event...
To ask the participant to briefly justify their numeric blame rating:
Please justify your blame rating in one or two sentences.
To prompt the participant either to ask a question, or to say “Ready” if ready to assign
blame:
If you would like to ask a question, you may ask it now. If you are ready to assign
blame, please say "Ready" and wait for the experimenter's acknowledgement.
To ask the participant to reformulate the question as a Yes/No question:
Please reformulate as a Yes/No question.
To inform the participant that the answer to the question is not contained in the database:
Sorry, the answer to that question is not contained in the database. Please ask
another question.
To ask the participant to clarify the target to whom their blame rating applies:
Please clarify to whom or to what you are assigning blame.
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Appendix D
Complete Coding Scheme (Study 2)

1. Other harm or negative consequences → consequences
•

Asks whether the event led to other negative consequences

Keywords: other injuries/death/illness
Examples:
And did the murderer get away?
Um, was anyone injured?
Did anyone get sick from eating food at the restaurant?
Did Brittany survive the knife wound in her leg?

2. Previous occurrence due to an agent → occur_agent
•

Asks whether agent has caused (or typically causes) similar events

Keywords: [agent] done this/verbed before, agent typically behaves similarly, agent has a
particular tendency
Examples:
Is Tom a typically cautious driver?
Had her father given her bruises before?
Is Amanda typically forgetful or clumsy?

3. Previous occurrence, not due to an agent → occur_noagent
•

Asks whether similar events have happened before (but not due to an agent)

Keywords: event happened before (no reference to agent)
Examples:

Have traces of mercury been found in the local water supply before?

4. Perpetrator’s relationship to victim → relationship
•

Asks about the relationship between perpetrator and victim

Keywords: related to, member of family, [agent 1] know [agent 2], friend, stranger [see codes
14 and 22 for other uses of know]
Examples:

Uh, was he somehow related to the person who was on trial?
Is the person that did this related to the family?
Is Trent a friend of the Smiths?
Does Andrea know the people that caused damage to her car?
Did Frank know Matt?

5. Age of perpetrator → age
•

Asks whether perpetrator is adult or child, old or young, etc

Keywords: is [agent] a child/adult, did child/adult verb
Examples:

Was the stranger less than 16 years of age?
Is Trent an adult?
Is Ryan a child?
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6. Victim’s own action → victim_act
•

Asks whether the victim was the cause of the event him/herself

Keywords: caused by [victim], [victim] verbed him/herself, [victim] caused [event], verbed own
noun
Examples:

Did he kill himself?
Did they set their own house on fire?
Did Monica break her own arm?
Did one of the Joneses shatter the window? [the Joneses were the ones w/ the broken
window]
Was Trent part of the Smith family? [b/c the Smiths were the ones whose house
burned down]

7. Possible agent who caused event → possible_agent
•

Asks about the presence of an agent (but not about whether the agent caused the event)

Keywords: agent present/around
Examples:

Were there campers in the forest?
Were there other people around him when he died?
Is there um, some kind of facility that processes mercury around the water supply?
Were there kids playing baseball outside of the Jones' house? [not yet asking if kids
did it]

8. Someone else’s action → else_act ###
•

Asks whether someone who is not the victim was the cause of the event

Keywords: caused by a person/someone, person/someone verbed
Examples:

Was it shattered by a person?
Did somebody else give Wayne a black eye?
Was the forest fire caused by a person?
Was the spill from a local factory or company?

9. Natural cause → natural
•

Asks whether the event occurred from natural causes

Keywords: natural* cause*, natural disaster, caused naturally/by nature
Examples:

Did he die of natural causes?
Was the cause of the fire related to some sort of natural disaster?
Did the mercury come from…a natural based um…source?

10. Accident → accident
•

Asks whether event was an accident (must use noun “accident”), with no mention of a
person causing it accidentally [by accident *might* also count, but not if question is “did
person do this by accident?”]

Keywords: an accident, by accident [see code 11 for other uses of accident]

###

else_act should be considered a broad, generic code. If a question asks about else_act along with
another (more specific) category, assign the other category as the code
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Examples:

Were the bruises an accident?
Was Frank's death an accident?

11. Intentional → intentional
•

Asks whether a person/group caused the event intentionally/accidentally/by accident

Keywords: [agent] verbed accidentally/by accident, intend* to verb, intent*, verbed
purposely/on purpose, deliberate*, premeditated, mean to verb [to qualify for this
category, verbs should be the same as in the original event description] [see code 10
for other uses of accident; see code 12 for other uses of intend to, mean to]
Examples:

Did Ryan cause the house to burn down on purpose?
Did Bill shatter the window deliberately?
Did Eric accidentally break Monica's arm?
Did Tom mean to cause the dent in her car?
Did someone punch Wayne? or Did someone murder Frank? [punch/murder implies
intentional]
Was it an accident caused by someone?

12. Reasons or justifications for action → reason
•

Asks about agent’s reasons for bringing about the event, or whether the agent was
justified in doing so

Keywords: in order to, done/verbed out of, done/verbed for, intend to verb, trying to verb, mean
to verb [to qualify for this category, verbs should differ from those in original event
description], provocation, self-defense, minimize or prevent other harm from
occurring, motives of perpetrator, emotional state of perpetrator [see code 11 for
other uses of intend to, mean to]
Examples:

Did Wayne provoke Charles?
Was it done out of animosity?
Was the graffiti a decoration for an occasion?
Was Katherine mad at Jane? [Katherine is perpetrator, Jane is victim]
Was Paul trying to help Brittany?
Did the parent in question intend to inflict harm upon their child?
Did the person who put the mercury in the water mean to harm people?
Did Veronica intend to kill people?

13. Role obligation → obligation
•

Asks about a person’s/group’s obligation to prevent the event from happening

Keywords: job to, supposed to, responsibility to, specific person’s responsibility
Examples:

Is it somebody's job to check the water supply for mercury?
Was there one individual whose responsibility it was to keep that area clean?

14. Know/aware of consequences → aware
•

Asks whether perpetrator knew about/was aware of negative consequences, or of his/her
own actions

Keywords: knew/know about/that, aware of/that, realize that [see codes 4 and 22 for other
uses of know]
Examples:

Were the people in the apartment above Geoff's aware that there was a leak?
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Did the owner of the restaurant know about this?
Did Trent know that the dent was there? [Trent was the cause of the harm]

15. Capacity to prevent/avoid → preventable
•

Asks whether the agent was able to prevent the event from happening

Keywords: could have prevented, preventable, avoidable, perceivable, able to stop
Examples:

Could Wayne have prevented that accident?
Could the father have prevented what he did to cause the bruise?
Was the accident avoidable, was Wayne's accident avoidable?

16. Incapacitating factors → incapacitating
•

Asks about particular factors that might make the agent incapable of preventing the event

Keywords: impair*, disable, disability, under influence
Examples:

Was Tom…impaired in any way that would influence whether or not he would
cause a dent, like was he drunk or high or something?
Does Brianna have some sort of physical impairment — is she like blind or disabled
or mentally disabled in any way?

17. Carelessness or negligence → careless
•

Asks whether the agent was acting carelessly or negligently

Keywords: careless*, not careful, negligen*, failure to do something to prevent
Examples:

Was Ryan being careless when he accidentally started the fire?
Was the power plant being negligent when they allowed this to happen?
Did that person do his or her job in enforcing other people to keep the area clean?
Was Brianna um…was she paying attention when she fed the infant?

18. Recklessness → reckless
•

Asks whether the agent was acting recklessly

Keywords: reckless*, disregard or lack of concern for negative consequences
Examples:

Was it due to reckless driving?
Was Monica doing something not, was Monica doing something dangerous?

19. Admitted wrongdoing/accepted responsibility → take_responsib
•

Asks whether the agent admitted to causing the event or accepted responsibility/blame
for it

Keywords: admit to/that, accept responsibility/blame, confess
Examples:

Did Bill admit to shattering the window?
Is the person willing to accept blame for starting the fire?
Did he take responsibility for breaking the padlock--i.e., did he own up to breaking
it?

20. Felt remorse → remorse
•

Asks whether the agent felt remorse for his/her actions

Keywords: felt remorse*/regret*/bad/guilty/upset
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Examples:

Did the person feel remorse for shattering the window?

21. Apologized → apologize
•

Asks whether the agent apologized to the victim(s)

Keywords: apologize, say sorry
Examples:

Did Trent apologize?

22. Victim’s appraisal of event → victim_appraisal
•

Asks about how the victim appraised or responded to the event

Keywords: victim’s knowledge of event and/or its cause, emotional state of victim [see codes 4
and 14 for other uses of know]
Examples:

Did the Smiths know Trent broke the padlock?
Are the Smiths mad?
Was the child upset that she had received these bruises?
Did he ask for help when he noticed the leaking water?

23. Made/attempted to make amends → amends
•

Asks whether the agent made amends for his/her actions in any way

Keywords: perpetrator [offer to/try to] repair/fix damage, perpetrator [offer to/try to] help
victim
Examples:

Did he try to repair any damage?
Did Geoff's neighbor help Geoff fix the leak in any way?

24. Event elaboration/scope → elaboration###
•

Asks for elaboration of relevant details about (scope of) event

Keywords: location of event, history or background information about perpetrator, clarification
of context in which event occurred
Examples:

Was Darren under oath?
Did Monica fall?
Was there any need for Darren to provide correct testimony at a later date?
Was she, um, cooking at the forest?

25. Event specification → event_specification
•

Asks for information about the event that does not clearly fit in any of the above
categories

Examples:

Did Monica fall?
Did the other person use a weapon to hurt Monica?
Were there any other people involved in this accident?
Were they in some sort of physical fight?

26. Uncodable question → uncodable
###

elaboration should be considered a broad, generic code. If a question asks about elaboration along
with another (more specific) category, assign the other category as the code

171

•

Question is unclear or otherwise does not clearly fit in any of the above categories

Examples:

Was there any need for Darren to provide correct testimony at a later date?
Was Matt adding to Frank’s unhealthy lifestyle?
Was the local water supply fully purified?
Was Marcus in a real hurry?
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Appendix E
Collapsed Coding Categories (Study 2)
Many of the categories from the fine-grained coding scheme in Appendix D
represented the same higher-level concepts. Thus, several categories were combined to
create a smaller set of nine umbrella categories to be used in all analyses of the data.
These collapsed umbrella categories — and their constitutive fine-grained categories
from Appendix D — were as follows:
Event specificity
Constituted by:
2. occur_agent
3. occur_noagent
4. relationship
25. event_specification

Other negativity
Constituted by:
1. consequences

Causality
Constituted by:
5. age
6. victim_act
7. possible_agent
8. else_act
9. natural

Intentionality
Constituted by:
10. accident
11. intentional

Reasons
Constituted by:
12. reason

Obligation
Constituted by:
13. obligation
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Preventability
Constituted by:
14. aware
15. preventable
16. incapacitating
17. careless
18. reckless

Response
Constituted by:
19. take_responsib
20. remorse
21. apologize
22. victim_appraisal
23. amends

Uncodable
Constituted by:
26. uncodable
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20%
0%
4%
1%
0%

Intentionality

Reasons

Preventability

Response

Uncodable

1%

4%

4%

8%

29%

33%

3%

18%

2nd
ques.

0%

3%

10%

10%

25%

27%

6%

18%

3rd
ques.

0%

0%

6%

0%

19%

58%

2%

13%

1st
ques.

2%

7%

9%

9%

30%

30%

2%

14%

2nd
ques.

0%

4%

8%

19%

23%

19%

8%

19%

3rd
ques.

Ultimately Intentional

0%

2%

2%

0%

21%

64%

2%

10%

1st
ques.

0%

2%

0%

7%

28%

37%

4%

23%

2nd
ques.

0%

2%

12%

0%

28%

38%

2%

18%

3rd
ques.

Ultimately
Unintentional

Note. Proportions are shown for the first three question positions, for all events collapsed, then
for the subset of ultimately intentional events, and then for the subset of ultimately unintentional
events.

61%

2%

Other negativity

Causality

11%

1st
ques.

Event specificity

Question Type

All Events

Outcome-Specified Events

Proportion of information requests from each question category among Outcome-specified events.

Table 4.

Appendix F

Proportion of information requests from each question category among Outcomespecified events (Study 2).
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55%
11%
13%
1%
1%

Intentionality

Reasons

Preventability

Response

Uncodable

1%

3%

21%

23%

15%

5%

14%

16%

2nd
ques.

0%

7%

17%

31%

8%

3%

8%

24%

3rd
ques.

2%

2%

10%

8%

53%

10%

3%

12%

1st
ques.

0%

2%

11%

42%

13%

7%

13%

11%

2nd
ques.

0%

7%

4%

54%

4%

4%

7%

18%

3rd
ques.

Ultimately Intentional

0%

0%

17%

13%

57%

3%

2%

8%

1st
ques.

2%

4%

30%

4%

17%

4%

15%

21%

2nd
ques.

0%

6%

29%

10%

13%

3%

10%

29%

3rd
ques.

Ultimately
Unintentional

Note. Proportions are shown for the first three question positions, for all events collapsed, then
for the subset of ultimately intentional events, and then for the subset of ultimately unintentional
events.

7%

3%

Other negativity

Causality

10%

1st
ques.

Event specificity

Question Type

All Events

Causality-Specified Events

Proportion of information requests from each question category among Causality-specified events.

Table 5.

Appendix G

Proportion of information requests from each question category among Causalityspecified events (Study 2).

Appendix H
Proportion of information requests from each question category among
Intentionality-specified events (Study 2).

Table 6.
Proportion of information requests from each question category among Intentionalityspecified events.
Intentionality Specified Events
Intentional

Unintentional

1st
ques.

2nd
ques.

3rd
ques.

1st
ques.

2nd
ques.

3rd
ques.

Event specificity

8%

16%

24%

16%

12%

21%

Other negativity

2%

19%

24%

16%

12%

5%

Causality

5%

3%

0%

9%

6%

5%

Intentionality

10%

6%

0%

5%

9%

5%

Reasons

60%

39%

41%

7%

15%

0%

Preventability

2%

10%

0%

32%

29%

32%

Response

5%

3%

6%

9%

15%

26%

Uncodable

8%

3%

6%

5%

3%

5%

Question Type

Note. Proportions are shown for the first three question positions for the subset
of ultimately intentional events and the subset of ultimately unintentional events.
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25%
17%

Reasons

Preventability

12%

10%

61%

90%

8%

36%

Ultimately
Unintentional

19%

46%

65%

22%

15%

31%

Ultimately
Intentional

47%

22%

66%

8%

14%

39%

Ultimately
Unintentional

Causality Specified

14%

72%

17%

8%

28%

25%

Ultimately
Intentional

56%

17%

12%

10%

22%

29%

Ultimately
Unintentional

Intentionality Specified

Note. Percentages depict the proportion of trials in which at least one question was asked from the listed
category.

59%

Intentionality

12%

Other negativity
76%

32%

Event specificity

Causality

Ultimately
Intentional

Question Type

Outcome Specified

Trial-based likelihood of at least one instance of each information search type by specified and true event types.

Table 7.

Appendix I

Trial-based likelihood of at least one instance of each information search question
type by specified and true event types (Study 2).

Appendix J
Instructions (Study 3)
[Only the first instructions screen is depicted here. The second instruction screen was
identical to that shown in Study 1: see Appendix A]
You are going to read a series of events. For each, your task is to determine whether
someone deserves blame (and how much) for what happened.
Some of these events will have very little information at first. Therefore, you will have
opportunities to acquire more information, which should help you in making your blame
judgments.
We will give you various "information offers", which tell you about certain kinds of
information that you can receive. For each information offer, you must indicate whether
you want to receive the corresponding information. You will respond to each offer by
pressing either:
YES (the letter I on your keyboard) if you want the information
or
NO (the letter O on your keyboard) if you do not want the information
[The following was presented only to people in the speeded condition:]

Each information offer will appear on the screen only briefly, so it is
important that you provide your Yes or No response as quickly as
possible.
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